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DISCLAIMER 

This document contains information which is proprietary to the SEASON consortium members 

that is subject to the rights and obligations and to the terms and conditions applicable to the 

Grant Agreement number 101096120. The action of the SEASON consortium members is funded 

by the European Commission.  

Neither this document nor the information contained herein shall be used, copied, duplicated, 

reproduced, modified, or communicated by any means to any third party, in whole or in parts, 

except with prior written consent of the SEASON consortium members. In such case, an 

acknowledgement of the authors of the document and all applicable portions of the copyright 

notice must be clearly referenced. In the event of infringement, the consortium members 

reserve the right to take any legal action it deems appropriate.  

This document reflects only the ŀǳǘƘƻǊǎΩ view and does not necessarily reflect the view of the 

European Commission. Neither the SEASON consortium members as a whole, nor a certain 

SEASON consortium member warrant that the information contained in this document is 

suitable for use, nor that the use of the information is accurate or free from risk, and accepts no 

liability for loss or damage suffered by any person using this information.  

The information in this document is provided as is and no guarantee or warranty is given that 

the information is fit  for any particular purpose. The user thereof uses the information at its sole 

risk and liability. 

 



  D2.3 SEASON - GA 101096120 
 

 

 
© SEASON (Horizon-JU-SNS-2022 Project: 101092766)                                                     page 2 of 158 

Dissemination Level PUB (Public) 
 

REVISION HISTORY 
 

 

LIST OF AUTHORS 
 

  

Revision Date Responsible Comment 

0.1 May 2nd, 2025 M. Quagliotti (TIM) Table of Contents 

1.0 October 7th, 2025 
M. Quagliotti (TIM) and 

A. Souza (INF-P) 
Complete draft 

1.1 October 15th, 2025 
M. Quagliotti (TIM) and 

A. Souza (INF-P) 
Document ready for internal review 

1.2 November 4th, 2025 
K. Vlachos (CNIT) and L. 

Rapp (ADVA) 
Document internally reviewed 

2.0 November 12th, 2025 C. Pinho (INF-P) Final version quality checked 

Partner Name Surname 

CNIT Filippo Cugini 

CTTC Laia Nadal, Ramon Casellas 

ADVA Arantxa Villavicencio Paz, Achim Autenrieth 

TID José Manuel Rivas-Moscoso, Antonio Melgar, Óscar González de Dios 

UC3M Farhad Arpanaei, José Alberto Hernández, Fernando Díaz de María 

TIM Marco Quagliotti, Mauro Agus 

UPC Marc Ruiz, Luis Velasco, Jaume Comellas, Salvatore Spadaro 

INF-P André Souza, Cátia Pinho 

INF-G Carlos Castro, Mohammad Hosseini, Antonio Napoli 

WEST Andrea Marotta, Carlo Centofanti, Stefano Tennina 

SSSA Nicola Sambo 

ACC Simon Pryor, Stephen Parker 

ERI Gianluca Gambari, Roberto Magri 



  D2.3 SEASON - GA 101096120 
 

 

 
© SEASON (Horizon-JU-SNS-2022 Project: 101092766)                                                     page 3 of 158 

Dissemination Level PUB (Public) 
 

EXECUTIVE SUMMARY 

The SEASON project aims to redefine sustainable, high-capacity optical network architectures 

ŦƻǊ ǘƘŜ ŎƭƻǳŘ ŜǊŀΣ ŘǊƛǾŜƴ ōȅ 9ǳǊƻǇŜΩǎ Ƨƻƛƴǘ ƘƻǊƛȊƻƴ wL! ƛƴƛǘƛŀǘƛǾŜΦ 5ŜƭƛǾŜǊŀōƭŜ 5нΦо ŘŜǘŀƛƭǎ 

validated innovations, technical and economic studies, and the achievement level of strategic 

KPIs related to next-generation optical network scalability, flexibility, economic viability, energy 

efficiency, and self-management. 

The validated reference data plane architecture defined in SEASON project is organized into two 

macro-domains: Access-Metro and Backbone. 

The Access-Metro domain features an open, flat structure that seamlessly connects access 

points to Edge and Far Edge Central Offices (COs) over distances up to 400 km. The proposed 

technological solutions investigated and whose effectiveness has been proven in the Access-

Metro segment are advanced passive optical network (PON), the use of point-to-multipoint 

(P2MP) networking that makes use of coherent transmission with Digital Subcarrier Multiplexing 

(DSCM) and the adoption of cloud-based Radio Access Networks (e.g., complaint with O-RAN 

forum) with Data Processing Units (DPUs) on the servers. DPUs are cards that offload the server's 

central processor, realizing and accelerating networking, storage and security and enabling, 

through pluggable transceiver modules, the optical, packet and compute integration and 

pursuing optical-electro-optical (O/E/O) conversions reductions. 

The Backbone Domain supports multi-terabit data flows via sophisticated optical multiplexing, 

multi-core fiber bundles, and dynamic network function placement. Over medium (by 2028) and 

long-term (by 2032), the SEASON network architecture supports a transition from conservative, 

limited-fiber expansion using C and L bands up to radical new deployments that exploit all 

available bands (C, L, E, S, O, U) and multicore fibers to meet exponential traffic growth and 

cloud service demands. Key elements for achieving these objectives are the proposed and 

analyzed node architectures, the network studies on the backbone segment, where the demand 

for high capacity is highest, and the migration strategies from C band only to multi-band (MB) 

and space division multiplexing networks. 

Key Studies Performed and Main Results 

Scalability and Capacity. Modular prototypes employing MB transmission and space division 

multiplexing (SDM) demonstrated capacity increases from 6x up to 120x versus conventional C-

band systems. Scalable node and transceiver designs for MB over SDM (MBoSDM) were realized, 

offering up to 3.6 Pbs switching capacity and lower blocking probability. 

Energy Efficiency. Dynamic spatial lane aggregation and P2MP innovations in PONs delivered 

18%ς38% energy savings in lab and field tests. Real-time monitoring further refined 

consumption, confirming significant sustainable operational benefits. 

Techno-economic Impact. Case studies revealed credible 40% CAPEX reduction through DPU-

based Open-RAN architectures in mature open hardware ecosystemsτguiding strategies for 
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edge-cloud convergence and mobile upgrades. Cost modeling and scenario analyses matched 

advanced systems against legacy deployments to ensure optimal, future-proof planning. 

Artificial Intelligence & Orchestration. Multi-agent AI systems reduced active subcarriers by up 

to 50% and projected 25% OPEX savings. Telemetry compression achieved three orders of 

magnitude data reduction for large-scale operations. Context-aware orchestration models 

supported dynamic capacity allocations, self-management, and predictive maintenance. 

Cost Model. The cost model developed in SEASON provides a structured, transparent 

methodology. Cost model provides a dataset of cost values for evaluating capital and 

operational (energy) expenditures of advanced optical networks, covering key equipment 

categories such as transceivers, amplifiers, switches, and servers across multiple transmission 

bands and technologies. Notably, SEASON delivers a publicly accessible cost model dataset, 

enabling community benchmarking and reproducibility for forthcoming techno-economic 

studies and network planning activities. 

Open Datasets and Validation. Publicly released datasetsτincluding IQ data, optical power 

traces, quality-of-transmission metrics, topology templates and cost model as mentioned just 

aboveτestablished benchmarks for empirical validation and reproducibility, ensuring lasting 

impact for the community. 

Achievement of Key Performance Indicators (KPIs) 

The WP2 techno-economic analysis assessed twelve KPIs from the project. A summary of their 

achievement status is presented below. It should be noted that for some KPIs the work was 

carried out in cooperation with WP3 and WP4. The complete report on KPI achievement is 

included in Section 1.2 of this document.  

Network Scalability and Sustainability (KPI 1). Achieved through validated MB and SDM 

architectures, with scalability and power efficiency priority across access and backbone 

domains. 

Bandwidth Expansion (KPI 2.1). Achieved with backbone capacity growth up to 120x, MB/SDM 

deployment, and robust impairment modeling. 

CAPEX Reduction (KPI 2.2, 6.1). Achieved; cost model analyses confirmed 40%ς50% reductions 

are feasible using advanced transceivers, fewer aggregation layers, and Open-RAN 

architectures. 

Modular MBoSDM Nodes (KPI 3.1, 3.2). Achieved; prototypes demonstrated switching/modular 

transceiver capacities of up to 3.6 Pbs across several bands and fiber cores. 

Energy Saving (KPI 4.2). Partially achieved; dynamic aggregation approaches validated energy 

savings of 18%ς38%, with further optimization ongoing. 

400G RAN Fronthaul Capacity (KPI 4.3). Achieved; scalable 400G network configurations and 

amplification schemes validated robustness and throughput. 
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OEO Conversion Reduction (KPI 6.2). Achieved; architecture reduced required transceivers and 

OEO conversions by up to 50% in field scenarios bringing technical and economic benefits, 

including CAPX reductions. 

Data compression achieved by intelligent data aggregation (KPI 7.1). Achieved; it has been 

proved that techniques based on supervised feature extraction, data compression, and data 

summarization provide data compression ratio >90% without significant information loss. 

Replace manual/static operation with autonomous operation based on Multi-agent systems to 

achieve opex reduction (KPI 8.1). Achieved; a reduction of energy consumption of up to 50% has 

been demonstrated by applying a dynamic adaptation of the active capacity to traffic needs 

when point-to-multipoint DSCM-based devices are used in metro-aggregation networks. 

Soft-failure detection and localization with digital twin to improve speed and accuracy in soft 

failure identification (KPI 8.3). Achieved: several methods for soft-failure management have 

been introduced and its performance was presented testing the achievability of KPI 8.3 

requirements. 

In conclusion, all KPIs taken into consideration in WP2, some of them in cooperation with WP3 

or WP4, can be considered fully satisfied. 

Overall Conclusion and Community Relevance 

Deliverable D2.3 marks a leap forward in the design and validation of next-generation optical 

ƴŜǘǿƻǊƪǎΦ {9!{hbΩǎ ǊŜŦŜǊŜƴŎŜ ŀǊŎƘƛǘŜŎǘǳǊŜǎ ŀƴŘ ƳƻŘǳƭŀǊ ǎƻƭǳǘƛƻƴǎ ŜǎǘŀōƭƛǎƘ ƴŜǿ ǘŜŎƘƴƛŎŀƭ ŀƴŘ 

economic paradigms for sustainable, scalable cloud-era networking. Major breakthroughs in 

capacity scaling (120x), energy savings (up to 38%), and CAPEX reduction (up to 50%) 

demonstrate both feasibility and practical value. Integrated AI management, open datasets, and 

cost models further empower the community to benchmark, reproduce, and advance the state 

of the art. As European digital infrastructure enters an era of exponentially increasing cloud- and 

AI-ŘǊƛǾŜƴ ŘŜƳŀƴŘΣ {9!{hbΩǎ ƛƴƴƻǾŀǘƛƻƴǎ ǎŜǘ ǘƘŜ ǘǊŀƧŜŎǘƻǊȅ ŦƻǊ ŀƎƛƭŜΣ ŜŦŦƛŎƛŜƴǘΣ ŀƴŘ ǊŜǎƛƭƛŜƴǘ 

transport networksτoffering industry and academia powerful tools and insights for future 

development. 
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1 INTRODUCTION 

The SEASON project aims to design and validate sustainable, ultra-high-capacity optical 

networks, combining multi-band (MB) and space division multiplexing (SDM) innovations to 

support services beyond 5G and 6G services. Its main objectives include scaling up capacity, 

improving energy efficiency, enabling self-managed and autonomous network operations, and 

supporting new user services and verticals, all while fostering open standards, technological 

innovation, and European leadership in the field. 

Within SEASON, WP2 handles the use cases, network architecture, and techno-economic 

dimension of the project, acting as a foundation for technical and experimental work. 

Specifically, WP2 is tasked to: 

¶ Identify future use cases and translate them into system-level requirements and KPIs 

for the project. 

¶ Define reference SEASON network architectures and topologies for technical 

development and evaluation. 

¶ Establish detailed high-level technical and functional specifications spanning the Metro-

Access, and Metro/Long-Haul (Backbone) domains. 

¶ Provide guidance for the design, planning, and assessment activities in downstream 

work packages (WP3, WP4, WP5). 

¶ Deliver techno-economic analyses of solutions and subsystems to validate sustainability 

and business impact. 

¶ Compile and specify required data sets for technical validation and benchmarking of 

targeted use cases. 

WP2 is critical in setting the overall direction, architectural framework, and evaluative baseline 

for the SEASON project, ensuring that proposed innovations are both technically sound and 

economically viable in future telecom environments. 

The first three points listed above are addressed in deliverable D2.1 [SeaD2.1] delivered in 

month M14. The fourth bullet is achieved from constant contact, during the plenaries and in 

additional focused meetings, with the other work packages, especially with WP3 (systems for 

data plane) and WP4 (architecture and software for management and control planes). 

The last two points are addressed in the two deliverables dedicated to results of techno-

economic studies, namely D2.2 [SeaD2.2], delivered in month M25, reporting preliminary 

results, and this one, D2.3, that reports the final results. 

This section includes two introductory subsections and a summary of the other chapters of the 

document. The first subsection (subsection 1.1) describes the final status of the work on the 
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SEASON data plane network architecture that has been defined in D2.1 and the one on control 

plane developed in WP4, highlighting the studies and activities which have developed enabling 

technologies and prototypes, evaluating their technical and economic viability and prove their 

practical operation through lab experiments and demonstrations. The second subsection of this 

chapter (subsection 1.2) summarizes the level of achievement of the KPIs considered in WP2, 

namely those related to architectural and techno-economic aspects, continuing and completing 

the work reported in deliverable D2.2. 

Before presenting the overview of the results that demonstrated the feasibility and benefits of 

the architecture proposed by SEASON and the related supporting report on the status of KPIs 

achievement, the content of the following chapters is briefly presented. They include the studies 

and activities conducted in the third year of the project by WP2 which continue and complete 

the work reported in the previous deliverables D2.1 and D2.2. 

In short, the subsequent chapters of the document are organized as follows. 

Chapter 2 develops the studies associated with the exploitation of MB and SDM, with the 

possible combination of the two, MB over SDM (MBoSDM). Studies involve scalability aspects 

as well as technical viability of system and networks and migration strategies from single band 

to multi-band networks. 

Chapter 3 focuses specifically on solutions for enabling the development of a high-capacity, 

efficient, and economically sustainable Access-Metro segment. 

Chapter 4 addresses a specific solution designed to improve the performance and costs of edge 

nodes, namely the use of data processing unit (DPU) cards to integrate compute and networking 

functions, compact and virtualize the network equipment eliminating unnecessary transport 

and switching equipment. 

Chapter 5 focuses on artificial intelligence solutions for orchestration and management, 

assessing their potential to increase efficiency and reduce costs, particularly operational costs. 

Chapter 6 reports the SEASON project cost model, an attempt to provide reference cost values 

for network techno-economic studies, not only within the project, but also by defining and 

releasing a public dataset with the costs of equipment and systems to be applied for technical 

and economic network assessments. 

Finally, Chapter 7 collects all the datasets used by the project in various simulation and 

experimental studies, which were made public through uploading to unrestricted, accessible 

storage spaces. 

The document concludes with Chapter 8 which summarizes the work developed on this final 

deliverable of WP2. 
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1.1 SEASON NETWORK ARCHITECTURE FROM ACCESS TO CLOUD 

The SEASON project envisions two distinct time periods for network evolution: medium-term 

(targeting around 2028) and long-term (targeting around 2032 and beyond), each with 

fundamentally different requirements and technological constraints. While both periods 

address traffic growth and network modernization, they differ in their architectural complexity 

and technology adoption. The medium-term architecture (Fig. 2-3 of [SeaD2.1]) is characterized 

by conservative constraints, including limited new optical fiber deployment, use of only C+L 

bands (possibly one additional band), and traffic growth by a maximum factor of 5x compared 

to current levels. In contrast, the long-term architecture (Fig. 2-4 of [SeaD2.1], also reported in 

D2.3 Figure 1.1-1) presents a more aggressive evolution with traffic demands increased by a 

factor of 10-30, no restrictions on new fiber deployment including multicore fibers, and 

exploitation of all optical bands (C, L, E, S, O, and U). 

The SEASON architecture defines three types of Central Offices (COs) that play crucial roles in 

network function distribution. The Far Edge CO based on small structures (containers or 

reinforced cabinets) with space and power constraints, hosting limited computing capacity for 

Telco and Service functions. The Edge CO, which consists of medium-sized structures hosting 

extensive Telco applications and IT functions, typically providing upgrades of existing metro-

regional Central Office. The Cloud CO, which implements large backbone structures hosting 

comprehensive Telco and IT applications with hundreds to thousands of servers. 

About Network Segmentation and Domain Architecture, both short-term and long-term 

architectures establish a two-segment network structure composed of an Access-Metro Domain 

and a Backbone Domain. 

The Access-Metro Domain is a flat, hierarchically unbounded segment extending from Access 

Points to Edge COs, spanning 100-400 km. This domain deliberately blurs traditional 

access/metro boundaries to optimize end-to-end connectivity. The Access-Metro domain is 

partitioned into four subsegments. 

Fixed Access: Complete FTTH deployment with emerging high-capacity passive optical network 

(PON) technologies (200G+ coherent PON, SDM PON) 

Mobile Access: Dense 6G deployment with macro and small cells, supporting advanced 

geographical areas 

Metro Far Edge: Distributed processing points with limited computing capacity 

Metro Edge: Full-service nodes with extensive computing and networking capabilities 

The Backbone Domain is the traditional long-haul segment for inter-regional transport, 

characterized by multi-Terabit flows and advanced optical technologies. 
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Figure 1.1-1 SEASON data plane architecture for long-term as defined in WP2 [SeaD2.1]. 

The network sectioning follows a clear hierarchy where access, metro Far Edge, and metro Edge 

components collectively form the Access-Metro segment, while Cloud COs and backbone 

infrastructure constitute the backbone segment. This creates a streamlined two-domain 

architecture that eliminates traditional hierarchical boundaries within the Access-Metro domain 

while maintaining clear separation from backbone operations. The long-term vision anticipates 

extended decentralization of Telco and Service functions, positioning network capabilities 

where needed rather than maintaining centralized cloud-only approaches. Traffic flows in the 

Access-Metro domain range from 100 Gbps to 1.6-3.2 Tbps depending on the specific 

implementation timeframe, while backbone segments support multi-Terabit interconnections 

up to 10 Tbps. 

This architectural evolution represents a fundamental shift toward flatter, more flexible network 

designs that can accommodate the dynamic and unpredictable traffic patterns expected in the 

6G era while leveraging advanced optical technologies including full SDM implementation and 

comprehensive MB operations. 

With reference to the reference architecture for the long term presented in D2.1, Figure 1.1-2 

shows the studies performed in WP2 and their connection to the data plane architecture, which, 

as mentioned above, is structured across two macro segments: Access-Metro and Backbone. 

The studies were conceived to demonstrate whether individual or combined aspects of 

architecture are feasible and are economically viable and energy sustainable. They have been 
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grouped into four categories using different colors for their representation. The works that 

introduce the concept of MB and SDM and address various aspects such as scalability and the 

economic viability of MB systems (nodes and transceivers) are highlighted in yellow (top in the 

Figure 1.1-2). The several studies conducted on digital subcarrier multiplexing (DSCM) devices 

enabling the point-to-multipoint (P2MP) networking used in the access-metro segments are 

highlighted in light green (under the representation of architecture). The numerous studies 

specifically dedicated to solutions for both fixed and wireless access segments are highlighted 

in blue (on the left). Such studies involve both the data plane and resource management in 

charge of the control plane. Finally, the cross-sectional, end-to-end study on latency estimation 

is highlighted in white. This is a very important aspect for ensuring service delivery in compliance 

with assigned quality of service levels. 

 

Figure 1.1-2 Techno-economic studies performed and main general outputs of WP2 (Cost Model and Datasets) related 

to SEASON data plane architecture. 

In addition to the various monographic studies mentioned above and presented in dedicated 

subsections in D2.2 and in the following chapters of this document, two important general 

outputs of WP2 is included in the bottom part of Figure 1.1-2: the Cost model (in light red) and 

the Datasets (in grey). Chapters 6 and 7 are dedicated to these two key results respectively, and 

we refer to them for details. 
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To complete the overview of the work conducted in parallel with the other SEASON project WPs, 

we present a summary of their activities and results. These complementary results reinforce 

WP2Ωǎ ƻǳǘŎƻƳŜǎ and collectively demonstrate the feasibility and sustainability of the SEASON 

network architecture. 

Figure 1.1-3 represents a map of the data plane prototypes (systems and subsystems, as well as 

algorithms for their control, monitoring, and predictive maintenance) developed in WP3, 

illustrating their relationship to the data plane's reference architecture. The report on the final 

version of WP3 prototypes can be found in [SeaD3.3]. 

 

Figure 1.1-3 Data plane architecture updated with data plane prototypes. 

Figure 1.1-4 (Fig 2-2 in [SeaD4.3]), on the other hand, represents a schematic representation of 

the software (SW) blocks developed in WP4 in relation to the main demos with reference to the 

data plane architecture. As can be seen, the management plane developments assure full 

orchestration from access (mobile and fixed) to backbone relying on specific components for 

telemetry and control in the different segments of the network. Details and explanation about 

this block diagram and its components can be found in [SeaD4.3]. 
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Figure 1.1-4 Final Control plane architecture and components developed in WP4 and related to the two main demos 

of the project: Demo-1, operator perspective (D1-Berlin demo) and Demo-2, user perspective (D2-L'Aquila demo) 

[SeaD4.3]. 

Finally, Figure 1.1-5 schematically represents the two main demos (D1 Berlin - Operator 

perspective, D2 L'Aquila - User perspective) and the two additional demos (D3 Telefonica ς 

Madrid, and D4 Fibercop - Turin) in relation to the data plane architecture. The arrows indicate 

the parts of the network (network segments, access systems, Central Offices/node, links) to 

which the experiments are connected. All these demos have the ambition to prove that the 

SEASON solutions implemented on part of the network architecture are experimentally 

demonstrable (D1-Berlin, representing the Operator perspective, offers the widest coverage of 

network segments, excluding only the access terminals). Demos planning has been described in 

[SeaD5.1] while the final reports on demos will be reported in D5.2 (D1-Berlin) and D5.3 (D2-

[Ω!ǉǳƛƭŀύ due in M36 of the project and not available at the date of D2.3 delivery. 
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Figure 1.1-5 SEASON data plane architecture updated with project demos. 

1.2 REPORT ON KPIS ACCOMPLISHMENT 

This subsection reports on KPIs considered in WP2 and their degree of achievement. For each 

KPI, the declaration (as defined in the project proposal), the classification given in relation to the 

technical-economic aspects as specified in D2.2 (mandatory or additional), the degree of 

achievement at the end of the WP2 work period (M32 of the project) and a brief description of 

the activities carried out in relation to the KPI are provided. 

The statements in the following subsections update what has been reported in chapter 1 of D2.2 

where the status of achievement of the KPIs and the related references to the results obtained 

at the end of the second year of the project (M24 of the project) were documented. 

1.2.1 KPI 1 

KPI 1: ά5ŜǎƛƎƴ ŀ ǎǳǎǘŀƛƴŀōƭŜ ƴŜǘǿƻǊƪ ŀǊŎƘƛǘŜŎǘǳǊŜ ŀōƭŜ ǘƻ ǎŎŀƭŜ ǳǇ ƴŜǘǿƻǊƪ ŎŀǇŀŎƛǘȅ ŀƴŘ ŎƻǇŜ ǿƛǘƘ 

challenging user needs through improved power efficiency, reliability, and self-ƳŀƴŀƎŜƳŜƴǘ ŎŀǇŀōƛƭƛǘƛŜǎΦέ 

This KPI is classified as mandatory. 

Status: Achieved. 
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Significant advancements toward a sustainable, scalable, power-efficient, reliable, and self-

ƳŀƴŀƎŜŘ ƴŜǘǿƻǊƪ ŀǊŎƘƛǘŜŎǘǳǊŜ ƘŀǾŜ ōŜŜƴ ŘŜǾŜƭƻǇŜŘ ŀƴŘ ǾŀƭƛŘŀǘŜŘ ǿƛǘƘƛƴ ǘƘŜ {9!{hb ǇǊƻƧŜŎǘΩǎ 

and documented in final project deliverables D2.3, D3.3, D4.3, D5.2 and D5.3 (last two available 

in M36, at the end of the project). The main features and results (excluding only final 

achievements of WP5 which are still ongoing) on specific aspects of KPI 1 statement and proving 

its fulfillment are summarized below. 

Network architecture. An architecture for the SEASON data plane was defined in D2.1 and then 

used as a reference throughout the project by all WPs. A detailed summary of this result is 

provided in Section 1.1 of this document. The summary highlights various aspects covered by 

the individual WPs, across the various network segments and network planes (data plane, 

control/telemetry, management/orchestration). Some reference networks (provided with 

topologies and traffic inspired by real operator networks) have been made available by the 

operators. A reference network covering the Access-Metro segment has also been provided as 

a public data set (Section 7.5). 

Scalability and Capacity. The architecture adopts MB transmission (MBT) and SDM, proven in 

simulation and prototyping to increase network capacity by up to 6ς120 times over conventional 

C-band systems, with further scalability possible by parallelizing multiple fibers or multi-core 

bundles. Prototypes (e.g., MBoSDM switching nodes, sliceable bandwidth transceivers) have 

been validated for their ability to manage multiple bands and spatial channels, demonstrating 

modular, scalable architectures applicable from access to backbone, aligning with medium- and 

long-term evolutions outlined in the project. Scalability, migration and techno-economic studies 

are performed in WP2 and reported in sections 2.1, 2.2, 2.7 of D2.3 and data plane studies and 

prototypes can be found in [SeaD3.3]. 

Power Efficiency. Dynamic aggregation and optical P2MP transmission reduce interface and 

router requirements, resulting in clear operational energy savings: experimental and simulation 

data report average savings from 18% up to 38% in access-metro PONs, with even higher peaks 

under low load (section 3.1). Coherent pluggable transceivers and SDM technology further 

shrink power consumption per bit, especially in edge and aggregation nodes, as reported in 

sections 3.2 and 5.2. 

Reliability. Robust optimization models and advanced monitoring (DSP Rx, predictive 

maintenance, machine learning (ML)-based fault detection) have been developed and tested in 

several labs, increasing the reliability of filterless and MB optical segments. The architecture 

includes provisions for automated amplifier gain control, traffic-aware reconfiguration, and real-

ǘƛƳŜ ǘŜƭŜƳŜǘǊȅΣ ŜƭŜǾŀǘƛƴƎ ǘƘŜ ǎȅǎǘŜƳΩǎ ƻǇŜǊŀǘƛƻƴŀƭ ǊŜǎƛƭƛŜƴŎŜ ŀƴŘ Ŧŀǳƭǘ ƭƻŎŀƭƛȊŀǘƛƻƴ ŎŀǇŀōƛƭƛǘƛŜǎΦ 

The results are reported in deliverable D3.3. Reliability in optical networks planning and design 

is also extensively discussed in section 2.8 of this deliverable where a traffic engineering 

modelling approach for multi-homed, multi-layer hierarchical metropolitan area networks 

(MANs) are presented. 
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Self-Management. Integration with programmable control planes and self-management 

frameworks (AI/ML-based orchestration, closed-loop monitoring) is well advanced, with 

numerous prototypes and algorithms explored, through full demonstration in final deliverables. 

WP4 and WP5 interfaces and demo settings are in place, enabling future automation and 

streamlining network operations, in line with KPI requirements. In this deliverable, significant 

results are reported in the three subsections of section 7. 

Conclusion. The architectural solutions, designs, and prototype validations together 

demonstrate a strong trajectory toward fulfilling KPI 1. Substantial evidence is provided for 

scalability, power efficiency, reliability, and progress toward self-management in the network. 

Complete achievement and integration, especially for self-management and full reliability, are 

projected for the final versions of the demos already done or in progress in WP5. 

1.2.2 KPI 2.1  

KPI 2.1: άɹƴŎǊŜŀǎŜ ǘƘŜ ŀǾŀƛƭŀōƭŜ ōŀƴŘǿƛŘǘƘ ƻŦ ǘƘŜ fiber from actual C-band (~35 nm) to O, E, S, L, U bands 

(~415 nm) that, together with the usage of SDM, e.g., with >10 fibers / cores, will make the available 

bandwidth to grow by a factor x120. [SRIA, mid-term evo ~2028].έ 

This KPI is classified as additional. 

Status: Achieved. 

Investigations carried out in the framework of the SEASON project and presented in Section 2.1 

found that a x120 of capacity increase in a sample backbone (a Spanish backbone) with respect 

to the actual C-band can be achieved with a combination of MB and SDM as follows: 20 fibers 

(or cores) exploiting L, C, S, and E band (24 THz). Such a result accounts for wideband 

transmission impairments like stimulated Raman Scattering. 

The analysis presented in Section 2.2 shows that the number of parallel fibers required to carry 

a certain traffic in a point-to-point link can be reduced by more than 50% by using super bands 

and deploying L, S and O bands in comparison to a C-band-only system, especially for shorter 

links. For example, for a 75 km link, the number of required fibers drops by 20%, 60%, 73%, and 

80% for the Super-C, Super-C+L, Super-S+C+L, and Super-S+C+L+O systems, respectively. At 1425 

km, the reductions are more modest for the MB systems: 20% for Super-C and 45% for the other 

MB systems. The choice of deploying the O instead of the E band is intended to reduce the 

stimulated Raman scattering effect between transmission channels and increase the robustness 

of the system against failures. 

The choice of potential transmission bands used in the previous analyses are based on 

performance estimations presented by WP3 in deliverables D3.2 and D3.3. The techno-

economics of using of the U band was not evaluated due to difficulties in optical amplification 

and the pronounced hindering effects of bending losses and inter-core cross talk as shown in 

D3.2. 
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1.2.3 KPI 2.2 

KPI 2.2: άрл҈ /!t9· ǊŜŘǳŎǘƛƻƴ ōȅ όмύ ŘŜǎƛƎƴƛƴƎ ŀƴ ŀǊŎƘƛǘŜŎǘǳǊŜ ǘƘŀǘ Ƨƻƛƴǘƭȅ ƭŜǾŜǊŀƎŜǎ ƻƴ ǇŀǊŀƭƭŜƭ ŦƛōŜǊǎ 

(where fiber resources are abundant), multiple bands (where fiber resources are scarce), and multi-core 

fibers (where fibers are not present, e.g., for cell densification); (2) limiting intermediate aggregation in 

routers thanks to the ultra-high capacity of MBoSDM and by exploiting smart coherent pluggable to 

remove aggregation layers and ǳƴƴŜŎŜǎǎŀǊȅ hκ9κh ŎƻƴǾŜǊǎƛƻƴǎΦέ 

This KPI is classified as mandatory. 

Status: Achieved. 

This deliverable presents techno-economic evaluations of several technologies developed to 

reduce the capital expenditure (CAPEX) of future MBoSDM transmission systems and are 

therefore related to KPI 2.2.  

Several preliminary results were presented in deliverable D2.2 [SeaD2.2] regarding the 

complexity and number of components of optical transmission systems and serve as basis for a 

more complete CAPEX analysis in this deliverable, together with the definition of a cost model. 

Section 2.3 extends the preliminary results showing the benefits of fiber core switching by 

including cost to the analysis of three node architectures presented in deliverables 2.2 [SeaD2.2] 

and 3.2 [SeaD3.2]. Using the SEASON cost model, supplemented with additional component cost 

estimates derived through a similar methodology, the study analyzed CAPEX trends for various 

proposed node architectures and a reference node as a function of the number of directly 

connected fiber/core pairs (ὔ). The results indicate that CAPEX can be reduced by more than 

50%, depending on the value of ὔ. 

The analysis presented in Section 2.2 shows that the number of parallel fibers required to carry 

a certain traffic between nodes can be reduced by more than 50% by using super bands and 

deploying the L, S and O bands in comparison to a C-band only system, especially for shorter 

links. For example, for a 75 km link, the number of required fibers drops by 20%, 60%, 73%, and 

80% for the Super-C, Super-C+L, Super-S+C+L, and Super-S+C+L+O systems, respectively. 

In the context of mobile access networks, the study included in section 4.1 demonstrates how a 

solution based on a virtualized radio access network (RAN) architecture (O-RAN) using servers 

equipped with DPU cards to support compute and networking functions eliminates the need for 

switching equipment (routers) and reduces the number of required transceivers, effectively 

halving optical-electro-optical (O/E/O) conversions. The study demonstrated that, under the 

assumption of a mature O-RAN ecosystem, overall Capex reductions of 40% can be achieved, 

with the specification that all RAN costs (including software) are considered in the above-

mentioned analysis. The level of cost reduction is not exactly the 50% required by the KPI 2.2, 

but is very close to that target. 

With respect to optical core networks, section 2.4 presents a study that evaluates different 

evolution strategies including MB and multi-core technologies under coherent pluggables and 

transponder clients. Techno-economic results across three core topologies highlight the impact 
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of fiber leasing and MBoSDM architectures cost advantage. The use of MBoSDM with core 

switching provides the best long-term scalability, while solutions employing single-mode fiber 

bundles are attractive short-term but penalized by fiber leasing. When considering fiber bundles 

with transponders or coherent pluggables as baselines, MBoSDM achieves maximum cost 

reductions of up to 15% and 47%, respectively.  

1.2.4 KPI 3.1 

KPI 3.1:ά5ŜǎƛƎƴ ŀƴŘ ƛƳǇƭŜƳŜƴǘ ŦƭŜȄƛōƭŜ ŀƴŘ ƳƻŘǳƭŀǊ a.ƻ{5a ƴƻŘŜ ǇǊƻǘƻǘȅǇŜǎ ŀōƭŜ ǘƻ ǎǿƛǘŎƘκŀŘŘκŘǊƻǇ 

channels in at least 3 different bands (e.g., S, C, L) in an SDM/MCF fiber infrastructure featuring up to 10 

fibers/cores, able to cope with switching capacities scalable up to between 2.4-3.6 Pb/s (considering a 4-

degree node with 50% local add/drop and depending on the number of used bands and SDM cores/fibers) 

[SRIA, mid-term evo ~2028], by approaching (fractional) space-ǿŀǾŜƭŜƴƎǘƘ ŦƭŜȄƛōƭŜ ŀǊŎƘƛǘŜŎǘǳǊŜǎΦέ 

This KPI is classified as additional. 

Status: Achieved. 

The design of several architectures for a flexible and modular MBoSDM node was presented in 

section 4.5.3 of [SeaD2.1] (qualitative description of three node architectures and comparison 

with the conventional node architecture), section 4.3.1 of [SeaD3.1] (numerical analysis of the 

number of components and port count for the architectures presented in [SeaD2.1]), and 

section 3.2 of [SeaD2.2] and section 4.2 of [SeaD3.2], where a more polished design was 

presented of three architectures, including formulas for the number of components and port 

count, and a study of the number of WSS and optical amplifiers for an increasing number of 

directly switched core pairs (NC) and different numbers of in/out core pairs (also published in 

[Sou24-2]). An implementation of this MBoSDM node was described in section 7.1 of D3.2, which 

is being used in the WP5 activities. 

In order to evaluate the switching capacities of the proposed MBoSDM node designs, let us 

consider the reference backbone network topology proposed in section 5.2.2 of [SeaD2.1], and 

calculate how the traffic distributes across the network for different capacities at the HL4 nodes, 

assuming that the traffic is not distributed uniformly across all links τwhich would not be 

realisticτ, but that 90% of the traffic propagates along 40% of the links. We also consider 

lightpaths that, on average, pass through 1-8 links. With those assumptions, we observe in Table 

1.2-1 that, in order to achieve switching capacities of 2.4-3.6 Pb/s, a plausible option would be 

to consider that the average HL4 node capacity should reach 20-30 Tb/s and the lightpaths 

should traverse 6 links on average. 

A switching capacity of 2.4-3.6 Pb/s translates, for an MBoSDM node with 4 degrees and 10 

fibers/cores, into a capacity per fiber/core of 60-90 Tb/s. Assuming 800G channels with a 

spectral occupancy of 150 GHz, the number of channels per fiber/core would be 75-113, which 

can be accommodated in the super-C and super-L bands (lower range) or with the addition of 

part of the S band (upper range). An add-drop (A/D) module capable of adding/dropping 50% of 

the node capacity would need to process between 1500-2250 800G channels. Of course, if such 



                                                                                                         D2.2 SEASON - GA 101016663 
 

 

 
© SEASON (Horizon-JU-SNS-2022 Project: 101092766)                                                     page 22 of 158 

Dissemination Level PUB (Public) 
 

amounts of traffic need to be added/dropped per node, new MB/SDM transceivers must be 

developed in order to reduce the required number of ports, but those developments fall outside 

the scope of the project. An alternative to reduce the number of A/D ports would be to consider 

that just one of the fibers/cores per degree is processed at the channel level (see Table 4-4 in 

[SeaD3.1]. In that case, the maximum number of channels that could be added/dropped would 

be 300-450 (i.e., 240-360 Tbps, or 10% of the switching capacity), assuming colorless-

directionless-contentionless (CDC) functionality. For colorless-directionless (CD) architectures, it 

would decrease to 2.5% (but it could increase up to tenfold by allowing processing of the 

contents of more fibers/cores, as needed). Note that in current network deployments, 4-degree 

ROADM nodes with CD functionality are usually equipped to add/drop up to 25% of the node 

switching capacity. 

Table 1.2-1 National network link and node traffic assuming 90% of HL4 traffic is distributed among 40% links. For 
HL4 nodes with an average 20-30Tb/s capacity, switching capacities in the order of 2-3 Pb/s could be achieved for 6 
links/lightpaths. 

 
Number of 

links/lightpaths 
Number of 

Links 
Number of 

Nodes 
Number of 

Paths 
Capacity (Tb/s) 

HL4 nodes   694  10 20 30 40 

Links HL3-HL2-HL1 1 190  190.0 82.18 164.37 246.55 328.74 

Links HL3-HL2-HL1 4 190  47.5 328.74 657.47 986.21 1314.95 

Links HL3-HL2-HL1 5 190  38.0 410.92 821.84 1232.76 1643.68 

Links HL3-HL2-HL1 6 190  31.7 493.11 986.21 1479.32 1972.42 

Links HL3-HL2-HL1 7 190  27.1 575.29 1150.58 1725.87 2301.16 

Links HL3-HL2-HL1 8 190  23.8 657.47 1314.95 1972.42 2629.89 

Nodes HL3-HL2-HL1 1  98  318.67 637.35 956.02 1274.69 

Nodes HL3-HL2-HL1 4  98  796.68 1593.37 2390.05 3186.73 

Nodes HL3-HL2-HL1 5  98  956.02 1912.04 2868.06 3824.08 

Nodes HL3-HL2-HL1 6  98  1115.36 2230.71 3346.07 4461.43 

Nodes HL3-HL2-HL1 7  98  1274.69 2549.39 3824.08 5098.78 

Nodes HL3-HL2-HL1 8  98  1434.03 2868.06 4302.09 5736.12 

 

Finally, let us have a look at the number of components (and their port count) of the MBoSDM 

node for 4 degrees, 10 fibers/cores per degree and 3 bands per fiber/core. A conventional CD 

route-and-select reconfigurable optical add-drop multiplexer (ROADM) architecture, as 

depicted in Figure 4-14 of [SeaD3.1], would require 120 dual wavelength selective switches 

(WSSs) for the line connections and a minimum of 12 20-port dual WSS for the A/D (or 6 64-port 

dual WSS). Of course, in order to add/drop 1500-2250 800G channels (50% of the switching 

capacity), many more WSS would need to be added (112 20-port dual WSS or 35 64-port dual 

WSS). For SEASON MBoSDM node, let us consider design #3 in section 4.3.1 of [SeaD3.1] and 

architecture #1 in section 3.2 of [SeaD2.2]. They would require 10 and 3 spatial-optical cross 

connects (S-OXCs) with 28 and 80 (considering NC= 0) ports, respectively; and 12 and 3 NxN WSS, 

respectively. By adding 120 1x20 WSS, design #3 of [SeaD3.1] can add/drop over 50% of the 

switching capacity of the node (2400 800G channels), but the architecture would become 
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colourless-directionless (not contentionless). The number of NxN WSS for design #3 of [SeaD3.1] 

can be reduced to 3 if, as mentioned above, we only process the contents of 1 fiber/core per 

degree. 

1.2.5 KPI 3.2 

KPI 3.2 άa.ƻ{5a ǘǊŀƴǎŎŜƛǾŜǊǎ ŀōƭŜ ǘƻ ƛƴŎǊŜŀǎŜ ǘƘŜ ŎŀǇŀŎƛǘȅ ƻŦ {ƻ! transceivers up to 2× - 4× by exploiting 

enhanced wavelength/space dimensions while enabling appropriate slice/band/core/fiber selection 

ŀŎŎƻǊŘƛƴƎ ǘƻ ǘƘŜ ƴŜǘǿƻǊƪ ǇŀǘƘΦέ 

This KPI is classified as additional. 

Status: Achieved. 

The required capacity scaling up to 2×ς4× can be achieved by expanding transmission beyond 

the C-band and introducing SDM technology to exploit additional spatial paths. In this regard, 

the programmable MBoSDM sliceable bandwidth/bitrate-variable transceiver prototype (S-

BVT), proposed in SEASON and implemented in WP3, enables dynamic bandwidth allocation for 

flexible, high-capacity, and resilient operation within the S+C+L-bands. This technology has been 

experimentally validated across the S, C, and L bands and in both single-core and multi-core fiber 

(MCF) scenarios (see deliverables [SeaD3.2] and [SeaD3.3]). This approach provides scalability, 

improved network utilization, and optimal slice/band/core selection according to network 

demands. The transceiver can be reconfigured via software-defined networking (SDN) agents, 

which manage and adapt programmable elements and reconfigurable devices to meet dynamic 

ǘǊŀŦŦƛŎ ǊŜǉǳƛǊŜƳŜƴǘǎΦ ¢Ƙƛǎ ŘŜǎƛƎƴ ŀƭƛƎƴǎ ǿƛǘƘ {9!{hbΩǎ KPIs by enabling adaptable use of spectral 

and spatial resources, directly supporting targeted capacity improvements. Section 4.1 of 

SEASON deliverable [SeaD3.3] indicate that utilizing the full S+C+L band spectra over one core 

of a 19-core MCF, an aggregated capacity of 28.2 Tb/s can be achieved, considering 350 single-

sideband (SSB) channels in the S-band, 175 SSB channels in the C-band, and 150 double-sideband 

(DSB) channels in the L-band. By comparison, a state-of-the-art C-band S-BVT (175 SSB channels) 

can achieve about 7 Tb/s. Therefore, adopting MB transmission (S+C+L) offers a theoretical 4× 

capacity increase, which further scale with the number of fiber cores in an MCF system. 

However, operating across multiple bands and cores introduces additional impairments such as 

stimulated Raman scattering (SRS) and crosstalk (XT), which can impact the overall achievable 

capacity/scaling factor. 

On the other hand, for operators transitioning from C-band to MB (C+L+S) and MBoSDM optical 

systems, the most cost-effective approach is a phased, "Pay-as-You-Grow" (PaYG) strategy. This 

approach involves demand-driven, incremental upgrades to add new bands (L, S) and spatial 

channels (SDM) on selected links, which aligns with actual traffic growth. This minimizes 

disruption and allows for flexible network scaling by matching investments with revenues. 

Subsection 2.7 shows that PaYG with aggressive reconfiguration (PaYG-WAR) maximizes 

throughput and energy efficiency while minimizing capital CAPEX by up to 70% compared to a 
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"Day One" (DO) deployment. These benefits are achieved with only moderate reconfiguration 

overhead due to SDN/NFV automation.  

Key metrics show significant progress: a fully achieved 120x backbone capacity increase (using 

four bands and 20 fibers/cores), notable preliminary progress toward a 50% CAPEX reduction by 

optimizing network layers and node design, and measured energy savings in the 20ς38% range 

for select scenarios, with ongoing research toward meeting a 50% savings target. 

1.2.6 KPI 4.2  

KPI 4.2: ά>50% contribution in energy saving via dynamic spatial channels aggregation and deactivation 

of unused transceivers at the OLT side basing on traffic conditions over total 70% energy saving targeted 

by [SRIA]Φέ 

This KPI is classified as mandatory. 

Status: Achieved. 

The dynamic spatial aggregation architecture developed in SEASON effectively achieves the 

targeted energy efficiency improvements by dynamically activating and deactivating spatial 

lanes in response to real-time traffic demands. As discussed in D2.2, simulation results 

demonstrate an average potential energy saving of 38%, with peak savings up to 87.5%, 

depending on the ratio of fixed to variable power consumption and the configuration of spatial 

lanes. Experimental validation on a commercial PON system, characterized by a relatively high 

baseline power, confirmed measurable energy savings of around 4%. The lower experimental 

figure is primarily due to the fact that the commercial hardware used was not originally designed 

to support the activation/deactivation mechanisms explored within SEASON, thus limiting the 

achievable power variation at the transceiver. When considering the joint activation and 

deactivation of radio units (RUs) and distributed units (DUs) in the mobile networkτtogether 

with the optical access domain as described in Section 3.1τthe overall saving increases to 

approximately 8%. Further optimization of radio equipment operation could raise the total 

system-level energy saving up to 19%. These results confirm the effectiveness and scalability of 

the proposed architecture for next-generation energy-aware optical and radio access networks.  

1.2.7 KPI 4.3 

KPI 4.3: ά400Gb/s RAN fronthaul ports capacity.έ 

This KPI is classified as additional. 

Status: Achieved. 

The described fronthaul network architecture builds upon the foundations outlined in Section 

3.3 and Section 3.4, interconnecting vDUs and remote radio units (RRUs) through packet 

switches and an optical line system (OLS) equipped with 400G QSFP-DD transceivers. This setup 

forms a bidirectional fiber ring and logical mesh topology designed to balance high throughput 
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with flexible wavelength management. The OLS design adopts a filterless approach, relying on 

optical add-drop multiplexers (OADMs) with simple splitting and pluggable erbium-doped fiber 

amplifiers (EDFAs). Two configurations are considered: one employing a single 2:2 coupler for 

add/drop, and another with separate splitters for the add and drop paths. The latter 

configuration improves signal quality by mitigating attenuation penalties. Amplification 

strategies include automatic gain and power control, with both single- and dual-amplifier 

modules available to deliver different output powers. The coherent 400G transceivers used in 

the system come in low- and high-power variants, with the latter significantly enhancing optical 

signal-to-noise ratio  (OSNR) and link budgets. The drop-and-continue ring topology requires 

N(Nς1)/2 wavelengths for N nodes, meaning that for practical 400G operation the network 

supports up to six nodes, while 200G transceivers extend this scalability to about ten nodes. The 

deployment of high-power transceivers and stronger amplifiers further improves performance 

and reach. Future enhancements under evaluation include variable gain amplifiers and gain 

flattening filters, which would enable dynamic control and improved stability across optical 

paths. Overall, the architecture provides a flexible and scalable solution that ensures robust 

signal quality, while supporting multi-node optical rings for next-generation fronthaul transport. 

 

1.2.8 KPI 6.1 

KPI 6.1: ά40% CAPEX reduction by collapsing computing, IP networking, and usage of high-speed coherent 
optical transmission in a single element (i.e., DPU) not designed for the Telecom market but for much wider 
ŎƻƳǇǳǘƛƴƎ ƳŀǊƪŜǘǎ ŀƴŘ ǾŜǊǘƛŎŀƭǎ όŜΦƎΦΣ ŀǳǘƻƳƻǘƛǾŜύΦέ 

This KPI is classified as mandatory. 

Status: Achieved. 

This KPI is fully achieved under specific conditions related to the evolution of the Open-RAN 

ecosystem. The techno-economic analysis, reported in subsection 4.1 and focusing on a 5G/6G 

railway coverage use case, compares three alternatives: two conventional RAN architectures 

(Baseline 1 using routers at mobile sites and Baseline 2 using distributed baseband units (BBUs) 

with enhanced networking) and an innovative Open-RAN solution based on ruggedized servers 

with DPUs at the mobile site and virtualized centralized units (vCUs) at the central office. 

In summary, the techno-economic "what if" study reported in subsection 4.1 robustly supports 

the KPI 6.1 target: a 40% CAPEX reduction is feasible under optimal industry and ecosystem 

conditions with DPU-based Open-RAN, and this is substantiated by detailed architecture and 

cost modeling against relevant legacy alternatives. Final results will require ongoing updates to 

reflect real-world technology and market developments. 

Economic Evaluation 

Three Alternatives has been investigated in the study: 
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¶ Baseline 1 implements conventional routers at each site alongside dedicated radio and 

transport equipment. 

¶ Baseline 2 employs distributed BBUs with improved networking, avoiding routers at 

intermediate sites but still relying on specialized telecom hardware. 

¶ Open-RAN with DPU consolidates compute, networking, and optical transport using server-

based platforms with Smart Network Interface Cards (NICs) and DPUs, facilitating 

virtualization and flexible deployment. 

The "what if" cost model considers variable scenarios for hardware and software pricing, 

openness of the RAN ecosystem (i.e., the availability and maturity of open-source radio software 

and open RUs), and technology trends. The analysis demonstrates that under favorable 

conditionsτsuch as a mature O-RAN ecosystem and competitive open hardwareτup to a 40% 

reduction in CAPEX is credible compared to legacy solutions. The magnitude of savings depends 

on the relative costs of the ruggedized server/DPU platform versus legacy BBUs, potential cost 

advantages on RUs in a O-RAN ecosystem, and reductions in software licensing fees. In best case 

scenarios (with full O-RAN ecosystem maturity and hardware cost advantages), savings even 

above 40% are predicted; in less favorable conditions, the reduction may be lower or neutral. 

Practical and Methodological Considerations 

The economic projections in subsection 4.1 must be interpreted cautiously. The analysis is 

inherently speculative, employing sensitivity analysis to account for uncertainty in price 

evolution, vendor strategies, and market uptake of virtualized solutions. In addition, results are 

scenario-dependent, drawing attention to the importance of robust supply chains, open 

standards, and continuous monitoring of market conditions. Despite these limitations, the 

methodology offers valuable strategic insight into transformative potential and risk factors, 

supporting evidence-based decision making for network evolution. 

1.2.9 KPI 6.2 

KPI 6.2: ά>40% reduction of O/E/O conversions in edge-edge and edge-cloud communications by 

developing smart edges with high-speed coherent intelligent pluggables and by moving 5G functions closer 

to the cell sites. [SRIA, short/mid-term evo].έ 

This KPI is classified as mandatory. 

Status: Achieved. 

The study proposed to validate this KPI is the same with the one set for KPI 6.1 and is reported 

in subsection 4.1. The study on 5G/6G railway coverage use case demonstrated that the use of 

an O-RAN architecture that virtualizes the RAN DU function (vDU) by placing it at the site and 

using a server equipped with DPU board for processing and networking, reduces the number of 

total transceivers required by 33% (50% if only the Extended Reach transceivers, the most 

expensive ones, are considered) and the number of O/E/O conversions by 50%. The reduction is 

evaluated taking as a reference the legacy RAN architecture (Baseline 1) that uses a BBU and an 
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aggregator router at the site. In the study carried out in subsection 4.1, non-coherent grey 

transceivers were used given the distances (from a few to fifty km) and single wavelength 

transmission involved, however similar advantages can be obtained for longer distances with 

coherent transceivers, using wavelength-division multiplexing (WDM) or DSCM networking if 

multiple optical signals would be needed, and exploiting the potential of DPU cards that 

integrate compute and networking function. 

1.2.10 KPI 7.1 

KPI 7.1: άIntelligent data aggregation to provide data compression ratio >90% without significant 

information loss.έ 

This KPI is classified as additional. 

Status: Achieved. 

This KPI was already achieved and documented in Section 7.1 of D2.2 where telemetry data 

compression results that are achieved by the different intelligent data aggregation techniques 

developed within SEASON project are summarized. Those techniques have been included as part 

of the distributed telemetry system developed and assessed within WP4/WP5 activities. The 

techniques are specifically designed for measurements of larger size, i.e., optical spectrum and 

IQ constellations (see dataset in Section 7.2), and consist of supervised feature extraction, data 

compression, and data summarization. Results using openly available datasets show that 

Intelligent data aggregation provides data compression ratio >90% without significant 

information loss. In fact, by combining compression and summarization, up to 3 orders of 

magnitude of data reduction can be achieved compared with baseline telemetry. 

1.2.11 KPI 8.1 

KPI 8.1: άAutonomous operation based on multi-agent systems to reduce >25% OPEX w.r.t. manual/static 

operation.έ 

This KPI is classified as mandatory. 

Status: Achieved. 

In D2.2 Sec. 5.1, several methods based on multi-agent systems to control point-to-multipoint 

DSCM-based connections were presented, i.e., to activate/deactivate subcarriers (SCs) in order 

to dynamically adapt the capacity to traffic needs. Moreover, this dynamicity allows deploying 

systems with oversubscription, which allows supporting more Txs on a same Rx than a simple 

static capacity assignment. The different methods were evaluated in terms of effective 

oversubscription and number of active subcarriers for different traffic scenarios. The latter can 

be reduced up to 50%, which is a promising value towards the target KPI. 

In this deliverable, we extend previous results in D2.2 with numerical power consumption 

evaluation based on the energy consumption model and parameters presented in Section 3.2. 
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Detailed values in Section 5.1 show that energy savings larger than 25% can be clearly reached 

by dynamic management of P2MP connections with respect to static point-to-point (P2P) 

deployments. Moreover, the oversubscription supported by the proposed methods allows 

reducing the number of active hub nodes (receivers) to support the same number of leaf 

(transceiver) nodes, which leads to a reduction of circa 50% of power consumption in the hub 

with respect to static P2MP deployments. 

Optimizing EDFA power in dense WDM (DWDM) networks improves energy efficiency and 

network performance by dynamically adjusting amplifier gains based on real-time data. Two 

main operation modes exist: Constant-Power mode, fitting for networks with real-time channel 

monitoring, and Constant-Gain mode, suitable for networks without extensive monitoring but 

requiring accurate span loss estimates. Using OLCs, the system collects traffic matrix data, 

network topology, and received power measurements to compute optimal gains. This 

optimization is framed as a Linearly Constrained Quadratic Programming problem, minimizing 

the difference between actual and target received powers while ensuring channels stay within 

receiver power margins. The method allows automated, network-wide gain adjustments that 

enhance signal quality, OSNR and power levels, reducing manual calibration need and adapting 

dynamically to network changes. Simulations show significant improvements in maintaining 

signal quality and compliance with design specs after applying this automated gain optimization, 

as discussed in Section 5.2.  

Preferred EDFA operating modes depend on network monitoring capabilities: 

In heavily instrumented DWDM systems (for example, long-haul cores) where channel counts 

can be tracked in real time via optical channel monitors (OCMs) or similar devices, Constant-

Power mode is ideal because it delivers precise per-wavelength output control. 

Lƴ ƻǘƘŜǊ ŜƴǾƛǊƻƴƳŜƴǘǎΣ ǿƘŜǊŜ ȅƻǳ ŎŀƴΩǘ ǊŜƭƛŀōƭȅ Ŏƻǳƴǘ ŎƘŀƴƴŜƭǎ ŀǘ ŜŀŎƘ ŀƳǇƭƛŦƛŜǊΣ /ƻƴǎǘŀƴǘ-Gain 

mode is more practical. However, it still requires an accurate, real-time estimate of the 

preceding span loss, so that the gain can be set correctly. If gain is misconfigured, some channels 

Ƴŀȅ Ŧŀƭƭ ƻǳǘǎƛŘŜ ǘƘŜ ǊŜŎŜƛǾŜǊΩǎ ǇƻǿŜǊ ƻǊ h{bw ǊŜǉǳƛǊŜƳŜƴǘǎΣ ŀƴŘ ǘƘŜǎŜ ŜǊǊƻǊǎ Ŏŀƴ ŀŎŎǳƳǳƭŀǘŜ 

over multiple hops. Simulation results (see Figure 5.3-2) show that improper gain settings greatly 

increase the risk of channels dropping below spec, further underlining the need for the 

optimization framework introduced in Section 5.2. 

1.2.12 KPI 8.3 

KPI 8.3: άOptical layer digital twin for gradual soft-failure detection and localization with at least 1min 

before major impact on the service. >90% accuracy in soft-failure identification.έ 

This KPI is classified as additional. 

Status: Achieved. 

This KPI was already achieved and documented in Section 8.3 of D2.2 where several methods 

for soft-failure management are introduced and its performance was presented. The methods 
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are deployed within the OCATA optical digital twin, mainly designed and assessed in WP4/WP5 

activities. The results presented in this document illustrate the performance of models and 

algorithms that exploit IQ constellation features analysis for soft-failure detection, 

identification, and severity estimation. Considering challenging scenarios where an incipient 

soft-failure becomes hard failure in the short period of 1 day, different failures affecting Tx, 

EDFAs, and WSS are promptly detected (>40 min before hard failure) and localized/identified 

(>18 min before hard failure). With these results, the target objectives of the KPI (Optical layer 

digital twin for gradual soft-failure detection and localization with at least 1min before major 

impact on the service/  >90% accuracy in soft-failure identification) are clearly achieved. 
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2 SCALABILITY AND COST EFFECTIVENESS OF MB AND 

SDM SYSTEMS AND NETWORKS 

The following chapters present studies related to specific areas such as the access segment 

(Section 3), the use of specific technologies (DPU cards) at the EDGE (Section 4), and applications 

using AI (Chapter 5). As mentioned previously, Chapters 6 and 7 are dedicated to cross-cutting 

topics such as the cost model and public data sets. 

2.1 CAPACITY INCREASE DUE TO MB 

MB optical networking can increase the lifetime of fibers by using unexploited portions of the 

spectrum. The C-band and, more recently a combination of the C-band and the L-band have 

been typically exploited. The adoption of MB poses several aspects to be taken into account: i) 

95C! ǿƻƴΩǘ ōŜ ǳǎŜŘ ƛƴ {- or E-band, thus amplifiers used in bands different than the C-band 

might have different noise figures; ii) transmission parameters (e.g., attenuation, chromatic 

dispersion) experience a dependency from wavelength/frequency and cannot be approximately 

considered as constant over a so wide transmission spectrum; iii) Stimulated Raman Scattering 

(implying a power transfer from longer to shorter wavelength channels) should be considered 

[Sam20] since ς as an example ς can increase the non-linearities in the C-band and the L-band. 

In the framework of the SEASON project, we evaluated the capacity increase of MB in a 

backbone network, in particular by referring to the Spanish backbone topology shown in 

[Sam22]. The network performance has been evaluated with simulations and with the routing 

and spectrum assignment proposed in [Sam20] giving preference to the bands according to the 

following rank to allocate channels: first C-band, then L-band, S-band, or E-band, and accounting 

for Stimulated Raman Scattering. 

A custom-built event-driven C++ simulator has been used and simulations have been carried out 

on an Intel(R) Core(TM) i5 @2.67 GHz, with 4 RAMs of 4 GB. The reference Spanish transport 

network is of 30 nodes and 55 bi-directional links, all composed of standard standard single-

mode fibers (SSMFs). Each span is 80 km long. The inter-arrival process of 200 Gb/s connection 

requests is assumed to be Poisson. Inter-arrival and holding times are exponentially distributed 

with an average of 1/l ŀƴŘ мκ˃ Ґ рлл ǎΣ ǊŜǎǇŜŎǘƛǾŜƭȅΣ ǿƛǘƘ ǘƘŜ ŎƻƴƴŜŎǘƛƻƴ ǊŜǉǳŜǎǘǎ ǳƴƛŦƻǊƳƭȅ 

distributed among all node pairs. Traffic load is expressed as lκ˃Φ ¢ƘŜ ŦƻƭƭƻǿƛƴƎ ƳƻŘǳƭŀǘƛƻƴ 

formats and symbol rates are considered: DP-16QAM and DP-QPSK, both at 32 Gbaud. The same 

forward error correction (FEC) overhead of 21% is assumed in all cases. Single carrier 

transmission is adopted for PM- 16QAM, while dual carrier is assumed for PM-QPSK, thus always 

guaranteeing a 200 Gb/s net rate. We assume 200 Gb/s connections using 37.5 GHz and 75 GHz 

if PM-16QAM or PM-QPSK is adopted, respectively. For simplicity, we set a per-band power with 

flat spectral load [Cur15]. The generalized signal-to-noise ratio (GSNR) of the worst channel 

(comprising the effect of cross-phase modulation) is assumed for each band. This way, when 
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new channels are set up, any existing lightpath will still show acceptable performance thus 

avoiding possible reconfigurations. Assuming the pre-FEC bit error rate (BER) threshold 4 × 10ҍо, 

according to the theoretical BER-vs-GSNR curve, the following threshold values are considered 

for the GSNR: 15.1 dB for DP-16QAM and 8.5 dB for DP-QPSK. 

 

Figure 2.1-1 Load for a given connection blocking probability. 

Figure 2.1-1 shows the supported traffic load at a given blocking probability (i.e., 10-3 or 10-2) in 

the case of C, L+C, L+C+S, L+C+S+E systems. The figure clearly shows that the activation of other 

bands increases the supported network capacity. In particular, for a blocking probability of 10-2, 

the capacity of a L+C+S+E-band system increases by six times (6x) the load of a C-band network 

in the considered conditions. Note that the activation of the O-band in a backbone network, 

with typically very high distances, may not bring any appreciable benefits, as observed in 

[Sam20]. 

Thus, if larger capacity increase is required by an operator, also the adoption of SDM is 

suggested. In particular, as mentioned in Sec. 1.2.2, in order to achieve a 120x of capacity 

increase with respect to C-band and considering the 6x of increase activating L-, S-, and E-band, 

at least 20 SMF fibers would be needed.  

2.2 REALISTIC CAPACITY SCALING OF SINGLE-BAND AND MB OPTICAL 

TRANSPORT SYSTEMS 

As global data traffic continues to grow exponentially (driven by cloud computing, 5G, internet 

of things (IoT), and AI applications) traditional single-band optical transmission systems, typically 
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operating in the C-band, are approaching their capacity limits. To meet future bandwidth 

demands and ensure scalable, cost-effective network evolution, MBT has emerged as a 

compelling solution. 

Focused on validating KPI 2.1, this section discusses the challenges and opportunities to increase 

the available bandwidth of deployed fibers with MBT, that together with the usage of spatial 

division multiplexing techniques such as multi-fibers or multi-core fibers, will make the available 

bandwidth grow by a factor of 120. The content of this section was published in [Sou25]. It 

analyzes the optical performance and capacity of single-band (SB) and MB transmission systems, 

ranging from a 6 THz single super-band to a 24 THz four-super-band configuration. 

Configurations include Super-C, Super-C+L, Super-S+C+L, and Super-S+C+L+O systems. A 4.8 THz 

C-band-only system is also evaluated for benchmarking. This framework enables comparison of 

the spectral efficiency, complexity, capacity, and fiber requirements of mid-term future optical 

transmission systems. 

2.2.1 Simulation Setup and System Optimization 

The simulation setup, system modeling and optimization was already discussed in Deliverable 

3.3 [SeaD3.3]. Therefore, only a summary of the simulation setup and optimization framework 

will be presented in the following paragraphs. 

Table 2.2-1 presents the transmission bands that compose the four configurations of the MBT 

system analyzed in this work. All systems include a minimum 500 GHz guardband between 

adjacent bands. As a reference, we first consider a C-band system spanning 191.3ς196.1 THz. 

The Super-C system extends this to 190.8ς196.8 THz. The Super-C+L system covers 184.3ς196.8 

THz (using the super C and super L bands), while the Super-S+C+L system spans 184.3ς203.3 THz 

(using the super S, super C and super L bands). Finally, the Super-S+C+L+O configuration adds 

the Super O band (220.5ς226.5 THz) to the three-band system, maintaining a guard band of over 

17 THz from the S-band, as recommended in [Sam22, Sou25-2]. In this case, nonlinear 

interference (NLI) and the SRS-induced power transfer between the O-band and other bands are 

considered negligible. Although some transmission bands are formally defined with bandwidths 

exceeding 6 THz, we assume that the optical amplifiers used across these bands will have the 

same bandwidth as those in the super C-band, due to the challenges in extending amplifier 

bandwidth. 

Table 2.2-1 Minimum and maximum frequencies of each amplification band. 

Band Start Frequency 
[THz] 

Stop Frequency 
[THz] 

Super L 184.3 190.3 

C 191.3 196.1 

Super C 190.8 196.8 

Super S 197.3 203.3 

Super O 220.5 226.5 
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The transmission system operates with 40 channels per super-band and 32 channels within the 

C-band, all spaced on a 150 GHz channel grid. Each channel carries a 120 GBd signal shaped with 

a roll-off factor of 0.15. 

The fiber characteristics are adopted from the model described in [Sou24]. Optical amplifiers 

are characterized by constant noise figures: 5 dB for the super L and super C/C bands, and 7 dB 

for the super S and super O bands. The total insertion loss introduced by the multiplexing and 

demultiplexing components is assumed to be 1.5 dB. 

The objective of launch power optimization is to maximize the overall system GSNR while 

minimizing GSNR fluctuations across each spectral band. After optimization, analysis is 

performed on the capacity and spectral efficiency of the different transmission systems in a 

point-to-point link with a variable number of 75 km spans. For each band, the GSNR of channel 

Ὥ at the end of a lightpath with ὔ spans of length ὒ is given by Eq. 1, where '3.2/04
,. Ὥ is the 

optimized single-span GSNR of channel Ὥ and ὓ is the system margin defined by Eq. 2. The 

system margin comprises a fixed 1 dB margin and a variable contribution that depends on the 

number of optical amplifiers traversed (ὔ ). 

'3.2.Ὥ '3.2/04
,. Ὥ ρπÌÏÇὔ ὓ Eq. 1 

ὓ ρ πȢπυὔ  Eq. 2 

A lightpath is feasible for a given signal configuration and transmission band if the required 

signal-to-noise ratio (SNR) is less than ὋὛὔὙ . In this work, five different bit rates are 

considered and their required OSNR and SNR are presented in Table 2.2-2. These values were 

taken from the OpenRoadm multi-source agreement (MSA) specifications version 7.0 [O-RDM] 

for 400 Gb/s and 800 Gb/s formats at 118 GBd (the values for the remaining bit rates were 

linearly interpolated). The ὛὔὙ  values are calculated directly from the ὕὛὔὙ  values using 

the relation given in [Ess12], that is, using Eq. 3 with ὄ  equal to 12.5 GHz. 

Table 2.2-2 Required OSNR (defined in 0.1 nm) and SNR for each considered bit rate. 

Bit rate [Gb/s] 400 500 600  700 800 

ἛἡἚἠἺἭἹ [dB]  20.0 21.8 23.5  25.8 27 

ἡἚἠἺἭἹ [dB] 10.2 12.0 13.7  16.0 17.2 

 

ὛὔὙ ὕὛὔὙ ρπÌÏÇὙȾὄ  Eq. 3 

2.2.2 Results and Discussion 

The optimized launch power and the corresponding GSNR values for all considered transmission 

systems of a 75-km span are presented in Deliverable 3.3 [SeaD3.3]. A summary of the results is 

that single-band systems exhibit the highest average GSNR (27.0 dB and 26.9 dB for the C and 

Super-C systems, respectively). The lower GSNR of MB systems is due to the additional 
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MUX/DEMUX losses, higher fiber attenuation, nonlinear effects, and amplifier noise figures. 

Additionally, the super S and super O bands show significantly lower average GSNR than the 

super C and super L bands, with the super O band performing the worst. 

These GSNR variations across bands result in diverse capacity-reach profiles for each system. To 

illustrate this, consider a link composed of 75-km spans and a transceiver operating in the modes 

listed in Table 2.2-2. 

Figure 2.2-1 and Figure 2.2-2 show the capacity vs. reach and spectral efficiency vs. reach 

profiles, respectively, with reach measured in number of 75-km spans. Single-band systems 

consistently achieve the highest spectral efficiency (SE) due to their superior average GSNR on 

a single span (ὋὛὔὙ ). The maximum SE of 5.33 bit/s/Hz (meaning that all channels transmit 

800 Gb/s) is maintained at a maximum of 6 spans for the C and Super-C systems, 5 spans for the 

Super-C+L, 3 for the Super-S+C+L and 1 span for the Super-S+C+L+O system.  

 

Figure 2.2-1 Capacity of the different transmission systems for different link lengths. 

 

Figure 2.2-2 Spectral efficiency of the different transmission systems for different link lengths. 

Despite the superior average GSNR and SE of single-band systems, MB systems generally offer 

higher total capacity across most distances, thanks to their greater channel count. The capacity 

gain from adding an amplification band is most pronounced at shorter distances, where the 

optical performance degradation is less severe. For example, adding the super L band to a Super-

C system doubles the capacity (from 32 to 64 Tb/s) for links up to 375 km. However, this gain 

diminishes with distance and disappears beyond 1800 km. 
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Adding the super S band to a Super-C+L system yields a smaller benefit: a 50% capacity increase 

for links up to 225 km, tapering off to no gain beyond 1800 km. Compared to a system with 

Super-C only, the Super-S+C+L configuration triples the link capacity up to 225 km. 

The super O band supports transmission only over distances up to 450 km. When added to a 

Super-S+C+L system, it increases capacity by 33% for a single 75-km span. However, this benefit 

gradually decreases with distance, becoming negligible at 450 km. Beyond this point, the 

capacities of the Super-S+C+L and Super-S+C+L+O systems are the same (because of the guard 

band between the super O and the other bands). As a result, the SE of the Super-S+C+L+O system 

drops sharply from 450 to 525 km, since the super O-band channels, which initially carried 400 

Gb/s, cease to transmit any data. 

Lastly, Figure 2.2-3 illustrates the number of parallel fibers required by various transmission 

systems to achieve a capacity 120 times greater than that of a single-fiber C-band-only system, 

across different link lengths. Table 2.2-3 complements this figure by providing specific values for 

75 km, 300 km, 675 km, and 1425 km. 

 

Figure 2.2-3 Number of required parallel fibers to achieve a 120 times capacity increase of the C-band-only system for 

different point-to-point link lengths. 

Table 2.2-3 Required parallel fibers to achieve a 120 times capacity increase of the C-band-only system for selected 
reaches. 

System 
Reach [km] 

75 300 675 1425 

C 120 120 120 120 

Super-C 96 96 96 96 

Super-C+L 48 48 52 54 

Super-S+C+L 32 34 38 54 

Super-S+C+L+O 24 28 38 54 

 

As expected, the C-band-only system consistently requires 120 parallel fibers at all distances. 

The Super-C system typically requires 96 parallel fibers across most distances, due to its similar 

average GSNR and 20% higher channel count compared to the C-band only system. Minor 

deviations at 525, 750, 1050, and 1500 km arise from slight GSNR differences and the limited set 
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of transceiver operating modes. For instance, while the C-band-only system may transmit at 800 

Gb/s at a certain distance and frequency slot, the Super-C system might drop to 700 Gb/s due 

to a marginal GSNR reduction (0.1 dB), lacking an intermediate mode closer to 800 Gb/s. 

The trends for the other systems mirror their respective capacity curves. The inclusion of the 

super O band allows us to reduce the number of required fibers only for links up to 450 km. For 

instance, for a 300-km link, only 23.3% of the 120 fibers are required. Beyond 450 km, the Super-

S+C+L and Super-S+C+L+O systems require the same number of fibers. For a target 675-km link, 

the former provides the same capacity as 120 parallel C-band systems with only 31.7% of the 

fibers.  

Since only the super L band in these MB systems maintains GSNR levels comparable to single-

band systems, while the super C, super S, and super O bands have lower GSNR, the number of 

required fibers increases rapidly beyond 1575 km (for the Super-C+L system) and 1750 km (for 

the Super-S+C+L and Super-S+C+L+O systems), eventually converging to 96, matching the Super-

C system. Still, for a target 1425 km link, a Super-C+L-band system can offer the same capacity 

as the reference (120 fiber) C-band system at the expense of only 45% of the number of fibers. 

2.2.3 Conclusions 

MB transmission offers a cost-effective route to significantly increase the capacity of existing 

optical systems, leveraging the wide low-loss window (~54 THz) of ITU-T G.652D fiber. However, 

adding more amplification bands tends to reduce spectral efficiency, particularly over long 

distances. As a result, full exploitation of the entire 54 THz window remains impractical for data 

transmission. This section analyzed the optical performance and capacity of four MBT system 

configurations: Super-C, Super-C+L, Super-S+C+L and Super-S+C+L+O and compared them to the 

benchmark C-band-only system. 

Results indicate that a practical balance between spectral efficiency and bandwidth expansion 

appears to be the use of two or three super bands, each occupying 6 THz (such as Super-C+L or 

Super-S+C+L). For localized capacity upgrades in smaller network segments, the super O band 

can be selectively deployed. 

This capacity enhancement translates into a reduced need for parallel fibers to increase the 

capacity of a single-fiber single-band system with 4.8 THz. For a 75 km link, the number of 

required fibers drops by 20%, 60%, 73%, and 80% for the Super-C, Super-C+L, Super-S+C+L, and 

Super-S+C+L+O systems, respectively. At 1425 km, the reductions are more modest for the MB 

systems: 20% for Super-C and 45% for the other MB systems. 

All the analysis presented in this section validates KPI 2.1 by indicating different solutions on 

how to increase the available bandwidth by a factor x120 by combining MBT and SDM. 

 



                                                                                                         D2.2 SEASON - GA 101016663 
 

 

 
© SEASON (Horizon-JU-SNS-2022 Project: 101092766)                                                     page 37 of 158 

Dissemination Level PUB (Public) 
 

2.3 CAPEX SAVINGS OF NODE ARCHITECTURES FOR HIGH-CAPACITY 

MBOSDM OPTICAL NETWORKS 

This study explores the cost savings enabled by multi-granular, modular, and adaptable 

switching network node architectures with advanced capabilities, leveraging MB and SDM 

technologies. The nodes are designed to meet the escalating traffic demands and the rigorous 

requirements of forthcoming optical networks. Deliverable 3.2 [SeaD3.2] introduced three 

architectural solutions grounded on current technologies, which present viable approaches for 

efficient MBoSDM systems for the next generation of optical networks (see Figure 2.3-1). 

 

Figure 2.3-1 (a) Node architecture #1 (SBS-OXC): single-band matrix-switch-based MBoSDM node with a S-OXC. (b) 

Node architecture #2 (MBS-OXC): MB matrix-switch-based MBoSDM node with a S-OXC. (c) Node architecture #3 (SB): 

single-band matrix-switch-based MBoSDM node without a S-OXC. 

The main simplifying feature of the proposed architectures is the possibility of directly 

interconnecting fibers/cores (bypassing the WSS and the add-drop structure) via physical 

connections or a S-OXC. This direct connection holds the potential to simplify the node by 

reducing the WSS and optical amplifiers count in relation to a reference architecture that does 

not allow direct fiber/core switching [SeaD3.2]. The capital expenditure of the node 

architectures depends on the number and cost of S-OXCs, MxM WSSs and optical amplifiers, 

assuming that the cost of band filters is negligible. 

For simplicity, an equal number of bands per core (ὄ) and fiber cores per degree (ὅ), equations 

can be found for the number of ports and number of devices required by each architecture 

[SeaD3.2]. Table 2.3-1 shows these equations. Here, Ὀ represents the nodal degree, ὔ  denotes 

the number of core pairs directly switched, and ὔȾ  indicates the number of ports of the WSSs 

connected to the A/D structure. It is worth noting that these figures exclude the A/D structure 

since the same one can be employed independently of the node architecture. 
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Table 2.3-1 Number of components and port count for the different node architectures. 

 
Reference 

Arch. 
SBS-OXC MBS-OXC SB 

S-OXC Count 0 ὄ 1 0 

S-OXC Port Count -- τὅὈ ςὔ  τὅὈ ςὔ  -- 

MxM WSS Count ὄ ὄ 1 ὄ 

MxM WSS Port Count ςὅὈ ὔȾ   ςὅὈ ὔ ὔȾ   ςὅὈ ὔ ὔȾ  ςὅὈ ὔ ὔȾ  

Optical Amplifier Count ςὄὅὈ ςὄὅὈὄὔ  ςὄὅὈὄὔ  ςὄὅὈὄὔ  

 

The analysis of Table 2.3-1 shows that each directly switched core pair saves two ports on the 

MxM WSS and ὄ optical amplifiers. It is important to note that it is assumed that all bands of a 

core/fiber pair are directly switched and it is not possible to directly switch only some of the 

transmission bands from a core/fiber.  

2.3.1 Cost Model 

The cost of the optical amplifiers is taken from the cost model for dual stage amplifiers (see 

Section 6.1.2 and 6.3). However, the cost of WSSs and S-OXCs are not available and should 

therefore be estimated using a similar strategy as the one used in the cost model. The cost 

premium is assumed to be 10% for the L-band amplifier and 25% for the S-band.  

To estimate the cost of the MxM WSS, it is assumed that it is implemented by a concatenation 

of smaller 1xὔ  WSSs in a route and select structure [Sah17]. With this assumption, the number 

of required 1xὔ  WSSs to construct an MxM WSS is given by ςὓ ὔȾ  if M ὔ . 

(additional WSSs are not required for the add and drop ports because they are taken directly 

from the ὔ  ports of the WSSs as shown in Figure 2.3-2). This work does not consider the case 

of M ὔ .  

 

Figure 2.3-2 Schematics of an implementation of an MxM WSS by a concatenation of smaller 1xὔ  WSSs in a route 

and select structure. 
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The costs and power consumption values of a 1x12 and a 1x32 WSS and of a 16x16 and 32x32 

S-OXCs are estimated using the following framework. The costs are [2.5, 4.0, 5.1, 12.1] c.u. (cost 

units as defined in chapter 6) for the 1x12 and the 1x32 WSSs, the 16x16 and the 32x32 S-OXCs, 

respectively. The S-OXC cost values are taken from the same public website as the cost model 

(described in chapter 6) and using the same strategy (European cost value excluding the value-

added tax). Even though there is only a single exemplary of each device, the values are consistent 

with expert partners consultations. The WSS values are hard to find in public databases and are 

therefore based solely on expert knowledge from the partners. For the architecture using MB 

devices (MBS-OXC), we assume that a 3-band MB WSS costs 95% of three single-band WSSs and 

that the integrated amplifiers and band filters device for amplification of three bands cost 95% 

of three single-band amplifiers.  

2.3.2 Results 

The evolution of the CAPEX of a network node for an increasing number of directly switched 

core pairs is evaluated. The evaluation considers a transmission system with three bands ὄ (S, C 

and L) and a node with four degrees Ὀ, three parallel fibers per degree ὅ (leading to 12 

input/output fiber pairs) and 4 WSS add/drop ports ὔȾ .  

Figure 2.3-3 shows the CAPEX evolution for the different proposed node architectures and the 

reference node as a function of ὔ . The cost of the reference node remains at 225 c.u. because 

it does not offer the possibility of core/fiber switching. When ὔ π, the cost of architecture 

SB is the same as the reference node because they have the same number of devices. The other 

two proposed node architectures have the additional cost of the S-OXCs, but the reduced cost 

of the integrated MB devices make the total cost of the MBS-OXC architecture to be similar to 

the reference and SB node architectures. On the other hand, when all fiber pairs are directly 

connected (ὔ ὅὈ ρς), the cost of the proposed architectures is reduced to half of the 

initial number of amplifiers plus the S-OXCs, given that no WSS is needed. The faster reduction 

of the cost of the proposed architectures from ὔ σ to ὔ τ and from ὔ χ to ὔ ψ 

are caused by the reduction of the number of ports of the WSS (from 1x32 to 1x12) and the S-

OXC (from 32x32 to 16x16), respectively. 
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Figure 2.3-3 Cost evolution of the different network node architectures for an increasing number of directly switched 

core pairs (ὔ ). 

2.3.3 Conclusion 

This section evaluated the potential cost savings enabled by MB and SDM node architectures. A 

key simplification in the proposed designs is the ability to directly interconnect fibers or coresτ

either through physical links or a S-OXCτbypassing the WSS and the add-drop structure. This 

direct interconnection can significantly streamline node architecture by reducing the number of 

WSS units and optical amplifiers compared to a reference design that does not support direct 

fiber/core switching. 

Using the SEASON cost model, supplemented with additional component cost estimates derived 

through a similar methodology, the study analyzed CAPEX trends for various proposed node 

architectures and a reference node as a function of the number of directly connected fiber/core 

pairs (ὔ). The results indicate that CAPEX can be reduced by more than 50%, thereby validating 

KPI 2.2. In practical network scenarios, ὔ at a given node depends on factors such as traffic 

patterns, the number of parallel fibers between nodes, routing and wavelength assignment 

algorithms, and the overall network configuration. Further analysis on real network topologies 

is identified as future work. 

2.4 TECHNO-ECONOMIC STUDY ON THE BENEFITS OF OPEN COHERENT 

PLUGGABLES IN MB OVER SDM ARCHITECTURES 

The continuous growth of traffic led by video streaming, cloud computing and AI applications is 

pushing optical network infrastructure to the adoption of new technologies. MB and MCF 

technologies are promising solutions which can increase spectral and spatial capacity. For near-

term capacity growth, MB technology has been adopted over the past few years. Although in 

the longer term, the combination of both MB and MCF technologies, referred to as MBoSDM, 

will be needed [Arp24]. Within this context, there is an ongoing debate between the use of 
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Internet Protocol (IP)+WDM vs IP-over-WDM (IPoWDM) in optical metro/core networks 

[Mar24]. 

2.4.1 Methodology 

2.4.1.1 Multi-period network planner 

This work performs a multi-period network planning study that considers the installation of new 

resources as the traffic growth requires. This approach allows for a more realistic techno-

ŜŎƻƴƻƳƛŎ ŀǎǎŜǎǎƳŜƴǘΣ ŀǎ ƛǘ ǎƛƳǳƭŀǘŜǎ ǘƘŜ ƻǇŜǊŀǘƻǊΩǎ ƛƴǾŜǎǘƳŜƴǘ ōŜƘŀǾƛor and avoids over-

investment in the early years. The planner receives as input a traffic demand matrix per period, 

a table of maximum optical reach (MOR), and a cost and power table for all network devices. 

The traffic demand matrix follows the model presented in [Pat20], where the traffic is focused 

on datacenters. The traffic capacities of this model are scaled according to the topology, in order 

to reach upgrades that lead to the use of MB, as well as multicore technologies. The MOR table 

is used to encode device, capacity, modulation, band and fiber characteristics. 

At each period, the planner tries to allocate the traffic for each demand. If the demand has 

assigned client equipment with the possibility of upgrade, the planner performs an upgrade to 

fulfill the requested traffic. In the case that the requested traffic is still not fulfilled after 

upgrades of existing client equipment or the demand has no previous ones assigned, the planner 

checks the k-shortest paths against the MOR table, to obtain a suitable candidate (transponder, 

coherent pluggable). With this candidate, the planner tries to allocate spectrum resources. 

When the spectrum assignment is not successful, the planner triggers an upgrade in order to 

fulfill the demand. The following upgrade strategies are considered: 

¶ Single-mode fiber (SMF) architecture: Considers a SMF C-band solution and the addition of 

extra fibers in C-band when capacity is exhausted. 

¶ Multicore fiber (MCF) architecture: Considers a sequential evolution from SMF C-band, to 

SMF C+L-band, and finally to MCF C+L-band solutions with/without core switching. 

As mentioned, upgrades are performed in the least-cost manner, adding only the equipment 

and fiber strictly needed to meet the current traffic requirements. Devices such as transponders, 

pluggables, amplifiers, and ROADMs are installed incrementally. The unused capacity in already 

deployed elements is reused in subsequent periods. The information of the network evolution, 

which indicates the amount of equipment deployed at each period forms the basis for the 

techno-economic evaluation. 

2.4.1.2 Optical reach model 

The feasibility of a lightpath is determined by the MOR, obtained from a Gaussian Noise (GN) 

model considering the following noise sources: amplified spontaneous emission (ASE), NLI and 

inter-core crosstalk (ICXT). The model in this work is approximate but fit for purpose. We employ 

pre-computed optical reach tables due to their computational efficiency. These tables provide 
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maximum distance values according to the device, data rate, modulation format, band and fiber 

type. For clarity, we summarize the results into Table 2.4-1, that reports representative MOR 

values for the different coherent pluggables and transponders. The complete MOR tables are 

available on request. For the calculations, fiber parameters were derived from the uncoupled 7-

core MCF design reported in [Hay12]. ¢Ƙƛǎ ŦƛōŜǊ ŜȄƘƛōƛǘǎ ҒнΦп Ř. ōŜǘǘŜǊ {bw ǘƘŀƴ {{aC ŘǳŜ ǘƻ 

its lower attenuation in the C-band, despite higher dispersion. Consequently, MCF shows longer 

reach than SSMF in the C-band, while L-band performance remains comparable, consistent with 

[Sha18]. This table highlights the main trends. Mainly, the longer reach of MCF relative to SMF 

and the differences in reach between the different client devices, being the pluggable ZR+ with 

0dBm output power the closest in MOR values to the transponder.  

Table 2.4-1 Representative MOR values (km). 

 SMF(C) SMF(C+L) MCF(C+L) 

C C L C L 

400ZR 80 80 80 240 160 

800ZR 160 160 160 320 160 

400ZR+ 1600 1600 1520 2080 1520 

800ZR+ 880 880 880 1040 720 

TR 400G 2240 2080 2240 3600 2960 

TR 800G 2640 2560 2720 3040 2640 

TR 1.2T 960 880 960 1040 960 

2.4.1.3 Cost model 

The total cost of ownership (TCO) is based on both CAPEX and operational expenditure (OPEX). 

The CAPEX includes the purchase of all equipment. The model accounts for the cost of 

transponders, coherent pluggables, optical amplifiers, and switching elements. All prices are 

expressed in cost units (c.u.), and are normalized to allow direct comparison across 

architectures. The OPEX considers energy and fiber leasing costs. Energy costs are calculated as 

the product of device power consumption, annual operation hours, and the price of electricity 

for the respective period. Fiber leasing costs are considered per km per year and are 

differentiated between SMF and MCF. Table 2.4-2 presents a summary of the equipment for 

cost and power consumption. Information from Section 6 (Cost model) was considered for the 

case of C-band/L-band amplifiers, as well as for coherent pluggables. The rest of the values are 

estimated from vendor price lists and datasheets. For equipment not available on the market, 

estimations and interpolations were performed. The costs are normalized to the price of a C-

band EDFA amplifier (1 c.u. = 2200 euros). For WSSs, coherent pluggables and transponders, a 

20% increase in price was considered for L-band respect to C-band.  
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Table 2.4-2 Cost model summary. 

Category Example Components Cost (c.u.) Power (W) 

Amplifiers C-band /  L-band, 
C+L, / MCF C+L 

1 / 1,2 
2,4 / 4,4 

16 / 23 
40 / 60 

Couplers/splitters C+L coupler/splitter 0,2 0,25 

SDM / MCF 
devices 

SDM fan-in/fan-out 0,6 ς 

WSS (C-band) 1×4 / 1×12 / 1×32 
1×80 / 1×160 

2,1 / 3,8 / 6 
10 / 15,8 

10 / 22 / 50 
119 / 233 

OXCs 
(MEMS-based) 

32×32/ 64×64 
128×128 / 196×196 

3,2 / 6,4 
12,8 / 19,6 

12 / 28 
58 / 91 

Coherent 
pluggables (C-band) 

400ZR / 800ZR 
400ZR+/800ZR+ 

2,7 / 4,5 
3,2 / 5,3 

17,5 / 29 
23,5 / 29 

Transponders 
(C-band) 

400G /  800G /  1.2T 7,3 / 12,7 / 16,4 330 

Fiber lease 
(OpEx) 

SMF / MCF 7-cores 
(per core per km/year) 

0,3 / 0,4 ς 

 

2.4.2 Results and discussion 

The network planner is applied to 9 different scenarios, which comprehend the cross-product of 

three upgrade strategies and three client technologies. As mentioned in the methodology, the 

three upgrade strategies are using (1) bundles of SMF, (2) MCF without core switching and (3) 

MCF with core switching. The three client technologies refer to the use of coherent pluggables 

only, transponders only or a mixed case, where both types of devices can be used. Each scenario 

is tested on three reference topologies: Coronet30, which represents a medium-scale US 

backbone with 30 nodes and 36 links; Cost266, corresponding to a continental European 

network with 28 nodes and 41 links; and Germany50, which models a dense national backbone 

with shorter average spans, having 50 nodes and 88 links. The evaluation metrics include 

cumulative CAPEX, OPEX and TCO over the planning horizon. 

Figure 2.4-1 displays the TCO breakdown for each scenario of the three topologies. OPEX related 

to fiber leasing (FL) dominates in all cases, being the proportion of contribution to the TCO higher 

in topologies with larger average spans, like Coronet30 and Cost266. For both of these 

topologies, the total TCO ranking regarding client technologies follows the order of Coherent 

pluggables > Mixed > Transponders solutions. In the case of Germany50, the proportion of fiber 

leasing is close to the CAPEX values. Therefore, the TCO behavior changes respect to the client 

technologies, obtaining an order of Mixed > Transponders > Coherent plugabbles. This proves 

that for backbone topologies with shorter link lengths, coherent pluggables present a cost-

effective solution. 
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Figure 2.4-1 TCO breakdown. 

In order to have a better view of the TCO differences, total TCO values are normalized with the 

minimum value in each solution (less expensive scenario). In Figure 2.4-2, a heatmap is 

presented with these values for each topology. For Coronet30, the least expensive scenarios 

correspond to MCF with core switching upgrade strategy. Similar values are obtained for 

coherent pluggables, transponders and mixed cases. The most expensive scenario is the one 

using SMF with fiber bundles and coherent pluggables technology, having a TCO 58% higher than 

the lowest one. For Cost266, the MCF with core switching upgrade strategy remains as the best 

option in terms of cost. The difference between client technologies is also minimal in this 

upgrade strategy. Nevertheless, Germany50 shows results that highlight the cost efficiency of 

coherent pluggables compared to transponders and the mixed case.  Germany50 exhibits 13ς

15% higher savings with coherent pluggables. As mentioned before, this can be attributed to the 

average path lengths being shorter for its demands. 
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Figure 2.4-2 TCO normalized heatmap. 

2.4.3 Conclusions 

The multi-period network planning study was applied to compare 9 scenarios, defined by 

different node architectures and client technologies across three realistic topologies. Results 

show that MCF with core switching provides the best long-term scalability. SMF bundles are an 

attractive short-term solution but are penalized by fiber leasing. Considering the case of SMF 

bundles with transponders or coherent pluggables as baselines, a maximum cost reduction of 

15% and 47% can be achieved via MCF with core switching, respectively. Coherent pluggables 

offer a cost-effective solution in medium-sized topologies, while transponders display 

comparable results in large-sized topologies. 

 

2.5 NONLINEAR-AWARE DESIGN OF FILTERLESS HORSESHOE-AND-SPUR 

OPTICAL NETWORKS 

Horseshoe topologies are well-suited for resilient hub-and-spoke traffic patterns. Filterless 

architectures, coupled with coherent-based P2MP transceivers (using DSCM), offer cost-

effective, efficient all-optical aggregation of traffic flows destined for the same hub node. While 
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these technologies hold promise for long-term scalability and resource utilization, network 

reconfiguration remains a challenge when accommodating dynamic changes like adding a new 

leaf node. Recent research [Hos24] proposed a scalable horseshoe-and-spur optical network 

architecture to minimize reconfiguration and operational costs while enabling long-term traffic 

growth as shown in Figure 2.5-1(a). By decoupling the design of the static horseshoe from the 

dynamic spurs (trees), the network can adapt to changing traffic demands without disrupting 

the core infrastructure. 

 

Figure 2.5-1 Illustration of a typical horseshoe-and-spur topology and (b) the simulation schematic. 

To enhance network performance and reduce operational costs, this work relaxes the stringent 

nonlinearity constraints that typically limit amplifier gain. By allowing the use of higher-gain 

amplifiers, we significantly increase the available power budget, thereby decreasing the 

required number of amplifiers. To ensure the feasibility of operating with lower margins, we 

developed a specialized nonlinear noise modeling tool based on the split-step Fourier method 

(SSFM) considering unequal span/amplifier gain and DSCM (see Figure 2.5-1 (b)). This tool is 

tailored to the unique challenges of this problem, enabling accurate prediction of system 

performance under nonlinear conditions as a post-analysis. 

As shown in  

Figure 2.5-2, we calculated the non-linear noise efficiency (–) spectrally located over the central 

SC, normalized by ὖ . This was done for a DP-16QAM single-carrier system with a consistent 

total symbol rate, transmitted over 1 to 6 spans of 30 km using the SSFM. The near linearity of 

this curve suggests that most of the nonlinear interference, primarily arising from self-phase 

modulation (SPM), accumulates within the initial fiber spans. 



                                                                                                         D2.2 SEASON - GA 101016663 
 

 

 
© SEASON (Horizon-JU-SNS-2022 Project: 101092766)                                                     page 47 of 158 

Dissemination Level PUB (Public) 
 

 

Figure 2.5-2 – in dB for 16 SCs at 4 GBaud with DP-16QAM when considering all nonlinearity components (violet), 

neglecting FWM (orange), and single SC (teal), respectively, transmitted over 1 to 6 spans of 30 km. 

Figure 2.5-3 presents the average number of amplifiers required for a 5-transit node network 

under various power budgets, coupler configurations, and nonlinearity level scenarios. The 

figure includes 90% confidence intervals, which are shown as highlight. For baseline horseshoes, 

results are shown in Figure 2.5-3(a). The high-nonlinearity approach (circle) is shown to have a 

clear advantage in terms of amplifier reduction (e.g., for the same fixed power budget) and a 

significantly increased power budget when compared to the low-nonlinearity design. Note that, 

even with a higher level of nonlinearity, the quality of transmission (QoT) is meeting the 

requirement. It is also important to point out that with designing in low nonlinearity regime, 

power budgets exceeding 13 dB have become infeasible for the balanced coupler scenario. This 

is because there is less flexibility in controlling power levels to satisfy the constraints compared 

to when using a set of different power splitting ratios. Similarly, Figure 2.5-3(b) presents the 

results for extended horseshoes. As shown, an amplifier reduction of up to 20% can be achieved 

for a given power budget of up to 13 dB. Beyond 13 dB, only the High-nonlinearity case can 

consistently provide feasible solutions. 

 

Figure 2.5-3 Average number of amplifiers versus spurs' power budget for (a) baseline and (b) extended horseshoes 

when using balanced and unbalanced coupler ratios while allowing low and high nonlinearities. 
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Figure 2.5-4 depicts an example of an extended network configuration optimized for a 20 dB 

power budget while considering balanced couplers for the transit node architecture (worst-case 

conditions in terms of both power budget flexibility and OSNR). As shown in the figure, on top 

of the simulated constellations, the worst-case OSNR instances (Hubs to the leaf nodes located 

in the furthest spur) are 14.8 dB and 17.1 dB for central SCs exceeding the 12 dB OSNR 

requirement. As can be seen, some optical amplifiers have taken their maximum gain value, 

helping the 20 dB power budget constraint to be met, which was only possible by tolerating a 

certain impact of nonlinear interference. 

 

Figure 2.5-4 An illustrative optimized design of horseshoe-and-spur network and the corresponding OSNR validation 

for the longest Hub-to-leaf links. 

2.6 EMPIRICAL LATENCY MODEL FOR IPOWDM END-TO-END CONNECTIONS 

Deterministic Networking (DetNet) addresses the need for predictable network performanceτ

including bounded latency and reliabilityτessential for emerging applications like AR/VR, 

robotic industry, and connected cars. It ensures strict Quality-of-Service (QoS) through resource 

allocation and deterministic data paths, yet faces challenges in modeling queuing delays 

accurately, particularly with bursty traffic or limited independent sources. This complexity 

complicates network design, especially for IPoWDM infrastructures requiring precise latency 

guarantees. 

Time-Sensitive Networking (TSN) complements DetNet by enabling microsecond-level timing 

precision, critical for applications such as autonomous vehicles and robotic systems. For 

instance, 5G networks must maintain end-to-end latency below 50ς80 ms for cloud gaming and 

under 120 ms for responsiveness, while industrial IoT and telemedicine demand near-lossless 

packet forwarding with bounded delays (e.g., under 6.25 µs per node). These requirements drive 

the adoption of slotted, scheduled architectures to meet stringent performance thresholds. 

Existing traffic models (e.g., Gaussian/log-normal distributions) and M/G/1 queuing theory 

struggle to compute delay percentiles due to the lack of closed-form solutions for cumulative 

density functions. To overcome this, work presented in this section proposes a simple, practical 

queuing delay model as an upper bound for latency estimation, facilitating reliable planning for 

IPoWDM networks with strict deterministic constraints [Kon25]. This model is based on the well-

known M/M/1 queuing model where packets arrive at the switches following a Poisson process 

with ˂ ǇŀŎƪŜǘκǎ, and service times are exponentially distributed with a mean of 1/µ seconds per 

packet. Since this model is not realistic for Internet traffic behaviour, but M/G/1 models can be 
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used in those links with highly aggregated and uncorrelated traffic sources, we can try to find an 

M/M/1 upper bound model (let us call it the "envelope" M/M/1 model) that acts as an upper 

bound for latency analysis in links above 100 Gb/s.  

It is worth remarking that the M/M/1 model states that the latency experienced by a packet 

traversing a packet switch (including transmission and queuing) can be modelled exactly with an 

exponential distribution. In other words, the Cummulative Density Function of the latency D 

experienced by a packet follows Eq. 4. As shown, the M/M/1 model is fully characterized by the 

average service time µ-1 and the link load ” ‗Ⱦ‘. 

Ὂ ὸ ρ Ὡ ȟὸ π Eq. 4 

The goal is then to find a new value ” ” ‗Ⱦ‘ which acts as an upper bound of real traffic 

for latency percentiles above the median (i.e., 50%). Figure 2.6-1 shows and example of real 

latency histogram and such an envelope M/M/1 model whose load ”  is higher than the real 

one.  

  

Figure 2.6-1 In green, the Probability Density Function (left) and Cumulative Density Functions of the envelope M/M/1 
model. In blue, the real latency histogram (left) and Quantile functions (right). 

To find such an envelope M/M/1 model upper bound, the following Algorithm maps real M/G/1 

queues (with empirically observed traffic) to an M/M/1 model serving as a conservative upper 

bound. The algorithm is summarized in the next table: 

1. Inputs: Simulated M/G/1 delays, average service time Ὁὢ , and real load ”ǊŜŀƭ. 

2. Process: 

o Computes delay percentiles (50ς99%) for M/G/1 traffic. 

o Iterates candidate M/M/1 loads (”ŜƴǾ) to find the smallest ”ŜƴǾ where all M/M/1 

percentiles exceed M/G/1 values [Figure 2.6-1]. 

3. Regression Fitting: Real-world traffic from AMS-IX (Amsterdam) and SFM-IX (San 

Francisco) exchanges informed polynomial models: 

o SFM-IX:  ”ŜƴǾπȢυππȢρφ”ǊŜŀƭπȢστ”ǊŜŀƭ 
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o AMS-IX: ”ŜƴǾπȢτσπȢρσ”ǊŜŀƭπȢτχ”ǊŜŀƭ 

o These equations enable network planners to convert real loads into envelope loads 

for latency calculations. 

Figure 2.6-2 shows the mapping between real traffic load and the envelope M/M/1 model, 

where the envelope load has been obtained using non-linear regression models from empirical 

data (degree-2 polynomial fit). Simulations using the simmer discrete-event simulator confirmed 

ǘƘŜ ƳƻŘŜƭΩǎ ŀŎŎǳǊŀŎȅ ŀŎǊƻǎǎ ǘǊŀŦŦƛŎ ǇǊƻŦƛƭŜǎ, showing differences between simulated delays and 

envelope bounds below 0.5 µs (average) and 1 µs (99th percentile) at bitrates above 100 Gb/s. 

 

Figure 2.6-2 Mapping between real load and envelope M/M/1 load for real traffic observed in San Francisco Internet 

Exchange (SFMIX in red), Amsterdam Internet Exchange (AMS-IX in green) and the classical. 

As an example of application, consider a 400 Gb/s link operating at 40% real load (that is carrying 

160 Gb/s, 40% of the total capacity). Let us consider an average service time of 20 ns (1000 Bytes 

at 400 Gb/s), which translates to a service rate µ = 1 packet / 20 ns = 50 G packet/s.  

According to the envelope M/M/1 model, using the SFM-IX regression model, 40% real load 

becomes an envelope load of 62% as Eq. 5. 

”ŜƴǾπȢυππȢρφπȢτππȢστπȢτπ  πȢφς Eq. 5 

This envelope load allows us to use the M/M/1 equations for finding the median delay 

(percentile 50) and other percentiles like 90th and 99th percentile. To find any latency 

percentile, we just need to apply the CDF equation as Eq. 6 which becomes Eq. 7. For the 99-th 

percentile, the upper latency bound is given by Eq. 8. 

πȢυ ρ Ὡ Ⱦ Ȣ Ȣ ȟ ὸ π Eq. 6 

ὸȢ ÌÎ
ρ

ρ πȢυ

ρ

ρ πȢφς
ςπ ὲί ρυȢψ ὲί Eq. 7 

ὸȢ ÌÎ
ρ

ρ πȢωω

ρ

ρ πȢφς
ςπ ὲί ρπυ ὲί Eq. 8 
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As shown, at 400 Gb/s and 40% load, 99% of the packets experience a latency of 105 ns or less. 

Thus, at very high bitrates, not only average latencies are small but also very high latency 

percentiles. Thus, the majority of latency is due to propagation of signals (which occurs at 

200,000 Km/s over silica fibers), hence the variable component of latency (queuing) becomes 

negligible compared with the 5 µs per Km of fiber traversed.  

This methodology has been used to implement an AI Agent (based on Google's large language 

model Gemini 2.5 Flash although other large language model (LLM) APIs can be used, i.e., 

OpenAI, Claude, etc) for calculating latency percentiles. The code has been written in open-

source programming R, uses the ellmer library and is publicly available in Github1. As shown in 

the repo, the user can interface the AI Agent using natural language and the Agent finds that it 

has to use internal tools for calculating such latency percentile values. An example follows: 

chat4$chat("Can you calculate the 0.8 latency percentile for two links in series, the first one 

operates at 100 Gbps link loaded with 8 Gbps, while the second one operates at 400G and is 

loaded with 210 Gbps? Calculate the two latency values separately") 

The AI Agent (based on Gemini-2.5 Flash) then returns: 

Agent:> The 0.8 latency percentile for the first link is 0.3082 microsecs, and for the second link, 

it is 0.116 microsecs. 

2.7 COST EFFECTIVE STRATEGY FOR MIGRATION TO THE MB SYSTEMS 

Traditional single-band (C-band) WDM systems, with limited spectral bandwidth (~4.8 THz), are 

reaching their capacity limits. To meet future scalability and capacity requirements, network 

operators must make the transition to MB optical systems that incorporate extended spectral 

ranges such as C+L (12 THz) and further to C+L+S band (up to ~20 THz) operation, leveraging 

additional fiber bands for higher data throughput without proliferating fiber counts. Beyond 

spectral expansion, MCF-based SDM introduces parallel spatial channels within fibers, 

multiplying capacity. The convergence of these two paradigmsτMBoSDMτrepresents a 

foundational approach to future-proof optical networks. 

However, migrating from legacy single-band C-band infrastructure to MB systems introduces 

critical challenges including increased deployment costs, complex cross-band impairments like 

ICXT and Inter-Channel Stimulated Raman Scattering (ISRS), and potential service disruptions 

during upgrades. Hence, economically viable and operationally smooth migration strategies are 

essential for network operators to scale capacity efficiently while minimizing CAPEX and service 

downtime. This section aims to synthesize insights from recent key studies and frameworks, 

focusing on cost-effective and performance-aware migration strategies to MB systems, 

 
1  J A Hernández, AI Agent for estimating upper bounds on Latency percentiles, 

https://github.com/josetilos/AI_agent_LatencyEstimation/, Oct 2025 
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emphasizing the role of advanced modeling, digital twin platforms, and incremental "Pay-as-

You-Grow" (PaYG) approaches. 

2.7.1 MB Optical Systems and Migration strategies 

Indeed, MB systems extend the usable optical bandwidth beyond the C-band by incorporating 

adjacent spectral bands. In particular, the C+L band (Extended Band) approximately spans 12 

THz spectrum, combining C-band (around 4.8 THz) with L-band (approximately 6 THz). In 

addition, the C+L+S band (Ultra-Wideband) further expands to encompass the S-band (~8 THz), 

reaching an aggregate bandwidth close to 20 THz. This spectral expansion, when combined with 

SDM through multi-core fiber technologies, enables ultra-high capacity (>100 Tb/s per fiber) 

transmission capabilities essential for data center interconnects and core network backbones. 

However, migrating to MB systems involves many difficulties. First, there is a need for 

compatible equipment, including advanced amplifiers (e.g., broadband EDFAs), ROADMs 

capable of handling multiple bands, and transceivers adapted for wider spectral coverage. 

Second, inter-band impairments that degrade signal quality may appear, as for example ICXT in 

MCFs, which increases with core count and proximity, and ISRS causing power tilt and cross-

band nonlinear penalties. Third, maintaining QoT while managing increasing nonlinear and noise 

effects is not an easy task. In addition, service continuity risks during migration due to unstable 

cross-band interactions and necessary network reconfigurations. Finally, significant CAPEX are 

required to deploy expanded spectrum-capable equipment and doped fiber amplifiers, 

especially over large network footprints. Thus, constructing migration methodologies that 

balance incremental investment and progressive capacity scaling, while safeguarding ongoing 

network operations, is not an easy task. In this sense, two different migration strategies are 

possible: Day-One vs. PaYG. 

The Day-One (DO) deployment strategy entails a high initial CAPEX as it requires the deployment 

of MB components across the entire network irrespective of the immediate traffic demand. This 

approach carries the risk of underutilization during the early stages of network operation, as the 

fully provisioned capacity may exceed actual usage. Moreover, DO deployment offers limited 

flexibility in responding to uncertain and evolving traffic growth patterns.  

The Pay-as-You-Grow (PaYG) approach represents an incremental migration strategy that 

introduces MB capabilities progressively based on actual traffic demand and strategic priorities. 

It begins with the existing C-band infrastructure and gradually upgrades selected links or nodes 

to extend spectrum into the L-band or S-band, dynamically adapting routing and spectrum 

assignments to efficiently manage resources while minimizing upfront capital expenditures. This 

method aligns CAPEX with revenue-generating traffic growth, offers flexibility by upgrading only 

critical network segments, and helps reduce redundant capacity and operational complexity. 

However, it faces challenges such as the complexity of service and network reconfiguration 

during transitions, increased cross-band impairments in mixed-band operations, and the need 

for advanced impairment-aware planning to maintain QoT. Key contributions in this domain 
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include enhanced modeling of cross-band nonlinearities and ISRS effects, advanced algorithms 

for resource optimization and reconfiguration in mixed-band environments, and digital twin 

frameworks for accurate simulation and upgrade validation. Performance evaluations 

demonstrate that PaYG strategies incorporating comprehensive reconfiguration, particularly the 

PaYG-With All Reconfiguration (WAR) method, outperform traditional Day-One (DO) 

deployments in both throughput and CAPEX efficiency. 

2.7.2 Physical Layer Impairment Modeling and Optimization 

Enhanced Generalized Gaussian Noise (EGGN) Model: Accurate impairment estimation is 

essential for effective MB system design and migration planning. The Enhanced Generalized 

Gaussian Noise (EGGN) model integrates several critical factors affecting signal quality. These 

include ASE noise, NLI components such as self-phase modulation, cross-phase modulation, and 

four-wave mixing, as well as ICXT effects, which are particularly frequency-dependent in MCFs. 

Additionally, the model accounts for ISRS, a nonlinear phenomenon that causes wavelength-

dependent power shifts, significantly impacting the accumulation of noise across the optical 

spectrum. The EGGN model enables dynamic calculation of the GSNR for each channel in the 

network. This calculation is vital for determining which modulation formats are feasibleτ

ranging from low-order schemes like BPSK up to high-order formats such as 64QAM. It also 

facilitates the estimation of achievable bit rates per channel and provides insights into the 

effects of partial network upgrades and mixed-band operations, helping to maintain service 

quality and network performance during migration phases. 

Power Optimization Strategies: To manage signal power distribution effectively and reduce 

nonlinear penalties across different bands, power optimization strategies, like Flat Launch 

Power (FLP) and Flat Receive Power (FRP) are employed. These approaches aim to maintain 

balanced power levels, thereby minimizing impairments that degrade signal quality. 

Furthermore, advanced techniques such as hyper-accelerated power optimization leverage 

system-wide constraints to determine optimal launch powers. This method enhances overall 

network efficiency by adjusting power levels dynamically to suit current network conditions and 

anticipated traffic demands. 

Impact of ISRS and ICXT on Migration: The nonlinear effect of ISRS causes power tilt across the 

spectrum bands, which leads to a reduction in effective GSNR and diminishes the modulated 

capacity of channels. This impact is especially significant during the transition from a C-band-

only configuration to a MB operation, where the spectrum is expanded. Meanwhile, ICXT effects 

become increasingly prominent as more cores and bands are activated, and spatial and spectral 

layouts become denser. These impairments complicate capacity planning and require 

incremental network reconfiguration strategies to mitigate capacity shortfalls. Careful 

management of these factors is crucial to prevent service interruptions and maintain QoT during 

the migration to MB optical networks. 
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2.7.3 Digital Twin-Enabled PaYG Migration Framework 

The Digital Twin (DT) concept in optical networks entails creating a real-time, synchronized 

virtual replica of the physical optical infrastructure. This virtual environment allows network 

operators to validate migration scenarios safely without any disruption to live services. By 

simulating different configurations such as amplifier settings, route changes, and spectrum 

allocations, operators can experiment within a realistic impairment model framework. This 

enables the quantification and understanding of cross-band nonlinear effects and the 

assessment of service-level impacts prior to actual physical deployment. Additionally, the digital 

twin framework supports automated network orchestration by integrating with SDN control 

planes and telemetry systems, providing seamless interaction between the virtual and physical 

network layers. 

The framework is structured into several key layers, each serving a critical role in managing and 

optimizing the optical network. The Data Collection Layer interfaces directly with essential 

network elements such as ROADMs, EDFAs, and transceivers using standardized protocols like 

gNMI and SNMP, ensuring timely access to essential KPIs. The Core Digital Twin Layer embeds a 

detailed representation of network topology and models fundamental physical impairments 

using advanced models like the EGGN model, alongside path and spectrum resource modeling. 

Built upon this is the Analytics and AI Layer, which harnesses data analytics and machine learning 

techniques to advise on network optimization, resource scheduling, and upgrade planning 

decisions. For user and operator interaction, the Visualization and Control Layer provides 

interactive dashboards and orchestration APIs, facilitating intuitive network monitoring and 

management. Lastly, the Integration Layer ensures connectivity and interoperability with 

Operations Support Systems (OSS), Business Support Systems (BSS), and cloud platforms, 

enabling wide operational integration across different IT and network domains. 

This digital twin-enabled framework is particularly powerful for supporting incremental 

migration strategies like PaYG, which dynamically add spectral bands in alignment with actual 

demand growth. By simulating such strategies in a controlled virtual environment, operators can 

anticipate and mitigate risks, notably reducing the likelihood of service disruptions by pre-

validating complex reconfiguration and traffic grooming plans before they are applied to the live 

network. Furthermore, the framework enables precise techno-economic analyses by quantifying 

both CAPEX and OPEX trade-offs associated with various upgrade paths. This capability equips 

decision-makers with reliable information to make informed investment and deployment 

strategies, ensuring cost-effective, scalable, and resilient MB optical network evolution. 

The PaYG migration framework introduces five novel algorithms, each distinguished by their 

level of reconfiguration aggressiveness and the underlying computational assumptions used to 

manage network upgrades. These algorithms are designed to incrementally expand optical 

network capacity by upgrading spectral bands in alignment with actual demand growth while 

balancing operational complexity and cost efficiency. 
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The PaYG-MinG algorithm adopts a conservative approach by assigning the minimal GSNR per 

band and avoids any reconfiguration of existing lightpaths. This simplicity makes it safe in terms 

of avoiding service disruptions during migration. However, the trade-off is that it under-utilizes 

network capacity and often requires earlier-than-necessary upgrades, which can lead to 

inefficient resource use and higher costs in the long run. 

In contrast, PaYG-WoR assumes a fully loaded MB network upfront to estimate impairments, 

yet it also avoids any reconfiguration activities. While this reduces the complexity and 

operational challenges associated with reconfiguration, its assumption tends to overestimate 

impairments, again resulting in premature network upgrades and underutilization of available 

capacity, which impacts cost-effectiveness. 

PaYG-WPR introduces partial reconfiguration by targeting only the unserved residual traffic 

(URT), migrating just this portion to the new band while leaving the rest intact. This method 

manages network capacity more efficiently and limits reconfiguration overhead. However, over 

time, as incremental changes accumulate, the approach may lead to spectrum fragmentation, 

potentially complicating future network expansions and spectrum management. 

The PaYG-WFR algorithm implements full reconfiguration, where entire affected lightpaths are 

migrated to the new band. This strategy significantly frees up capacity in the legacy C-band and 

ƛƳǇǊƻǾŜǎ ǘƘŜ ƴŜǘǿƻǊƪΩǎ ŦǳǘǳǊŜ-proofing skills by optimizing spectral usage. The trade-off is a 

higher operational effort and reconfiguration overhead, which requires careful orchestration 

and management to minimize service impact. 

The most aggressive and comprehensive method, PaYG-WAR, goes further by reconfiguring 

both affected and unaffected lightpaths to new bands. This maximizes spectral efficiency and 

delivers the best throughput and CAPEX savings among all strategies. However, it entails the 

highest volume of reconfiguration events and demands sophisticated orchestration capabilities 

to handle the operational complexity effectively. 

All these algorithms depend on advanced impairment-aware GSNR calculations based on the 

EGGN model, explicitly considering ISRS effects. Channel capacity and modulation formats are 

dynamically reassigned as network links are upgraded to wider spectral bands. The migration 

planning optimizes the timing and selection of link upgrades based on current traffic load and 

spectrum occupancy. This process is executed and evaluated within a digital twin environment, 

enabling risk-free simulation and validation of upgrade scenarios before real-world deployment. 

Figure 2.7-1 shows a snapshot of a Legacy-Agnostic Band Integration (LABI) migration flowchart 

concept. LABI enables seamless coexistence between existing legacy C-band services and newly 

activated spectral bands such as L-band or S-band. Crucially, LABI ensures that ongoing 

communications in the legacy bands remain uninterrupted during network upgrades, avoiding 

service disruptions that could otherwise impact users and operational stability. 

LABI achieves this by integrating advanced multi-layer service migration and reconfiguration 

algorithms that maintain both QoT and bitrate continuity throughout the incremental upgrading 
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process. These algorithms carefully manage how traffic and service routes adapt to changing 

spectral conditions, ensuring that established connections sustain required performance 

metrics despite evolving network conditions. 

A vital aspect of LABI is its inclusion of band-agnostic power optimization and modulation format 

assignment strategies. These techniques consider the complex nonlinear interactions that arise 

between different spectral bandsτespecially cross-band impairments like ISRSτenabling 

optimized signal power and modulation choices regardless of whether a flow is carried on legacy 

or new bands. This capability maximizes resource utilization across the entire spectrum. 

Practically, LABI serves as a critical enabler for migration, as it allows operators to upgrade 

network segments progressively without necessitating full shutdowns or wholesale hardware 

replacements. This flexibility is vital for real-world deployments, where maintaining continuous 

service is paramount and extensive infrastructure overhaul is often cost-prohibitive or 

operationally unfeasible. 

 

Figure 2.7-1 The flowchart of the proposed PaYG methods: LABI. 

2.7.4 Simulations, results and techno-economic evaluation 

The performance and economic evaluation of the proposed PaYG migration framework is based 

on extensive simulations conducted on three representative backbone network topologies: the 

USB14 (United States), SPNB14 (Spain), and JPNB12 (Japan). These topologies vary in scale and 

link characteristics, providing a robust testbed for analyzing the impact of migration strategies. 

Simulations employ advanced, flexible 64 Gbaud transceivers that support variable data rates 

between 100 and 600 Gbps by utilizing mixed modulation formats adapted dynamically to 

channel conditions. The optical spectrum is partitioned into 6 THz wide C-band and L-band 

segments, complemented by an 8 THz S-band with appropriate guard bands to prevent inter-

band interference. The simulations accurately model full system impairments, including ASE 

noise, NLI, ICXT, and ISRS, along with hardware-related penalties such as filtering and aging 

impacts. Traffic requests follow exponential arrival and holding time distributions, realistically 

portraying fluctuating network demand. 



                                                                                                         D2.2 SEASON - GA 101016663 
 

 

 
© SEASON (Horizon-JU-SNS-2022 Project: 101092766)                                                     page 57 of 158 

Dissemination Level PUB (Public) 
 

 

Figure 2.7-2 Established traffic of different approaches at various blocking rates in USB14, JPNB12, and SPNB14 

networks. 

The traffic simulation results shown in Figure 2.7-2 demonstrate that the PaYG-WAR (With All 

Reconfigurations) algorithm consistently outperforms all other PAYG variants and Day-One (DO) 

approaches in terms of throughput while keeping blocking probabilities below the critical 1% 

threshold. This performance advantage ranges between 15% to 40%, with the greatest gains 

observed in larger, long-haul backbone networks like USB14, where nonlinear effects such as 

ISRS tend to accumulate significantly along extended fiber spans.  

 

Figure 2.7-3 Number of links upgraded to C+L-band during network growth. 

As shown in Figure 2.7-3, the PaYG-²!w ŀƭƎƻǊƛǘƘƳΩǎ ŀƎƎǊŜǎǎƛǾŜ ǊŜŎƻƴŦƛƎǳǊŀǘƛƻƴ ǎǘǊŀǘŜƎȅ 

efficiently frees up spectral capacity, enabling better accommodation of incoming traffic. 

Conversely, the PaYG-WoR (Without Reconfiguration) approach delivers moderate throughput 

performance but does so without incurring reconfiguration overhead, making it suitable for 

operational scenarios prioritizing simplicity and stability over maximum capacity utilization. 

PaYG-MinG (Minimum GSNR) represents a conservative strategy that significantly underutilizes 

network capacity due to its pessimistic assumptions about impairments, which results in 

premature network upgrades and consequently higher capital expenditures. 
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Figure 2.7-4 Number of C-band and L-band components (RoBs, MCSs, and ILAs) deployed at varying traffic rates. 

CAPEX analyses shown in Figure 2.7-4 incorporate the costs of all critical network components, 

including ROADM-on-blade cards, inline amplifiers (ILAs), multicast switches (MCSs), and line 

cards (LCIs) across the C, L, and S bands. The model assumes that L-band components are 

approximately 20% more expensive than their C-band counterparts, reflecting current market 

trends and manufacturing costs. 

 

 

Figure 2.7-5 Number of reconfigured channels to either C-band or L-band channels for three different established 

traffic values. 

Operational efficiency, shown in Figure 2.7-5, is further enhanced under PaYG-WAR by 

minimizing the total number of upgraded links involved in transitioning to C+L-band use, 
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reducing the physical footprint of new hardware deployments. The intelligent use of grooming 

techniques coupled with advanced spectrum assignment ensures that the addition of network 

elements such as line cards and switches remains optimized, preventing costly overprovisioning. 

While PaYG-WAR involves a higher frequency of reconfiguration events relative to other 

algorithms, this is mitigated by leveraging SDN and digital twin platforms. These technologies 

enable rapid, automated reprogramming of network elements, significantly reducing the risk of 

service disruption. Furthermore, the incremental nature of PaYG migration facilitates energy-

efficient network scaling by activating additional spectral bands only when traffic demands 

necessitate expansion, aligning resource use with actual consumption patterns and supporting 

sustainable operation. 

The PaYG-WAR algorithm excels in minimizing capital expenditure by deferring widespread 

network upgrades until absolutely necessary, thus preventing premature investments (see 

Figure 2.7-6). By aggressively reconfiguring existing lightpaths to the L-band and effectively 

releasing capacity within the C-band, this approach reduces the number of links and amplifiers 

requiring upgrades, culminating in CAPEX reductions of up to 70% compared to DO deployment 

scenarios. The PaYG-WoR and PaYG-WFR algorithms also provide significant CAPEX savings, 

balancing between minimized operational complexity and improved resource utilization, albeit 

at varying levels of reconfiguration effort. 

 

Figure 2.7-6 CAPEX [CU/100G] for different approaches. 

2.7.5 Summary and conclusions 

This section addressed the escalating demand for enhanced data transmission rates and 

increased network capacity in elastic optical networks. We propose a novel legacy-agnostic band 

integration approach for cost-effective and seamless C+L- band optical network migration, 

focusiƴƎ ƻƴ ŀ άǇŀȅ-as-you-ƎǊƻǿέ όtŀ¸Dύ ǎǘǊŀǘŜƎȅ ǘƻ ƻǇǘƛƳƛȊŜ /!t9·Φ ¢Ƙƛǎ ŀǇǇǊƻŀŎƘ ƭŜǾŜǊŀƎŜǎ 

advanced modeling techniques, including the EGGN model, to account for ISRS and other 

nonlinear effects, ensuring optimal QoT.  

Through extensive simulations on real-world network topologies, we have compared the 

performance of various PaYG algorithms, against a traditional Day-One (DO) approach, 

demonstrating significant gains in throughput and CAPEX efficiency. The proposed PaYG-WAR 

(PaYG-With All Reconfigurations) outperforms other strategies, maximizing throughput while 
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minimizing the deployment of costly infrastructure components. Our results provide valuable 

insights for telecom operators seeking a financially viable and practical solution for migrating 

optical networks to C+L-band operation. Specifically, PaYG-WAR achieves 20% higher 

throughput compared to DO and PaYG-WoR (PaYG-Without Reconfigurations) and 17% more 

than PaYG-WFR (PaYG-With Full Reconfigurations), while requiring 25% less CAPEX than DO-CHB 

(DO-Channel Based). These findings underscore the potential of PaYG-WAR in facilitating 

efficient, cost-effective network upgrades to meet next-generation communication demands. 

2.8 RELIABILITY BASED ON HIERARCHICAL AGGREGATION 

This section provides a detailed explanation of the network and traffic engineering modelling 

approach for multi-homed, multi-layer hierarchical MANs, considering both the primary routers 

and their co-located lower hierarchical-level (HL) routers [San25, Arp24-2]. The hierarchical 

ƻǇǘƛŎŀƭ a!b ǳƴŘŜǊ ǎǘǳŘȅ Ŏƻƴǎƛǎǘǎ ƻŦ ǎŜǾŜƴ ŘƛǎǘƛƴŎǘ ǎǳōǎŜǘǎ ƻŦ Lt ƴƻŘŜǎΥ bјΣ bїΣ bіΣ bѕΣ bјŎΣ bїŎΣ 

ŀƴŘ bіŎΦ ¢ƘŜǎŜ ŎƻǊǊŜǎǇƻƴŘ ǊŜǎǇŜŎǘƛǾŜƭȅ ǘƻ ǘƘŜ I[пΣ I[оΣ I[нΣ ŀƴŘ I[м ƴƻŘŜǎΣ ŀƴŘ ǘƘŜ Ŏƻ-located 

HL4, HL3, and HL2 nodes. The network topology can be represented as a graph G(N, L), where N 

denotes the set of nodes (vertices) and L represents the set of links (edges). The node set N can 

be further divided into hierarchical subsets Nh, where h  ɴ{1, 2, 3, 4}. The overall set of nodes is 

the union of these subsets, excluding the co-located nodes. 

Since each node is assumed to have co-located routers corresponding to all lower hierarchical 

levels, the co-location relationships can be expressed as: 

¶ bјŎ Ґ bї  ᷾bі ᷾ bѕ 

¶ bїŎ Ґ bі  ᷾bѕ 

¶ bіŎ Ґ bѕ 

These relationships are illustrated in Figure 2.8-1. 

 

Figure 2.8-1  Venn diagram of the nodal sets. 

The real-world MANs based on the geographical distribution of nodes in urban areas exhibit 

more complex interconnections. Specifically, HLh nodes are not always hubbed solely through 

the immediately lower HL(hς1) nodes. Instead, they may be physically or virtually connected to 
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different HL(hςƳύ ƴƻŘŜǎΣ ǿƘŜǊŜ м Җ Ƴ ғ ƘΣ ŘǳŜ ǘƻ ǘƘŜ Ŏƻ-location of lower HL routers within 

higher HL levels. To illustrate this, consider the example shown in Figure 2.8-2, which depicts a 

hierarchical optical MAN with eight nodesτtwo from each hierarchical level. The corresponding 

optical-layer topology (layer zero) is shown in the top-left corner of the figure. 

 

Figure 2.8-2  An illustrative example for hierarchical multi-layer traffic engineering in an optical MAN. 

In this example, the HL4 node (node 1) has no direct optical connection to any HL3 nodes but is 

directly connected to a HL2 (node 2) and a HL1 (node 3). Traffic survivability is achieved through 

a multi-ƘƻƳŜŘ ŀǇǇǊƻŀŎƘΦ 9ŀŎƘ I[Ƙ ƴƻŘŜΩǎ ǘǊŀŦŦƛŎ ŘŜƳŀƴŘ ƛǎ ǊŜŎŜƛǾŜŘ ōȅ ŀǘ ƭŜŀǎǘ ǘǿƻ I[όƘςm) 

ƴƻŘŜǎΣ ŜƴǎǳǊƛƴƎ ǊƻōǳǎǘƴŜǎǎΣ ǿƘŜǊŜ м Җ Ƴ ғ ƘΦ Following shortest-path routing, nodes 2 and 3 

serve as the primary and secondary hubs, respectively, as indicated by flows 1 and 2 in the left-

hand table of Figure 2.8-2. In this case, a 100 Gbps optical channel (OCh) is allocated for both 

the primary and secondary connections to accommodate a 100 Gbps demand. Consequently, 

the IP flows carried by these OChs are limited to 50 Gbps each. The co-located HL3 routers at 

nodes 2 and 3 serve as aggregation hubs for these IP flows. 

Subsequent intra-datacenter optical connectionsτflow 3 from the HL3 to HL2 router at node 2, 

and flow 5 from the HL3 to HL2 router at node 3τeach use 50 Gbps OChs to transport two 25 

Gbps IP flows. This hierarchical traffic distribution continues down to the HL1 routers. 

Ultimately, the original 100 Gbps traffic is successfully delivered through two HL1 nodes using 

link- and node-disjoint paths. Notably, if a conventional 1+1 protection scheme were used, the 

required resources would be quadrupled. The proposed multi-homed approach therefore offers 

a resource-efficient and resilient design, maintaining full traffic survivability against single fiber 

cuts. To further ensure robustness against node failures, two important design constraints are 

defined: 

Remark 1: The hub of a co-located router in an HLh node cannot itself be a co-located router in 

a lower HL(hςƳύ ƴƻŘŜΣ ǿƘŜǊŜ Ƙ Җ о ŀƴŘ м Җ Ƴ ғ оΦ 

Remark 2: The optical channel (OCh) capacity in HLh nodes (for h < 4) is calculated as: OCh 

capacity = R / (Np ς Npςc), where: 

¶ R is the aggregated traffic at the HL2 node, 
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¶ Np is the total number of primary and secondary paths hubbed to the HL1 node under study, 

and 

¶ Npςc is the number of paths originating from HL2 or HL3 nodes co-located with other HL1 

nodes and hubbed to the HL1 site under study. 

These two remarks are clarified with the following examples. For Remark 1, consider flow 4 in 

Figure 3. Although node 3 is geographically close to node 2, the hub of the co-located HL3 router 

at node 2 must be the HL2 router at node 4τnot the co-located HL2 at node 3. Otherwise, a 

node failure at the top HL1 would reroute only 50% of the original 100 Gbps traffic. For Remark 

2, consider the flows entering the top HL1 router. If each OCh were configured with a 25 Gbps 

capacity, an HL1 failure would cause complete loss of the original traffic. For instance, the 

ōƻǘǘƻƳ I[мΩǎ ŦŀƛƭǳǊŜ ǿƻǳƭŘ ŜƭƛƳƛƴŀǘŜ ǘƘŜ нр DōǇǎ Ŧƭƻǿ ǇǊƻǾƛŘŜŘ ōȅ Ŧƭƻǿ мпΦ LŦ ǘƘŜ ǊŜƳŀƛƴƛƴƎ 

OChs were also 25 Gbps, only two-thirds of the traffic would survive. Therefore, to guarantee 

full traffic recovery, the OChs corresponding to flows 7, 9, and 12 should each have a capacity 

of 33 Gbps.  

The LAND (Link and Node Disjoint) algorithm presented in [Arp24-2] is a routing method 

designed to enhance the reliability of optical metropolitan networks by ensuring complete 

separation between the primary and backup paths used to carry traffic. It works by calculating 

pairs of routes between network nodes so that the two paths do not share any common links or 

intermediate nodes. This guarantees that if one path is disrupted -by a fiber cut, node 

malfunction, or other failure - the alternative path remains completely unaffected and can 

ƛƳƳŜŘƛŀǘŜƭȅ ǘŀƪŜ ƻǾŜǊ ǘƘŜ ǘǊŀŦŦƛŎΦ ¢ƘŜ ŀƭƎƻǊƛǘƘƳ ƻǇŜǊŀǘŜǎ ƻƴ ǘƘŜ ƴŜǘǿƻǊƪΩǎ ǘƻǇƻƭƻƎȅ ōȅ ŦƛǊǎǘ 

ŘŜǘŜǊƳƛƴƛƴƎ ǎŜǾŜǊŀƭ ǎƘƻǊǘŜǎǘ ǇŀǘƘ ƻǇǘƛƻƴǎ ōŜǘǿŜŜƴ ƴƻŘŜǎ ǳǎƛƴƎ 5ƛƧƪǎǘǊŀΩǎ ŀƭƎƻǊƛǘƘƳΦ Lǘ ǘƘŜƴ 

filters and pairs these paths to select combinations that are fully link- and node-disjoint, 

prioritizing those with the fewest hops and shortest total distance. In this way, LAND ensures 

complete physical diversity between the main and backup routes, forming the foundation of the 

ƴŜǘǿƻǊƪΩǎ ǎǳǊvivability strategy. 

Summarizing, in combination with the traffic engineering mechanisms of the 6D-MAN planner 

[Arp24-2], the LAND algorithm enables a multi-homed network structure where each lower-

level node connects to multiple higher-level nodes through disjoint paths. This architecture 

allows traffic to be dynamically rerouted in case of failures while maintaining service continuity. 

As a result, the metropolitan network achieves high resilience and robustness, ensuring 

uninterrupted operation even under adverse conditions. 
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3 POWER-EFFICIENT AND COST-EFFECTIVE SOLUTIONS 

FOR ACCESS-METRO SEGMENT 

3.1 DYNAMIC SPATIAL AGGREGATION FOR ENERGY-EFFICIENT PASSIVE 

OPTICAL NETWORKS 

The spatial PON architecture proposed in SEASON leverages dynamic spatial aggregation to 

enhance the energy efficiency of Passive Optical Networks (PONs). The evaluation proceeded 

beyond isolated PON performance to assess energy saving levels achievable when integrating 

spatial PON with Radio Unit (RU) and Distributed Unit (DU) scaling in a real 5G O-RAN 

deployment. 

A field trial was conducted in L'Aquila, Italy, demonstrating the first deployed multi-core fiber 

(MCF) infrastructure that combines spatial PONs with O-RAN-based DU scaling. The system 

dynamically activates and deactivates both optical line terminal (OLT) ports and spatial lanes in 

coordination with 5G radio resources based on actual traffic conditions. 

The architecture operates through coordinated control across multiple domains: when a RAN 

Intelligent Controller (RIC) detects increased traffic demand, it triggers not only DU activation 

but also coordinates with the PON controller to enable corresponding spatial lanes, ensuring 

adequate bandwidth for the additional capacity. This traffic-driven orchestration integrates 

access and radio domains to optimize both performance and energy consumption. 

Figure 3.1-1 presents the measured power consumption dynamics during experimental 

validation, showing three operational scenarios: 

¶ Baseline (blue line): Both RUs and PON ports continuously active, consuming 185W 

¶ Measured operation (yellow line): Dynamic system transitioning from ~170W (single 

RU/PON active) to ~185W (dual operation) and back 

¶ Achievable scenario (red dashed line): Theoretical operation with complete RU shutdown 

capability 
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Figure 3.1-1 Power consumption dynamics during RU/DU scaling experiments. 

The experimental results demonstrate concrete energy efficiency gains: 

¶ 15W (8%) measured reduction: Achieved through traffic-driven orchestration that 

deactivates one RU and its corresponding PON port during low-traffic conditions 

¶ 35W (19%) achievable saving: Theoretical maximum if complete RU shutdown were 

available in the commercial O-RAN equipment used 

The system successfully scales from single-lane operation (one active RU/DU with one spatial 

PON core) to dual-lane configuration (two active RU/DUs with two spatial PON cores) in 

approximately 50 seconds, including all control-plane and data-plane reconfigurations. This 

automated orchestration is coordinated through a Network Service Orchestrator (NSO) that 

manages the O-RAN RIC, PON Controller, and Metro Controller to achieve end-to-end service 

delivery. 

The 8% measured energy reduction represents savings per small cell under low traffic 

conditions. These results validate that coordinated control of spatial PON resources and radio 

access elements provides measurable energy savings while maintaining service quality for 

demanding applications such as augmented/virtual reality. The integrated architecture 

demonstrates that spatial PON energy efficiency gains are amplified when coordinated with 

dynamic radio resource management in converged access-metro deployments. 

 

3.2 POWER CONSUMPTION OF DSCM TRANSCEIVERS IN THE METRO-

AGGREGATION DOMAIN 

To investigate power consumption in the metro-aggregation domain, we generalized the 

network topology, producing a reference construction that would allow us to study not only how 

power consumption behaves but also how performance is affected as network characteristics 

change (e.g., by increasing traffic volume). In D2.2 [SeaD2.2], we described the methodology 
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behind the creation of the network scenarios: we randomly generate horseshoe topologies 

based on a given number of horseshoes, leaf nodes, fiber spans, and traffic demands, which are 

all drawn from probability distributions based on realistic network examples provided by 

Telecom Italia [Cas24, Cas24-2]. 

Since DSCM slices the spectrum of a broadband signal into narrower spectral pieces (e.g., the 

64-GHz-wide spectrum of the 400 Gb/s signal is divided among 16 digital subcarriers (DSCs)), we 

Ŏŀƴ ǘƘƛƴƪ ƻŦ ŀƴŘ ƻǇŜǊŀǘŜ ǘƘŜ ƛƴŘƛǾƛŘǳŀƭ 5{/ǎ ŀǎ ƛƴŘŜǇŜƴŘŜƴǘ άŎƘŀƴƴŜƭǎέ, allowing us to activate 

or deactivate these bandwidth resources as needed. This flexibility permits us to operate the 

transceiver pluggables either at full capacity (i.e., as traditional single-carrier transceivers) or at 

an adjusted operation (i.e., with the minimum required number of subcarriers to address traffic 

demands). To carry out an analysis of the operating conditions of the transceiver modules, it is 

necessary to create a model for their power consumption. Here, the overall power consumption 

of a transceiver is determined by that of the application-specific integrated circuit (ASIC) and 

that of the optical components (e.g., laser, modulator, coherent receiver, etc.). Figure 3.2-1 

shows the estimated overall power consumption of a digital subcarrier multiplexing (DSCM)-

capable transceiver for different operating conditions (i.e., capacity values) as a function of the 

number of active DSCs. In this graph, we can observe and infer how it can be possible to lower 

power consumption across the network by configuring the operating conditions of the 

pluggables in accordance with the traffic conditions. These savings are achieved by turning off 

elementsςor operating them at limited capacityτof the transceiver such as FEC, equalizers, 

clock recovery, etc. It must be noted, however, that there are common elements that are shared 

among all of the DSCs (e.g., analog-to-digital and digital-to-analog converters). 

 

Figure 3.2-1 Normalized overall power consumption of a DSCM-capable transceiver for different operating conditions 

as a function of the number of active DSCs. 

To reduce power consumption across the network, an adjusted operation of the transceivers is 

not the only measure we can adopt; a point-to-multipoint (P2MP) communication paradigm 

offers us the possibility of consolidating elements to establish multiple connections 

simultaneously, therefore reducing the number of transceivers across the network. With regards 

to DSCM, P2MP refers to a realization that delivers high bandwidth and simplifies the network 

architecture by substituting multiple low-speed P2P pluggables at the hub node(s) for a single 

higher-speed unit capable of communicating with multiple endpoints simultaneously. Following 
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this, Figure 3.2-2 exemplifies four possible alternatives to fully connect a four-sublink network 

topology and operate as P2MP. 

 

Figure 3.2-2 Example of a network scenario with four sublinks, illustrating different levels of optical aggregation: 

(a) optical aggregation within a single horseshoe, (b)  and (c) show pairings of different subgroups of horseshoes, and 

(d) optical aggregation of all possible horseshoes. 

These examples represent different levels of optical aggregation: from no aggregation at a 

horseshoe level (i.e., only optically aggregating traffic from leaf nodes within a single horseshoe) 

to a complete aggregation of all possible horseshoes and, therefore, leaf nodes to a single 

transceiver source. To quantify the level of optical aggregation, the degree to which transceiver 

resources are (re)utilized at the hub node, we defined a metric called level of aggregation as Eq. 

9 where Agg represents how many sublinks are simultaneously connected to a given (set) of 

transceivers at the hub node, and Cs denotes how many sublink combinations are necessary to 

guarantee full connectivity across the network. Optical aggregation, by being a generalization of 

the P2MP operation of a single horseshoe, has the implication of requiring fewer transceiver 

pluggables at the hub node as the aggregation level increases. This, however, is not a trivial 

decision for the deployment of a network, as there is a delicate balance between operating 

conditions of the network, traffic requirements, and optical performance. 

ὃὫὫȢὒὩὺὩὰ 
ρ

ὅ
Ͻ ὃὫὫ Eq. 9 
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Figure 3.2-3 Average OSNR margin value as a function of the type of network and optical aggregation level over the 

ȅŜŀǊǎ ŀǎ ŀ ŦǳƴŎǘƛƻƴ ƻŦ ǘƘŜ ǎƛƳǳƭŀǘŜŘ ǘǊŀŦŦƛŎ ƎǊƻǿǘƘΦ Lƴ ǘƘŜ ƭŜƎŜƴŘΣ ǘƘŜ ƴǳƳōŜǊǎ ǘƘŀǘ ǇǊŜŎŜŘŜ ŀƴŘ Ŧƻƭƭƻǿ ǘƘŜ ƭŜǘǘŜǊ άIέ 

indicate the number of horseshoes present in the network topology and the optical level of aggregation, respectively. 

Figure 3.2-3 illustrates the change in optical performance, represented by the optical signal-to-

noise ratio (OSNR) margin as a function of traffic growth across time and level of aggregation. 

These graphs evidence not only the performance degradation of the network over time, as the 

number and operating conditions of the transceivers change, but also how different growth 

rates accelerate this process. For instance, at a 30% or 40% year-over-year growth in terms of 

traffic volume, major network upgrades (e.g., multiple new transceiver units, and the 

corresponding passive optical components) will have to be considered ƛƴ ŀ ΨǇŀȅ-as-you-ƎǊƻǿΩ 

model much more quickly than under more relaxed conditions (e.g., 10% or even 20% growth). 

Moreover, based on this analysis, it is possible to define conditions for a desired margin of 

operation to account for unexpected degradations, avoiding interruption of the service, and plan 

when and how to carry out enhancements to the network.  

After ensuring the desired optical performance of the network and addressing the capacity 

requirements of the nodes, and by knowing the operating conditions of the transceiver modules, 

we can determine the relative power consumption of the transceivers according to the data 

depicted in Figure 3.2-1. More specifically, the calculation contemplates the number of units at 

the hub and leaf nodes, their maximum capacity (e.g., 100 Gbit/s or 400 Gbit/s), and the 

minimum required number of DSCs to cover the data demands. Then, from these conditions and 

Figure 3.2-1, we calculate a normalized power consumption for a point-to-point (P2P) 

deployment and all the possible P2MP implementations based exclusively on DSCM-capable 

transceivers.  
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Figure 3.2-4 Relative power savings with respect to P2P (full capacity) as a function of time. Data are segregated 

according to type of network and year-over-year traffic growth. 

To determine potential savings due to the flexible adjustment of SCs and the implementation of 

a P2MP communication strategy, our baseline/reference is represented by the P2P scenario, 

where the DSCM-capable transceivers operate at full capacity regardless of the traffic demands 

of the leaf nodes in the network. Figure 3.2-4 presents a summary of power savings according 

to size of the network and traffic growth as a function of time. The results reveal that, while 

flexibly controlling bandwidth resources (i.e., DSCs), the savings originating from this single 

measure alone are limited. On the other hand, reducing the number of pluggables by means of 

optical aggregation appears to significantly reduce the power footprint of the network. At this 

point, before going any further, there is one important disclaimer regarding Figure 3.2-4 (and by 

extension, Figure 3.2-1): power savings are, in this case, determined by the consumption ratio 

between the types of transceivers considered in the study. Here, the data for a 100 Gbit/s 

pluggable does not correspond to a native, produced transceiver, but rather represents a 400-

Dōƛǘκǎ ƳƻŘǳƭŜ ǘƘŀǘΩǎ ƻǇŜǊŀǘƛƴƎ ŀǘ ŀ ƭƻǿŜǊ ǊŀǘŜΦ Consequently, the relation between the higher-

speed and lower-speed modules defines the limits and expectations regarding power 

savings [Cas24-2]. 

Now, to fairly evaluate P2P and P2MPτin the sense of single-carrier traditional systems and 

DSCM, respectivelyτ, we first need to consider that transceivers specifically designed for 

100 Gbit/s operation should be able to lower power consumption compared to Figure 3.2-1 by 

implementing changes in the DSP architecture and their design. Then, the question changes to: 

what should be the reference power consumption of a native, DSCM-capable 100 Gbit/s unit for 

a P2MP deployment to consume as much power as a P2P implementation utilizing single-carrier 

P2P modules [Adt22]. 
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Figure 3.2-5 Maximum possible power consumption for native DSCM-capable 100 Gbit/s transceivers to ensure neutral 

consumption compared to P2P single-carrier 100 Gbit/s units. 

Figure 3.2-5 summarizes our results, creating guidelines for the design of effective transceivers 

to deploy energy-efficient networks. These data points represent a comparison at a transceiver 

level (i.e., ignoring the power consumption of all other components in the horseshoe networks) 

between P2P with single-carrier units and P2MP with DSCM. By knowing the power 

consumption of the DSCM-capable 400 Gbit/s module and of the single-carrier pluggables, we 

can determine the maximum amount of power that a 100 Gbit/s transceiver can consume and 

still deploy DSCM networks that are as energy-demanding as traditional P2P ones. In this 

diagram, the multicolor markers indicate the levels of aggregation, while the line styles denote 

the power consumption of the reference 100 Gbit/s P2P transceivers. This investigation 

demonstrates how both optical aggregation and the reduction of transceivers can relax the 

requirements for the lower-speed DSCM-based modules, while also illustrating how high traffic 

volume reduces the effectiveness of P2MP, as the network practically operates as a P2P system. 

3.3 COMPARISON OF DIFFERENT TRANSPORT SOLUTIONS FOR FH IN THE RAN 

IN DIFFERENT GEOTYPE SCENARIOS AND DIFFERENT TIME HORIZONS 

With the evolution towards 6G, the fronthaul segment is expected to become even more 

bandwidth demanding. As such, coherent technologies are promising candidates to deliver the 

required levels of bandwidth. However, adopting traditional Point-to-Point (P2P) and 

Wavelength Division Multiplexing (WDM) approaches can prove costly and inflexible when 

scaling to meet the increasing demands of 6G networks.  

In this subsection, an update of the study on the comparison of different transport solutions to 

carry the front-haul (FH) flows in the RAN between the RU located at mobile site and DU function 

located in the Central Office (CO) is reported. Preliminary results of the study were already 

included in subsection 3.4 of D2.2. New results have been obtained with updated cost parameter 

values achieved in the final version of the SEASON Cost model (see Section 6). Additional views 

and a new analysis of the results are also provided. A description of the scenario and model is 

provided here for clarity, although all the details on scenario setting can be found in the previous 

deliverables D2.1 [SeaD2.1] and D2.2 [SeaD2.2] 
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The analysis has been made in different conditions of macro and small cell deployments (four 

geotypes configurations reflecting areas with different population densities and socio-economic 

context) and in two different time frames, medium- and long-term (MT and LT, respectively), 

each of them with specific configurations and requirements of radio layers at mobile sites. The 

assumption is that four operators share the same mobile site and the transport service is one 

for all of them. In Table 3.3-1 the radio carrier parameters applied in the study are specified. The 

table shows for both category of cells (macro and small) each Bands range identifier, the 

corresponding Bands range, the number of bands within the Bands range, the carrier width in 

MHz, the MIMO layers and the resulting front haul datarate in Gb/s (FH Gbps). The values of FH 

data rates given Table 3.3-1 are for Split 7.2 option [ORA21]. 

Table 3.3-1 Assumptions on radio carrier parameters in each bands range for macro and small cells. 

Cell type ς BR 
id. 

Bands 
Range 

N. of 
Bands 

Carr. Width 
[MHz] 

MIMO 
layers 

FH data rate 
[Gb/s] 

Macro - BR1 Sub GHz 4 10 16x16 4.32 

Macro - BR2 1-3 Ghz 4 20 16x16 8.64 

Macro - BR3 3-7 Ghz 2 100 8x8 21.16 

Small ς BR1 3-7 Ghz 3 200 4x4 10.58 

Small ς BR2 7-15 GHz 1 2000 4x4 211.6 

Small ς BR3 24-26 GHz 2 1000 4x4 105.8 

 

In Table 3.3-2, the number of carriers for each geotyope and for the two timeframes (MT and 

LT) are provided. For each carrier, three cells are considered in macro cell sites (i.e., three-

sectorial sites), while small cell sites are single-cell sites. The data rate transportation need of a 

macro cell site or a small cell site is obtained combining of FH data rates in Table 3.3-1, number 

of carriers in each radio site as in Table 3.3-2 and number of cells per carrier. Please note that 

FH streams originate from each individual RU, and as such they can be transported separately 

or aggregated, depending on the solution chosen for transport between the site and the central 

office. 

Table 3.3-2 Number of site carriers for different geotypes and the two timeframes. 

Cell type 
Band Range 
Identifier 

Dense Urban Urban Suburban Rural 

MT LT MT LT MT LT MT LT 

Macro - BR1 8 8 8 12 8 16 4 12 

Macro - BR2 12 16 8 16 8 12 4 8 

Macro - BR3 8 8 4 8 4 8 4 4 

Small ς BR1 8 12 4 8 0 4 0 0 

Small ς BR2 0 4 0 4 0 0 0 0 

Small ς BR3 4 8 4 4 0 4 0 0 

 

The FH signal transport problem consists in carrying the streams from each RU to the Distributed 

Unit (virtual, vDU, or physical, like a conventional base-band unit) located at the CO. The size of 
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the stream depends on the channel width and the number of MIMO layers, depending in turn 

on the type of RU. As already said, the values of FH datrates are given in Table 3.3-1 for Split 7.2 

option [ORA21]. These flows can be transported separately or aggregated, in the last case all or 

subset of them can be aggregated. 

The three options taken into account for the transport of FH flows are illustrated in Figure 3.3-1 

which refers to a macro cell site. On the left we have the radio mobile site with its multiple radio 

carriers active, each of them made of three cells (if the site was small cell, it would be one), one 

RU per cell. The central office is where the RAN Distributed Unit (DU) function is located, which 

is typically run on servers in virtualized mode (vDU) [ORA21]. The DU processes all FH flows and 

forwards them to the Centralized Unit (CU) of the RAN. Typically, a router performs the 

aggregation function of multiple FH flows. Between the mobile radio site and the central office, 

a transport system based on fiber connectivity is required. 

 

Figure 3.3-1 Alternatives solutions for FH traffic transportation examined. 

The first option (inset (a) of Figure 3.3-1, P2P - Cell Site Router) uses a layer 3 aggregator switch 

for all FH flows coming from the RUs and exchange the traffic with the CO trough circuits made 

with grey transponders and fibers. A dedicated couple of fiber (one for each direction of 

monodirectional transmission) is used for each circuit. Depending on the traffic collected and 

the data rate of the grey transceivers used, one or more circuits could be required. 

The second option considered, uses a WDM system (typically CWDM, inset (b) of Figure 3.3-1, 

WDM) to optically multiplexing the signals from the RUs onto a single line system and carry the 
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traffic to the CO. This system proves adequate when the data rate of the FH flows makes good 

use of the WDM system; this happens when the single flows are in the order of one Gb/s or 

higher, but it is inefficient for the transport of lower bit rate flows. To overcome this drawback, 

it is possible to insert a low-capacity aggregator router that aggregates the low bit rate flows 

into a single circuit at 1 Gbps or higher to be transported over the WDM system. 

Finally, the third option considered (inset (c) of Figure 3.3-1, DSCM P2MP DSCM ) uses coherent 

transceivers that implement digital subcarrier multiplexing and which allow for point-to-

multipoint networking with a hub at the CO and leaves at the radio base station. Since the 

granularity of DSCM flows is 25 Gb/s, packet multiplexing of low-bit-rate FH signals is necessary, 

while high-bit-rate FH flows (>10 Gb/s) can be efficiently transported by a single subcarrier or 

by two subcarriers if data rate is greater than 25 Gb/s (according to hypothesis there are no FH 

flows from a single RU exceeding 50 Gb/s). This is the reason for the presence of the multiplexing 

router at the radio base station. 

We can summarize that in the first case we have a solution based on full-packet multiplexing 

and gray optics, in the second we have analog optical multiplexing (WDM), and in the third we 

are dealing with optical digital subcarrier multiplexing. In the second and third options, however, 

partial-packet multiplexing of low data rate FH flows becomes necessary to optimize the 

utilization of optical signals. In accordance with the hypotheses presented, the results shown in 

Figure 3.3-2 were obtained. These results update those reported in [SeaD2.2] and [Mar25] as 

they apply the cost values presented in this document, which were not previously available. 

The costs used for the economic evaluation are those reported in Table 6.1-2 for the grey 

transceivers, in Table 6.1-3 for the WDM transponder, Table 6.1-4 for DSCM coherent 

transceivers, and Table 6.1-6 for the Router respectively. A factor of x4 is applied in the last case 

as router is expected to cost four times a layer 3 switch for the same capacity. The WDM 

multiplexer in case (b) was assigned the cost of 0.24 CU. For the DSCM modules, the best and 

worst case scenarios were evaluated using the minimum and maximum cost values from the 

ranges provided in Table 6.1-4. The results presented in Figure 3.3-2 demonstrate the techno-

economic performance of the three transport solutions across different deployment scenarios. 

The analysis reveals several key insights regarding both CAPEX and energy consumption patterns 

across the four geotypes considered. 



                                                                                                         D2.2 SEASON - GA 101016663 
 

 

 
© SEASON (Horizon-JU-SNS-2022 Project: 101092766)                                                     page 73 of 158 

Dissemination Level PUB (Public) 
 

 

Figure 3.3-2 Capex and annual energy consumption comparison. 

The P2P solution consistently exhibits the highest CAPEX across all geotypes, particularly in 

dense deployments, where it reaches approximately 330 c.u. in the dense urban scenario. This 

increased cost stems primarily from the requirement for dedicated fiber pairs and multiple grey 

transceivers for each fronthaul link. The WDM solution offers substantial CAPEX savings 

compared to P2P, with reductions ranging from 40-50% across different geotypes. This efficiency 

results from the optical multiplexing capability that reduces the number of required fibers and 

leverages economies of scale in the optical transport layer. 

The P2MP DSCM solution demonstrates the most attractive CAPEX profile, especially when 

considering the best case scenario with lower cost assumptions for DSCM transceivers. In this 

configuration, CAPEX reductions of up to 60% compared to P2P are achieved in dense urban 

scenarios. Even in the worst case with higher DSCM transceiver costs, the P2MP solution remains 

competitive with WDM across most deployment scenarios. The rural geotype shows the smallest 

absolute differences between solutions, reflecting the lower traffic aggregation requirements 

and reduced complexity in sparse deployments. 

Energy consumption patterns largely follow the CAPEX trends, with P2P solutions requiring the 

highest power consumption due to the larger number of active transceivers and Layer 3 

switching equipment. Dense urban deployments show P2P energy consumption reaching 

approximately 85 MWh/year. WDM solutions achieve energy savings of 30-40% compared to 

P2P across all geotypes, primarily through the elimination of multiple grey transceivers and the 

efficient optical multiplexing approach. The P2MP DSCM solution demonstrates the most 

favorable energy profile, with consumption reductions of up to 50% in the best case scenario. 

This efficiency results from the point-to-multipoint architecture that reduces the overall number 

of active optical components and eliminates the need for multiple point-to-point connections. 

The comparison between Medium Term (MT) and Long Term (LT) scenarios reveals the impact 

of evolving radio requirements. The LT scenarios generally show higher absolute costs and 

energy consumption due to increased capacity requirements from additional radio carriers and 

higher MIMO configurations. However, the relative performance rankings between transport 

solutions remain consistent across time frames. Dense urban environments show the largest 
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absolute differences between solutions, making solution selection most critical from both CAPEX 

and OPEX perspectives, while rural deployments show minimal differences between solutions, 

suggesting that solution selection may be driven by factors other than pure cost optimization. 

These results indicate that P2MP DSCM solutions offer the most promising techno-economic 

performance, particularly in high-density deployments where the benefits of point-to-

multipoint architecture and digital subcarrier multiplexing are most pronounced. 

 

3.4 COMPARISON BETWEEN WDM P2P AND P2MP TRANSCEIVERS WITHIN 

A FULL MESH FOR FH NETWORK 

The RAN fronthaul physical layer, essential for scalable 5G deployments, interconnects 

virtualized distributed units (vDUs) with remote radio units (RRUs) over robust optical transport. 

As detailed in Section 5.1.1 of D3.3, this layer integrates transceivers, optical fibers, splitters, 

amplifiers, and optical line system components to enable high-speed bidirectional transmission 

through WDM and 400G modules. 

Building on this foundation, we designed, implemented, and validated an upgraded optical 

network (Figure 3.4-1) featuring a bidirectional ring topology across two hubs and two leaf sites. 

By employing P2MP-capable XR pluggables and 2×2 splitters, we reduced the number of 

transceivers by one-third, minimized insertion losses, and extended reach without EDFAs. The 

architecture is modular and scalable, supporting additional nodes and transceivers with minimal 

changes. 

 

Figure 3.4-1 Fronthaul architecture using XR transceivers. 

A key result is the 32.8% reduction in energy consumption, achieved by cutting power use from 

нтп ² ǘƻ муп ²Σ ǘƘŀƴƪǎ ǘƻ ·w ǘǊŀƴǎŎŜƛǾŜǊǎΩ ƘƛƎƘŜǊ ƻǇǘƛŎŀƭ ƻǳǘǇǳǘ ŀƴŘ ŦŜǿŜǊ ŀŎǘƛǾŜ ŎƻƳǇƻƴŜƴǘǎΦ 

This validates the potential of XR-based fronthaul transport to deliver sustainable, cost-efficient, 

and scalable solutions for next-generation mobile networks. 
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Table 3.41 summarizes the cost comparison between the two fronthaul architectures. By 

adopting XR transceivers and simplifying the optical design, the total equipment cost is reduced 

from 80.7 kUSD to 48 kUSD, primarily due to the elimination of EDFAs and the lower number of 

standard transceivers required. This confirms that the proposed XR-based solution not only 

enhances performance and energy efficiency but also significantly decreases capital 

expenditure. 

Table 3.3.41 Cost Comparison between the two architectures. 

Components Present previous 
setup 

Present new 
setup 

Single cost Total Cost 
without XR 

Total cost with 
XR 

Transceivers 12 0 6000$ ~ 72.000$ 0$ 

Transceivers XR 0 8 6000$ ~ 0$ 48.000$ 

EDFA Amplifier 3 0 2500$ ~ 7.500$ 0$ 

Splitter 12 4 100$ ~ 1.200$ 400$ 

Total cost    80.700$ 48.000$ 

 

3.5 VALIDATION OF 400 GB/S WITHIN FH NETWORK 

The network architecture we developed for the Fronthaul segment features an arrangement 

where vDUs and RRUs are linked through packet switches and Optical Line Systems (OLS), 

employing 400G QSFP-DD transceivers to enable high-speed data transfer. This setup consists 

of a bidirectional fiber ring combined with a logical mesh topology. 

 

Figure 3.5-1 Filterless OADM and OLT nodes (OLS). 

Figure 3.5-1 illustrates the internal layout of the OLS. Its reliance on straightforward, non-

selective splitting and the versatility of pluggable EDFAsτcombined with wavelength control via 

tunable transceiver lasersτenables channels to be added or dropped on the fly. This makes the 

design both adaptable and scalable to diverse network requirements. In essence, the 

architecture represents a sophisticated optical network optimized for high-speed throughput, 

consistent signal levels, and flexible wavelength assignment. Physically, it forms an open-ring (or 
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horseshoe) topology, while logically all nodes are fully meshed through dedicated wavelength 

paths. 

Because of the drop-and-continue functionality, an N-node ring uses N(Nς1)/2 wavelengths. The 

ά¢ŜǊƳƛƴŀƭ h[{έ ǎƛǘǎ ŀǘ ǘƘŜ ŜƴŘ ƻŦ ǘƘŜ ƻǇŜƴ ǊƛƴƎΤ ƛǘǎ ŀƳǇƭƛŦƛŜǊǎ ŀƴŘ ǇŀŘ ŀǘǘŜƴǳŀǘƻǊǎ ŀǊŜ ƻǇǘƛƻƴŀƭΦ 

Each OADM OLS employs a 2:2 splitter for in-line add/drop operations on the trunk fiber and 

M:1 splitters to merge or separate drop/add channels for the transceivers. A PAD attenuator 

balances the power between added channels and the through channels. Two configurations are 

considered: 

¶ Option 1: a single 2:2 coupler handles both in-line, colorless add and drop functions 

¶ Option 2: separate 1:2 splitters for the add and drop portions of the in-line path 

Both single- and dual-amplifier pluggable modules include automatic gain control (AGC) and 

automatic power control (APC) to stabilize output under varying inputs. The single-amplifier 

version additionally provides gain flatness control and a tunable output power range of 15ς17 

dBm, whereas the dual-amplifier model offers a fixed 15 dBm output. The comparison between 

both amplifiers is presented in Table 3.5-1. 

Table 3.5-1 Comparison between Single and Dual EDFA amplifier. 

Property Dual EDFA Single EDFA 

Channels 8 15-48 

AGC Yes Yes 

APC Yes Yes 

Flatness Control No Possible 

Output Power 15 dBm 15-17 dBm 

NF Typical 6.5 dB 6.5 dB 

 

The reference performance of coherent pluggable 400G transceivers, based on the latest 

OpenZR+ specifications, includes the high-level parameters essential for end-to-end feasibility 

assessment reported in Table 3.53.5-2. 

Table 3.53.5-2 Comparison between transceivers 400G Coherent and 200G Coherent. 

 400G Coherent 200G Coherent 

TX o/p -10 dBm / 3 dBm -9 dBm / 3 dBm 

TX OSNR 34 dB 34 dB 

RX OSNR 24 dB 16 dB 

RX i/p -12 dBm -18 dBm 

CD 20000 ps/nm 50000 ps/nm 

 

The low-power variant tops out at ς10 dBm launch power, whereas the high-power model 

reaches +3 dBm by incorporating an optical amplifier and, if desired, a tunable noise-reduction 

filter. As expected, the fixed-gain nature of the amplifier and the modest output of the entry-
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level transceiver impose the greatest constraints. Achieving adequate OSNR and receiver 

sensitivity at these high data rates also presents a significant challenge. 

In the filterless OADM layout described above, a fixed attenuator (node pad) is needed to match 

the amplified pass-through channels to the locally inserted low-power channels. That extra 

insertion loss cuts into the overall power budget and degrades the receive margin. While link-

budget calculations with low-power optics show the concept can work, separating the drop and 

add pathsτas in OLS option 2τprevents the pad from reducing the dropped signal level. By 

decoupling the equalization pad from the drop function, we avoid that penalty, although this 

requires an extra splitter in the main fiber line. Under this scheme, the achievable span budget 

is (the calculation details are presented in Table 3.5-3 and Table 3.5-4): 

¶ A four-node ring using six wavelengths 

¶ 3 dB of fiber loss allowance per span 

¶ 24 dB of EDFA gain 

Table 3.5-3 Calculation details for the 4 nodes, low-power case. 

Field Value Unit 

Power EDFA 17.0 dBm 

TX power -10.0 dBm 

Span Loss 24.0 dBm 

Nodes 4.0  

N wavelengths 6.0  

Max Pch 9.2 dBm 

Pch 3.5 dBm 

Gross OSNR 26.2 dB 

 

Table 3.5-4 Additional calculation details for the 4 nodes, low-power case. 

 OLS opt 1 OLS opt 2 Unit 

Net OSNR 24,7  dB 

Node PAD 17.5 14.0 dB 

Net Budget 3.0 3.0 db 

RX Power -23.5 -5.9 dBm 

 

By opting for the high-power (+3 dBm) transceiver module, we can shrink the node-pad 

attenuation needed for channel equalization. This in turn lowers the required EDFA gain, boosts 

OSNR, and extends span lengths. Under this scenario, the link budget supports (the calculation 

details are presented in Table 3.5-5 and Table 3.5-6): 

¶ Six nodes with 15 wavelengths in use 

¶ 10 dB of fiber loss allowance per span 

¶ 21 dB of EDFA gain 
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Key calculation points: 

¶ A 17 dBm output lets each channel sit at roughly +3.5 dBm after amplification. 

¶ Gross OSNR is reduced only by the small contributions of net OSNR degradation, gain 

ripple, and PDL. 

¶ Both the received power and OSNR margin meet 400G-coherent receiver requirements 

over six hops. 

Because the drop-and-ŎƻƴǘƛƴǳŜ ŀǊŎƘƛǘŜŎǘǳǊŜ ǎǘƛƭƭ Ŧŀƭƭǎ ōŜƭƻǿ ǘƘŜ ǊŜŎŜƛǾŜǊΩǎ ǎŜƴǎƛǘƛǾƛǘȅ ǘƘǊŜǎƘƻƭŘ 

when using the filterless single-coupler design (option 1), the dual-splitter layout of option 2 

remains necessary at 400 G. 

Table 3.5-5 Calculation details for the 6-nodes case. 

 Value Unit 

Power EDFA 17.0 dBm 

TX power 3.0 dBm 

Span Loss 21.0 dBm 

Nodes 6.0  

N wavelengths 15.0  

Max Pch 5.2 dBm 

Pch 3.5 dBm 

Gross OSNR 27.2 dB 

 

Table 3.5-6 Additional calculation details for the 6-nodes case. 

 OLS opt 1 OLS opt 2 Unit 

Net OSNR 24,7  dB 

Node PAD 7.5 4.0 dB 

Net Budget 10.0 10.0 db 

RX Power -17.6 -10.1 dBm 

 

Six nodes seems to be the limit for 400G operation. However, up to 10 nodes can be feasible at 

200Gb/s with the following characteristics (the calculation details are presented in Table 3.5-7 

and Table 3.5-8): 

¶ 10 nodes (15 wavelength used) 

¶ 14 dB available for the fiber on each span 

¶ 25 dB gain EDFA 

Table 3.5-7 Calculation details for the 10 nodes case. 

 Value Unit 

Power EDFA 17.0 dBm 

TX power 3.0 dBm 

Span Loss 25.0 dBm 
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Nodes 10.0  

N wavelengths 45.0  

Max Pch 0.5 dBm 

Pch 0.5 dBm 

Gross OSNR 25.5 dB 

GV 10.5 dB 

PDL_P 0.9 - 1.3 dB 

GV_P 2.6 dB 

Table 3.5-8 Additional calculation details for the 10 nodes case. 

 OLS opt 1 OLS opt 2 Unit 

Net OSNR 16,9  dB 

Node PAD 7.5 4.0 dB 

Net Budget 14.0 14.0 db 

RX Power -25.8 -18.3 dBm 

 

The received optical power is somewhat marginal, so using a more powerful amplifier τ such 

as one with an 18 dBm output τ would be preferable. The estimations made for the 16/48 

channel scenarios assumed that a passive gain flattening filter (GFF) is present, which is not yet 

available in current pluggable EDFA modules. Performance enhancements could also be 

achieved by integrating variable gain amplifiers. These amplifiers offer dynamic gain control, 

allowing them to adjust to fluctuations in input power and other changing network conditions. 

This feature adds flexibility to the system, removing the need to manually adjust the optical path 

length or insert attenuators. Additionally, our findings suggest that deploying high-power 

transceivers contributes to better scalability in the network design. 
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4 SMART EDGE NODES FOR PACKET/OPTICAL 

INTEGRATION WITH COMPUTING RESOURCES 

4.1 RAILWAY MOBILE SERVICE COVERAGE SCENARIO DEFINITION FOR DPU 

APPLICATION USE CASE 

The scenario analyzed was presented [SeaD2.2] and concerns the coverage of a railway line or a 

motorway section where the high-bandwidth, low-latency and high-reliability mobile radio 

connectivity service must be provided. Due to the inherent topography features of this service, 

it must be provided within a very narrow but continuous surface along the railway or motorway 

line. In terms of scenarios defined in the SEASON context, this means considering an additional 

geotype that is added to the four already identified in D2.1 (i.e., rural, suburban, urban and 

dense urban, the ones considered in the study reported in subsection 3.3) [SeaD2.1].  

The study investigates the application of smart NIC or Data Processing Units (DPU) cards in 

servers (in an O-RAN and could RAN perspective) for a Railway 5G/6G scenario coverage use 

case as an alternative to traditional Radio Access Network (RAN) architectures that use legacy 

equipment for RAN (e.g., aggregated BBU) and transport. The overall objective is to analyze and 

evaluate the technical feasibility and potential economic benefits of using DPUs in this specific 

context.  

The study is centered on a specific scenario defined "Railway geotype". This scenario, shown in 

Figure 4.1-1, involves a chain of mobile stations covering a segment of railway line, starting at a 

"tail TIP" site and ending at a "tail END" site. The tail END site is connected to the operator's 

Central Office. Each station hosts two radio cells (Remote Units or RUs) primarily propagating in 

opposite directions along the railway pathline. The scenario considers trains moving at speeds 

up to 300 Km/h, with the possibility of more than one train being present on the same segment 

simultaneously. 
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Figure 4.1-1 Railway scenario representing a segment covered by a chain of mobile stations whose generated traffic 

is directed to Central Office where Telco functions are available. On top geometric model, in the part below an high 

level view of network topology (mobile sites and Central office) and architecture (RAN, mobile core and transmission 

capabilities. i.e., TR-X equipment). 

The study encompasses several key areas: scenario definition, simulations, lab experimentation, 

and techno-economics. 

4.1.1 Scenario Definition and Transport Requirements 

The scenario definition phase involved modeling the Railway geotype with parameters such as 

the number of sites and distances. Radio parameters were also defined, as were the 

assumptions for RAN and transport systems and architecture. For the reference scenario 

analyzed below, the geo and plant parameters are the following ones. The length of railway 

segment covered (Ls) is 50 km, the number of sites (Ns) placed uniformly along the segment is 

10 and this means an inter-site distance (D) of 5 km. Distance between Tail TIP (S10) and Tail 

END (S1) turns out to be 45 km. Distance between tail END and the Telco Central Office is 

assumed to be 50 km. Obviously, a range of analyses can be carried out, in which these 

parameters can be changed to analyse the sensitivity of the solution to variations in the 

geometric configuration of the geotype. 

High-level transport requirements were estimated based on radio characteristics. The radio 

setup assumes 3.7 GHz frequency, 100 MHz bandwidth, and 4 MIMO layers per cell. Massive 

MIMO is not considered to bring significant benefit in this specific railway context. 
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Based on this radio configuration, estimated data rates for different segments of the network 

were derived: 

¶ Fronthaul (FH), connecting the RU to the Distributed Unit (DU), is estimated to require 15-

50 Gb/s, depending on the chosen functional split option between the RU and the DU. 

¶ Midhaul (MH) (connecting DU to Centralized Unit - CU) and Backhaul (BH) (connecting CU 

to the core network) are estimated at 1-4 Gb/s per cell at full load. However, it is noted that 

these values are likely significantly lower in real conditions, potentially only a few hundred 

Mb/s, based on simulations. The total MH/BH traffic collected by all radio stations in the 

entire segment is estimated to be less than 10 Gb/s, assuming one to a few trains in transit 

at a given time and that up to 10 mobile stations take part of the railway segment. 

It should be noted that the assumptions on transport requirements reported above (50 Gb/s 

maximum for FH, 4 Gb/s maximum for BH/MH, for each site) should not vary in the case of 6G 

since the available frequencies and bandwidths for this type of service are constrained by the 

spectrum assignments to the operators (see Section 2.4 of deliverable D2.1 [SeaD2.1], where a 

detailed analysis is made for Italy and Spain) and will not vary significantly in the next ten years. 

The use of frequencies in the 26 Gb/s band that could lead to significantly higher x-haul data 

rates (FH > 100 Gb/s and MH/BH > 10 Gb/s) is not suitable for the type of service under analysis, 

or would be at most in the limited parts of the railway located in urban contexts with distances 

between antennas in the order of hundreds of meters, not a few km as realistic for a railway line 

that for most of its development crosses long stretches of suburban and rural areas. 

4.1.2 Evaluated Network Architectures 

The study compared three distinct RAN network architectures, two taken from the legacy and 

one proposed as alternative which includes innovations proposed by SEASON.  

The first one, named Baseline 1 and shown on top part of Figure 4.1-2, assumes a RAN 

architecture employing standard BBU and Cell Site Router (CSR) for aggregating and forwarding 

the traffic hop by hop from mobile sites to the Central Office. The second one is Baseline 2 

depicted in middle part of Figure 4.1-2 and relies on enhanced BBU which, thanks to networking 

capability added in the BBU (grey card), avoids the use of routers for traffic aggregation and 

transport. A router is, however, provided at the tail END site to aggregate the traffic of the entire 

railway segment and exchange it with the central office. This router could also be avoided if the 

BBU networking card had all the necessary capabilities and capacity to handle the entire 

aggregate traffic of the segment. 

The third and innovative RAN architecture is shown in the middle part of Figure 4.1-2 and 

leverages virtualization for RAN functions and use of systems and solutions proposed by SEASON 

project. On the mobile site a ruggedized server hosts the virtualized Distributed Unit (vDU). 

Ruggedized servers are particularly robust and suitable to be installed in unprotected 

environments such as mobile sites in the open air along the railway. The server placed at mobile 
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site includes a NIC with 2x25 Gb/s ports for Fronthaul (FH) connectivity and a DPUs (Data 

Processing Units) with 2x25 Gb/s card for Midhaul (MH) flows.  

 

 

 

Figure 4.1-2 RAN architectures considered in the analysis. On top Baseline 1 architecture relying on Cell Site Routers 

for aggregate and forward BH traffic hop by hop up to the Central Office. In the middle, Baseline 2 architecture which 

uses BBUs with enhanced networking capabilities. This option avoids the use of a router in mobile sites, except the tail 

END (S1) where a router is placed to handle the BH traffic of the whole railway segment and exchange it with the 

Central Office. At bottom side the innovative architecture adopting Open-RAN and virtualized functions (cDU and vCU) 

on servers and NIC and DPU cards for x-haul flows handling. 

These data rates matches with the requirements of x-haul interfaces reported above (subsection 

4.1.1), taking also into account that the traffic collection is hop by hop along the chain and the 

last DPU, the one at S1 (end TAIL), must process and route the MH traffic for all the mobile sites. 

If the data rate requirements for x-hauling were higher than the one reported in subsection 

4.1.1, as it could be in the future for 6G with a reorganization of the frequency bands (for 

example 100/400 Gb/s for FH and 100 Gb/s or more for MH aggregated at the tail END site may 
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be required) an upgrade on the cards would be necessary. Cards with 200 or 400 Gb/s per port 

are already available: so, in fact, implementations with these features are already feasible today. 

In the Virtualized open RAN architecture, at the Telco Central Office (CO) a standard server hosts 

the virtualized Centralized Unit (vCU) and other functions and physical equipment (i.e., UPF and 

IP and optical transport equipment). 

The scenario described above has been subjected to three types of analysis that complement 

each other. The first two types of analysis are experiments and concern a simulation of the radio 

network to verify the reliability of the data rate values achievable in a system like the one 

modeled and a laboratory test which demonstrates the RAN and networking functions relating 

to network architecture depicted in the bottom part of Figure 4.1-2. They are reported in detail 

in D3.3 [SeaD3.3] and briefly summarized below in subsection 4.1.3. The third part of the study 

is the techno-economic evaluation of the solution, and it is reported here in subsection 4.1.4. 

4.1.3 Simulations and Lab Experiments 

The simulations of the radio system include as scenario setting parameters the channel 

bandwidth (20 MHz, 50 MHz, and 100 MHz), the MIMO configuration (SISO, 2×2, 4×4, 8×8), and 

the RU inter-site distance. The objective was to assess how these factors influence the 

achievable downlink throughput for a single train in motion, under realistic channel conditions 

that account for Doppler effects, path loss, and fading. The results demonstrate how increased 

spectral bandwidth and MIMO parallelism can compensate for the adverse propagation 

conditions typical of high-speed scenarios, albeit with diminishing returns at large inter-site 

distances. In summary, simulations reveal that with 100 MHz and 4×4 MIMO, the system can 

deliver downlink rates exceeding 500 Mbps per RU under optimal positioning, even in the 

presence of high-speed mobility 

The experiment in the lab testbed employs two commercial servers with PCIe 5.0 bus and DPUs 

was used to evaluate a 5G infrastructure. Tests confirmed that a DPU with DOCA Flow could 

operate at maximum throughput for VLAN encapsulation/decapsulation actions, entirely in 

hardware, without relying on ARM cores. This demonstrated the DPU's capability for efficient 

packet processing. 

The detailed descriptions of both experimental parts of the study are included in Section 5.2 of 

Deliverable D3.3 [SeaD3.3] and not replicated here to avoid content redundancies among 

project deliverables. 

The third part of the study is the techno-economic evaluation of the solution, and it is reported 

here in the following subsection. 

4.1.4 Techno Economic Analysis 

A cost evaluation was performed comparing the three architectures, applying a specific cost 

model for transceivers, routers, and servers, along with estimated costs for legacy RAN 
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components like RUs, BBUs, and RAN software. The cost parameters used for the evaluation are 

included in Table 4.1-1. Values in table are given in Cost Unit and are taken in part, from what 

concern transceivers, servers and routers, from cost model tables included in Section 6. Routers 

are assumed to cost the same as Layer 3 switches, since these devices are assumed to have non-

carrier-grade functionality, as they are intended for access use. However, even significantly 

increasing the cost of these devices (for example, by a factor of 2 or even 4), the results do not 

significantly change the relative cost differences between the three compared solutions. The 

receivers used are of only two types, 10G Extended Reach (L<10km) used between mobile sites 

(hypothetically spaced 5km apart) and 10G ZR (L< 80km) between the final site (END TAIL) and 

the central office (hypothetically distanced 50km). Indeed, radio simulations show that the 

MH/BH throughput of each RU does not exceed values in the order of 500 Mbit/s. Even in the 

most extreme case where all 20 RUs in the considered railway coverage scenario (2 RUs per site, 

10 sites) generate 500 Mb/s of downlink traffic each, the total aggregate traffic collected on the 

last site is at most 10 Gb/s, but it will likely be much lower. For this reason, 10G transceivers for 

connections between mobile sites and even the one from the last site to the central office are 

sufficient to guarantee traffic transport in the most traffic demanding condition. 

To carry out a complete cost assessment of the architectural solutions under examination, in 

addition to the costs of the compute and HW for the transport, the costs of the radio part (RU) 

and the costs of the RAN SW were also considered. Considerations and hypotheses were then 

made on how these costs could vary depending on the ecosystem that would be created if the 

O-RAN framework became relevant. Moderate savings on the radio component and significant 

savings on the RAN SW component are in fact expected in the case in which the O-RAN 

ecosystem was to reach a penetration such as to lead to significant market opening and volume. 

Table 4.1-1 Cost parameters used in railway mobile service coverage scenario evaluation. 

Description Cost (c.u.) 

RU - Active Antenna Unit (AAU) MIMO 4x4, 3.7GHz , 100 MHz 0.800 

Standard Base Band Unit (BBU) 1.000 

Enhanced BBU with networking capabilities 1.300 

Ruggeddized 16 cores  CPU server for vDU with 2x25G-NIC and 2x10/25G DPU 1.000 

2 x 24 core CPU standard server  2.800 

Grey transceiver 10 Gb/s LR 0.005 

Grey transceiver 10 Gb/s ZR 0.080 

Router with total of 400G interface bidirectional capacity 0.600 

Router with total of 800G interface bidirectional capacity 0.900 

RAN SW legacy (BBU) 1.000 

RAN SW O-RAN (RAN part, vDU+vCU) 1.000 

 

The bill of material for the three RAN architecture shown in Figure 4.1-2 are created taking into 

account capacity needs (as required by RAN x-haul interfaces) and distances to be covered by 

transceivers (according to scenario geotype parameters). 
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A what if analyses to understand the impact of price variations is performed, focusing on three 

key variational parameters, namely h  όŀƭǇƘŀύ ʲ όōŜǘŀύ and ʴ όƎŀƳƳŀύ, with the following 

meaning and values. 

¶ ʰ όŀƭǇƘŀύ represents the relative cost of Legacy RAN Hardware (BBU) compared to O-RAN 

Hardware (servers for vDU). Values considered for  hare 0.5, 1, 1.5. Reference case I for h Ґ 

1. With h  Ґ лΦр, the Legacy BBU cost is half the cost of a vDU server (-50%) while for h  Ґ мΦр 

the Legacy BBU cost one and a half times the cost of a vDU server (+50%). 

¶ ʲ όōŜǘŀύ characterizes the relative cost of O-RAN Software (O-RAN SW) compared to Legacy 

RAN Software. RAN SW cost for the O-RAN case is expected to be equal to or lower than 

RAN SW cost for the legacy, this because O-RAN SW is based on the open-source model. 

Values considered for ʲ are 0.25, 0.5, 1. For ̡  Ґ лΦнр h-RAN SW cost is 25% of legacy SW 

cost (or -75%, corresponding to a significant lower cost for SW in the O-RAN architecture 

compared with the legacy). With ̡  Ґ м the SW cost the O-RAN is the same as legacy RAN SW 

(corresponding to achieving any saving with open-source model, which can be considered 

rather unlikely). ̡  Ґ лΦ5 is considered the more likely and reference value (O-RAN SW cost is 

50% of legacy). 

¶ ʴ όƎŀƳƳŀύ signifies the relative cost of O-RAN Radio Units (RU) compared to Legacy RUs. O-

RAN RUs are expected to be equal to or lower than the cost of the legacy RUs, due to a likely 

tougher price competition typical of an open environment. Values considered for ɹ  are 0.7 

(-30% reduction, optimistic), 0.85 (-15% reduction, affordable and assumed as reference 

value), 1 (same RU cost for RU for both legacy RAN and O-RAN, rather pessimistic and 

unlikely value). 
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Figure 4.1-3 Summary of the cost evaluation. In each diagram the cost of the three RAN architecture is shown 

highlighting the h  , ̡  and ɹ  parameter values used for cost calculation. 

The evaluation results are given in Figure 4.1-3 where nine combinations of h Σ ʲ ŀƴŘ ʴ 

parameters were applied.  

The representation of the figure shows how the benefits of the O-RAN ecosystem increase (from 

left to right) and as the presumed costs of the legacy HW (aggregated and mono-vendor HW and 

SW) increase compared to the O-RAN HW, the O-RAN vDU-DPU architecture achieve significant 

cost saving in comparison with both legacy baseline architectures. 

The reference case is the one in the center of Figure 4.1-3 with the legacy BBU HW at the same 

cost with the Oran HW that hosts only the vDU (=h1) and with moderate advantages on RU (-

15%) and on SW (-50%). In this case, classified as Reference, the O-RAN architecture based on 

ruggedized servers equipped with NIC and DPU cards at the site, allows a cost reduction of 19% 

compared to the best of the two baseline solutions, baseline 2 that uses the enhanced BBU and 

avoids the use of on-site routers. The worst case for the O-RAN architecture is when the BBU 

costs half the rugeddized server at site and there are no cost advantages for RU and SW with O-

RAN (a very unlikely situation). In this case the penalty on the cost of O-RAN compared to 

Baseline 2 is symmetrical to the Reference case, i.e., +19% instead of -19%. 

When all the conditions are favorable to O-RAN, i.e., there are full cost benefits from the O-RAN 

ecosystem for both RU (-30%) and SW (-75%) and even the legacy site HW is  more expensive 

than the ORAN one (+50%), the economic advantages of the O-RAN solution reaches 41% 

compared to baseline 2, as it can be seen in the lower-right part of Figure 4.1-3. In all cases the 

baseline 1 solution that uses routers at the site is, even if only slightly, the worst of the 3 

solutions examined. 
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4.1.5 Counting of Transceivers and O/E/O Conversions 

In addition to the technical-economic analysis, some simple considerations can be made 

regarding the use of transceivers in the cases examined. 

Very simply, the upper part of Figure 4.1-2 shows that in the Baseline 1 case, the number of 

transceivers used at each site is 2 SR transceivers for the FH (10G or 25G, depending on the radio 

parameters) and 4 10G ER transceivers for the BH. For Baseline 2 case (middle Figure 4.1-2) and 

the one with virtualized vDU O-RAN functions at the site with DPU cards for processing and 

networking (bottom Figure 4.1-2), the number of 10G ER transceivers is reduced from 4 to 2. 

In the second and third cases, there is therefore a 33% reduction in the number of total 

transceivers and a 50% reduction in the number of ER transceivers (the more expensive ones). 

If we extend the analysis to the total number of optical-to-electro-optical (O/E/O) conversions, 

we can observe that in the Baseline 1 case, there are two conversions at each site: one in the 

BBU between the optical FH signal coming from the RU and directed to the connection to the 

router (CSR), and one between the two router ports, the one receiving the BH traffic from the 

BBU, and the one directed to the next router in the chain. 

In the case of the Baseline 2 solution or the virtualized vDU O-RAN function with DPU cards, 

there is only one O/E/O conversion at the site: the one between the FH signal coming from the 

RU and the one that exchange the MH signal on the link to the next site in the chain. It can 

therefore be stated that in this scenario, the number of O/E/O conversions of the Baseline 2 and 

O-RAN-vDU-DPU solution is 50% lower than in a Baseline 1 scenario, corresponding to the legacy 

reference scenario. 
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5 ARTIFICIAL INTELLIGENCE (AI)/MACHINE LEARNING 

(ML) SERVICE ORCHESTRATION AND SELF-

MANAGEMENT AND SECURE AI 

5.1 COORDINATION OF RADIO ACCESS AND OPTICAL TRANSPORT OPERATION 

TO REDUCE OPTICAL CAPACITY OVERPROVISIONING 

The advent of B5G/6G will revolutionize the way RAN will operate. Expected massive small cell 

deployments and features, such as adaptive functional splitting, are expected to change not only 

the volume but also the requirements of the traffic to be supported by the fixed transport 

network. In D2.2, an insight into smart RAN operation, focusing on how such operation will 

impact the autonomous operation of the fixed network, was presented. Based on tailored traffic 

models, a preliminary numerical analysis was done to highlight that smart and dynamic RAN 

operation lead to sharp fixed network traffic changes that require from coordination between 

RAN and fixed transport network to achieve efficient use of optical capacity resources while 

guaranteeing end-to-end (e2e) QoS. 

In this work, we extend those contributions and results with the following novel contents: 

¶ A context-aware autonomous network operation procedure is presented. This procedure is 

based on using contextual information sharing between slice management and fixed 

transport domains for an autonomous e2e network operation that coordinates and 

encompasses both the RAN and fixed network operation. The main algorithms and models 

involved are presented, which include asynchronous context updates and context-aware AI-

based capacity reconfiguration modules. 

¶ Numerical results to illustrate the benefits of the proposed context-aware autonomous 

network operation compared to benchmarking approaches, where slice management and 

the fixed network operate independently 

5.1.1 Context-Aware Autonomous Network Operation 

Figure 5.1-1 sketches the architecture and workflows of the proposed context-aware 

autonomous network operation. By means of this procedure, the RIC shares with the fixed 

network orchestrator the relevant information about the slice reconfigurations that come 

before slice changes are actually performed. With this relevant input, the transport network 

orchestrator can generate a context for the different agents running autonomous network 

control loops. In particular, those agents are in charge of dynamically allocating capacity to the 

optical capacity according to the current and predicted traffic [Vel21]. Although the procedure 

is focused on the reconfiguration of existing slices, note that it can be easily extended to the 

provisioning of new e2e slices, i.e., a first reconfiguration notification can be the provisioning of 

the slice. Table 5.1-1 introduces the notation consistently used in this section. 
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Figure 5.1-1 Context-aware autonomous network operation scheme containing: (a) asynchronous context update and 

(b) context-aware AI-based capacity reconfiguration  






































































































































