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EXECUTIVE SUMMARY 
The deliverable reports on the final SEASON control plane infrastructure with update in the 

design, implementation, and integration. The overall architecture includes the integration of 

different network domains: Radio Access Network (RAN), Passive Optical Network (PON), 

Internet Protocol over Wavelength Division Multiplexing (IPoWDM), MultiBand over Space 

Division Multiplexing (MBoSDM) and optical transport network segments. The deliverable 

reports on the final version of the components in each network domain with evaluation results. 

With initial design, implementation solutions, and intermediate results reported in deliverable 

D4.1 and D4.2, this report covers the final version of the control plane solution addressing all 

the four tasks (T4.1 ς T4.4) in WP4 that includes, monitoring and streaming telemetry, 

infrastructure and domain control, multidomain control, and Artificial Intelligence/Machine 

Learning (AI/ML) solutions. 

An overview of the SEASON control plane architecture is provided in Section 2, detailing both 

the proposed design and overall solution architecture developed throughout the project. With 

architecture definition fed from WP2, and developed components in WP4 (listed in Sections 3-

5), the final version of the integrated architecture with suitable interface and control 

specifications is reported in WP5 for final demo activities. Details on the control plane elements 

including Software Defined Networking (SDN) agents, network domain controllers, and multi 

domain orchestration are provided in Section 3. The SDN developed aims to establish 

standardized definitions for control of devices and individual components, including data 

processing units, MBoSDM nodes, and optical pluggables. The section also provides details on 

controlling each network domain in the network (RAN, PON, IPoWDM, MBoSDM, and optical 

transport) with domain controller, and details on interfaces and control lifecycles. The service 

and network spanning multiple domains are managed through service and network 

orchestrators. The integration of controllers with the orchestrator, along with the overall 

network management is described. 

Details on the components developed in WP4 to address planning, resource allocation and 

network operations are given in Section 5. Interoperability among network domains impacts 

service quality due to network modifications and service failures. To ensure availability and 

reliability, solutions such as digital twins and distributed intelligence are employed for 

performance estimation and fault management. Effective network operation and control are 

further enhanced through research in Network Development Operations (NetDevOps) and 

resource allocation, incorporating AI-assisted energy efficiency and latency-aware approaches, 

with evaluations conducted to assess their effectiveness. 

Comprehensive telemetry solutions are proposed to enable effective network monitoring, 

presented in Section 5. These solutions intelligently aggregate data from optical and RAN 

domains, introducing innovative monitoring approaches and supporting AI/ML-based network 

management. Additionally, these solutions evaluate suitable protocols and investigate 

streaming capabilities to decrease the overhead in the network while ensuring a balanced 

scalable monitoring platform. 
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1 INTRODUCTION 

Building on the design and implementation advancements from D4.1 and D4.2, D4.3 delivers the 

final version of the control plane infrastructure. This comprehensive solution spans the RAN, 

PON, IPoWDM, MBoSDM, and optical transport domain with hierarchical control of the network. 

It supports: (i) advanced monitoring and streaming telemetry, (ii) infrastructure and domain-

level control, (iii) multi-domain orchestration, and (iv) AI-assisted planning, resource allocation, 

and network operations.  

The establishment of hierarchical network control requires standardized Application 

Programming Interfaces (APIs) and protocol specifications between the control plane and the 

data plane. In WP4, SDN agents are developed to improve data plane visibility and support the 

configuration of IPoWDM, MBoSDM nodes, and optical pluggables. This helps streamline 

network control and management across domains using standard data models. The SDN agents 

also enable telemetry data streaming through standard protocol definitions and YANG models. 

The network domain controllers are implemented to control different network segments like 

RAN, PON, IPoWDM, MBoSDM, and optical transport network. This includes integration of 

agents to the respective domain controllers for network operations. A spatial PON controller is 

developed to integrate the PON network and controlled from control plane fitting into the SDN 

hierarchy. The control of the MBoSDM network, its architecture, key challenges, protocol 

extensions, and path computation algorithms is demonstrated through a proof-of-concept using 

the MBoSDM controller and a multiband over SDM optical node prototype. Similarly, dedicated 

domain controllers are used to control and monitor the respective network domain. For novel 

control of the network, NetDevOps paradigm is used for infrastructure configuration and control 

to allow incremental network change management. To perform unified control and 

management of the network, orchestration components including service and network 

orchestrator is integrated to facilitate multi-domain network orchestration. The service and 

network orchestrator are integrated where the end-to-end service is managed using service 

orchestrator and the network orchestrator takes care of changing of service across network 

domains with appropriate configurations. The integrated final version of components of SEASON 

control plane solution and its interworking will be demonstrated as two demos 1 and 2 which 

will be discussed in WP5. 

Operations, planning, and resource allocation tools developed in WP4 enhanced service 

assurance by utilizing AI-assisted fault management solutions and AI models to optimize 

resource efficiency, focusing on energy-aware and latency-aware strategies. A digital twin 

solution for multiband networks has been developed using machine learning, enabling 

multiband (MB) optical system simulation and Quality of Transmission (QoT) estimation. 
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Furthermore, a distributed intelligence approach, using a multi-agent system, has been 

proposed to support SDN controllers in managing network services in near real-time. 

The experimental results demonstrates the ability to proactively anticipate performance 

degradation and dynamically reconfigure resources, thereby optimizing both service quality and 

network cost. To enable a comprehensive monitoring framework, telemetry solutions are 

proposed across network domains using appropriate telemetry agents. By integrating 

monitoring information provided by T3.4 in WP3, and effectively combining the telemetry data 

from the optical data plane, the machine learning solution leverage and exploit various use cases 

in advanced network management. Additionally, the telemetry system for the RAN domain has 

been developed to support use cases such as energy savings. 
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2 OVERVIEW OF SEASON CONTROL PLANE ARCHITECTURE FOR 

SELF-MANAGED AND AUTONOMOUS NETWORKING 

The SEASON project aims to design and validate a transport network infrastructure that can 

support beyond-5G technologies and new emerging services. The goal is to ensure capacity 

growth for both mid-term and long-term needs across access, aggregation, and metro/long-haul 

segments. In WP4, we propose a comprehensive network architecture that includes PON, SDM-

PON, a converged packet-optical transport solution, MultiBand over SDM (MBoSDM), and 

optical transport solutions. The control plane components and applications are designed to 

enable: 

(a) Automatic network configuration, 

(b) Self-healing in case of failures, 

(c) Secure access and device control, and 

(d) Optimal use of network resources, making the network fully self-managed. 

Figure 2.1 shows the SEASON reference transport network architecture, extending from the RAN 

to the core, along with the related control and orchestration technologies. The architecture is 

designed to support beyond-5G services through a unified, intelligent, and programmable 

infrastructure. It includes key segmentsτRAN, PON, Aggregation, Metro, and Coreτconnected 

by advanced transport technologies such as multiband over SDM transmission and switching 

hardware. 

 

Figure 2.1: SEASON Architecture Self-managed and autonomous networking. 
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Figure 2.2: Final SEASON control plane architecture with components developed in WP4. 

Figure 2.2 presents the final SEASON control plane architecture with components developed in 

WP4, which integrates RAN, spatial PON, packet-optical, MBoSDM, and optical transport 

networks. Each data plane network is managed by its corresponding domain controller in the 

control plane, as shown in the Figure 2.2. The interface definitions and control procedures for 

each domain are detailed in their respective sections: RAN (Section 3.2.6), PON (Section 3.2.4), 

IPoWDM (Section 3.2.3), MBoSDM (Section 3.2.1), and optical transport (Section 3.2.2). These 

include both vendor-neutral and native APIs, as described in the relevant sections. To enable 

end-to-end service control and management, the domain controllers for different network 

segments are integrated into a network orchestrator. The spatial PON controller, IP controller, 

and optical controller connect to the orchestrator in the management plane to handle the full 

service lifecycle. 

Infrastructure monitoring and telemetry streaming solutions have been developed for all 

network domains. Telemetry data retrieval, using APIs and protocols, has been validated and is 

discussed in detail in Section 5 . The telemetry solution has been evaluated for size, overhead, 

latency, visibility, and scalability. To improve operational intelligence, the architecture adopts 

NetDevOps practices and AI/ML-driven control loops, including Multi-Agent Systems (MAS) for 

near-real-time decision-making. These agents operate close to the data plane to optimize 

resource usage, reduce energy consumption, and maintain service performance. Digital twins 

are also employed for advanced use cases such as fault localization, enabling predictive 

maintenance and proactive network management. 
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3 CONTROL PLANE ELEMENTS 

3.1 SDN AGENTS AND PACKET/OPTICAL CONTROL 

3.1.1 SDN Agent and Control of Data Processing Unit (DPU) 

Recent progress in transmission technologies and network programmability is enabling the 

seamless integration of optical, packet, and computing resources across the edge-to-edge and 

edge-to-cloud continuum. At the transmission layer, compact coherent pluggable transceivers 

have driven the adoption of IPoWDM switches, which combine optical and packet resources 

within a single network element, delivering significant benefits in terms of capital costs, latency, 

and energy efficiency. Moreover, coherent pluggables can potentially be inserted directly into 

the latest generation of high-speed Smart Network Interface Cards (SmartNICs), also known as 

Data Processing Units (DPUs), further minimizing opto-electro-optical conversions. Both 

switches and DPUs can also take advantage of network programmability and hardware 

acceleration for networking functions, for example through P4 or DOCA technologies. 

In SEASON, reported in D4.1, we designed and developed an SDN Agent enabling the 

configuration of a coherent pluggable module directly inserted within the SmartNIC/DPU, 

according to the OpenConfig model. 

In SEASON, reported in D4.2, a framework for pervasive telemetry and accelerated networking 

that integrates optical, packet, and computing resources through DPU programmability is 

presented, enabling an edge-to-edge continuum. The scenario combines edge computing nodes 

with DPUs and IPoWDM switches with programmable ASICs, both leveraging coherent pluggable 

modules. Although it does not yet overcome current hardware limitations (e.g., DPU 

compatibility with coherent transceivers), this integrated setup supports a scalable telemetry 

system where switches and DPUs offload packet processing, allowing rapid reaction to failures 

or SLA degradations without relying on centralized SDN controllers.  

The framework relies on decentralized Multi-Layer Network Telemetry (MLNT), which enables 

in-network generation and wire-speed processing of performance data across optical and packet 

layers. This approach exchanges real-time QoT and QoS information with minimal bandwidth 

overhead, while SDN controllers are only needed to pre-compute backup paths. 

This is further enhanced by integrating DPUs at source and destination nodes, equipped with 

DOCA Flow APIs and Deep Packet Inspection (DPI) accelerators for efficient telemetry header 

injection, inspection, and packet cleaning at line rate. Experiments demonstrate that 100G DPUs 

can sustain hardware-accelerated DPI above 30 Gb/s, largely exceeding the requirements of 

pervasive telemetry in converged packet-optical-compute infrastructures. This work has been 

presented at the ECOC Conf. [Cug24]. 
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Figure 3.1: DPU architecture enhanced with REST API, part of the SDN agent, enabling automated deployment of 

networks functions within the DPU. 

In this deliverable, we report on a novel REST API as shown in Figure 3.1, part of the SDN agent, 

enabling automated deployment of networks functions within the DPU.  

This REST API enables lifecycle management of DPU applications, including operations such as 

starting, stopping, and inspecting containers. It also allows operators to validate the behavior of 

DPU network functions such as cyber security and forwarding. 

The API begins with a discovery phase, enabling the operator to identify currently running 

network functions by querying the platform. At initialization, no functions are active. 

This is followed by a provisioning phase, in which the operator launches a specific network 

function deployed as a container. In our proof-of-concept implementation, we used a DPI service 

combined with forwarding rules. Once running, this service inspects selected traffic flows and 

applies the corresponding decisions. For example, as proof of concept, forwarding packets from 

DPU port 0 to DPU port 1. 

When the service is no longer required, the container can be cleanly stopped and removed by 

specifying its name. The API operates with millisecond-level responsiveness. We investigated 

the startup performance of a containerized L2 hairpin forwarder (vnf_fwd). Using both direct 

Docker CLI commands and a REST API control path, we measured the time from the command 

received to the point where the forwarding process became active. Results show that the 

application initializes in approximately 0.27ς0.32 seconds. The REST API path is shown with a 

median difference of only 3 ms, confirming that the control interface introduces no significant 

overhead. 
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3.1.2 SDN Agent for IPoWDM nodes in ROADM-free networks 

Figure 3.2 shows the overall architecture of the agents designed for the control of the IPoWDM 

boxes.  

The SDN Agent has been designed to support the new functionalities of disaggregated IPoWDM 

boxes. In particular, the containerized NETCONF agent, supporting optical transmission setting, 

has been enhanced with packet parameters (i.e., IP layer).  

 

Figure 3.2: IPoWDM software components. 

More specifically, the openconfig - if - ip  has been considered for the configuration of IP 

address, VLAN and logical interfaces. By exploiting this model, the IP SDN Controller is able to 

enforce to the IPoWDM boxes the configuration of the IP address to be assigned to the Ethernet 

interfaces where the coherent pluggable modules are attached.  

The openconfig - bgp  and openconfig - rib - bgp  models have been considered to 

handle the BGP protocol related configurations in the FRR container running in the Sonic OS. 

This includes the capability to activate new BGP instances, with specific BGP neighbors. 

A Python REST-based driver has been designed in order to expose CMIS/Sonic configurability to 

the NETCONF agent, acting as REST client. Though the driver, it is now possible to perform the 

raw configuration of the IPoWDM components including both the packet and the optical layers, 

supporting the required configuration methods (i.e., configuring optical parameters of the 

pluggable modules, configuring IP addresses, configuring BGP neighboring sessions.  

The experimental assessment is detailed in Section 3.2.5 where the Agent is implemented in a 

network testbed together with the enhanced TFS SDN Controller.  
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Figure 3.3: Screenshot at the SONiC white box running the SDN Agent. 

Figure 3.3 shows the status of the IPoWDM box upon a successful configuration of a L2VPN 

(active VLANs, VXLAN, BGP, L2VPN). 

This work has been published in [Sga25]. 

 

3.1.3 SDN Agent for MB Transceiver 

A MB(oSDM) sliceable bandwidth/bit rate variable transceiver (S-BVT) developed in SEASON 

operates across the S, C, and L bands enhancing capacity scalability through its modular 

architecture. It is based on orthogonal frequency division multiplexing (OFDM), intensity 

modulation (IM), and direct detection (DD), with adaptive digital signal processing (DSP) to 

ensure higher flexibility and performance. The transceiver architecture enables point-to-point 

(P2P) and point-to-multipoint (P2MP) connectivity, while providing flexible and efficient 

bandwidth allocation across spectral and spatial channels, meeting the demands of future 

optical networks. (see Section 7.4 in WP3 ς D3.2) 
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To enable remote programmability, the control and management functions of a device expose 

an API towards external applications or clients. A domain SDN controller behaves as a client. 

NETCONF/YANG are an industry-wide adopted transport protocol and data modeling language. 

A common approach to implement an SDN agent is to decompose it into two main functional 

blocks: a front-end, able to support NETCONF/yang, and a back-end, which is responsible for the 

actual device configuration using internal interfaces. 

Open Optical Terminals in general cover transponders, switchponders, muxponders, etc. with 

the ability to switch and multiplex multiple client signals into optical signals. The agent deals 

with uniform components hierarchy, multiplexing stages and cross-connection logic discovery 

and optical channel configuration comprising Frequency, power, and operational mode. We 

followed the OpenConfig  framework for the S-BVT, reusing the existing approach to model an 

optical platform and terminal device. Our current work focuses on two different operations 

within the OpenConfig data model: (a) optical channel configuration, and (b) logical channel 

assignment. The first operation addresses the configuration of an optical channel with a 

particular central frequency, power, and operational mode. To do this, we extended the 

underlying YANG model to support the dynamic configuration of the optical channels (i.e., 

central frequency) of the different slices, in other words, multiple optical channels in a single 

line port. Let us note that the operational mode field was, originally, vendor-specific and 

encodes the different transmission modes supported by the device/transceiver into a single 

integer value. The corresponding value can specify information about the transmission/signals 

such as modulation format, or FEC. 

3.1.4 SDN Agent for the MBoSDM node prototype 

A MBoSDM node prototype is currently being developed at CTTC premises as shown in Figure 

3.4, to demonstrate transparent switching at the WDM and SDM level. As part of the ongoing 

work, the node must be controlled by the SDN control plane within the CTTC ADRENALINE 

testbed. The multiband over spatial division multiplexing (MBoSDM) node prototype developed 

in SEASON supports spectral (band and wavelength) and spatial granularities, using fixed- and 

flex-grid WDM technologies, C-band AWG and WSS devices, and 1x3 MB filters for S-, C-, and L-

band bidirectional transmission. SDM is achieved with a 19-core multi-core fiber (MCF) and fan-

in/-out devices, enabling core switching and add/drop operations via an 18x18 optical matrix. 

The node prototype is integrated into the ADRENALINE testbed, which operates within the C-

band, and enables optimized resource utilization. Its scalable design, leveraging broader 

spectrum coverage and spatial channels, ensures high-capacity, efficient, and dynamic switching 

for future network demand (see Section 7.1 in WP3 ς D3.2) 
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Figure 3.4: IPoWDM software components. 

An SDN control plane agent has been developed using the Netopeer framework. We have 

defined a Yang model that maps the previously mentioned high level functions into the creation 

ƻŦ άŎƻƴƴŜŎǘƛƻƴǎέ ǿƛǘƘƛƴ ǘƘŜ ƴƻŘŜΦ ¢ƘŜ {5b ŎƻƴǘǊƻƭƭŜǊ ǳǎŜǎ b9¢/hbC ǘƻ ŎǊŜŀǘŜ ƻr release 

connections and provide the required parameters. We can see a simplified Yang model for the 

SDN agent in which the main data node is the list of connections that can be modified by the 

SDN controller. The creation (or deletion) of a connection in the data plane triggers the process 

of hardware configuration using the low-level interfaces. 

3.1.4.1 Control Architecture 

The proposed control architecture is in line with SEASON control plane as shown in D4.1 and 

D4.2. this includes 

¶ An SDN Controller, in this case the FlexOpt SDN controller, properly augmented to 

perform DWDM, band or SDM (core) switching. This component is provided from WP4 

and extended according to the hardware device model 

¶ An SDN Agent based on NETCONF implemented within the project. The SDN agent maps 

the high-level operations to the configuration of matrices and WSS and related 

subsystems. The controller facing part is based on Net2peer opensource framework and 

is written in python. 
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¶ Yang model for the device. A specific yang model is being developed for the identified 

high-level operations in the previous section. The yang model is the reference and 

contract between the SDN controller and the agent and supports the identified 

Create/Read/Update/Delete (CRUD) operations on Cross-connections, with constraints 

in terms of input ports / output ports and type / layer of cross-connection 

3.1.4.2 Yang model 

Based on the previous considerations, an initial Yang model has been developed for the SDN 

agent that captures the basic information to perform operations on the device. The following 

snippet shows the Yang model in tree format. 

module: season - mbosdm- node 
  +-- rw node  
  |  + -- rw address        inet:ip - address  
  |  + -- rw node_id        yang:uuid  
  |  + -- ro ports  
  |  |  + -- ro port* [id]  
  |  |     + -- ro id           uint32  
  |  |     + -- ro name?        string  
  |  |     + -- ro direction?   season - mbosdm- types:port - direction  
  |  |     + -- ro type?        season - mbosdm- types:port - type  
  |  + -- rw connections  
  |     + -- rw connection* [name]  
  |        + -- rw name           string  
  |        + -- rw input_port     uint32  
  |        + -- rw output_port    uint32  
  |        + -- rw input_core     uint32  
  |        + -- rw output_core    uint32  
  |        + -- rw band?          enumeration  
  |        + -- rw n              int16  
  |        + -- rw m              uint16  
  +-- ro info  
     +-- ro software_version?   string  
     +-- ro hardware_version?   string  

In summary, progress on the design and development of the agent is as expected. We completed 

the first integrations in Q1 2025, and final integration demonstration will take place in Q3 2025. 

3.1.5 FlexTelemetry Agent 

This work presents the outcomes of the SEASON project with a focus on the development and 

deployment of a Python-based streaming telemetry application as seen in Figure 3.5 for real-

time network monitoring. The application is designed with protocol flexibility, supporting 

industry-standard southbound interfaces such as NETCONF, gNMI, and SNMP, making it 

adaptable to a wide range of optical and packet network devices. 

In addition to its flexible input protocol options, the application offers a plugin-based 

architecture for northbound integration, enabling seamless data export to message brokers 

(e.g., Kafka, MQTT, Redis) and time-series databases (e.g., InfluxDB). This design allows 

operators to easily integrate telemetry data into existing analytics and visualization pipelines, 

such as Grafana, for both real-time monitoring and long-term trend analysis. 
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Figure 3.5: FlexTelemetry Architecture: Northbound integration with flexible output message brokers, and southbound 

integration with adaptable protocols. 

As part of the SEASON project, the telemetry application was successfully deployed and tested 

at the Fraunhofer HHI lab. The deployment focused on collecting telemetry data from optical 

transport components, including transponders, ROADM nodes, and optical amplifiers. The 

platform demonstrated its capability to stream telemetry in parallel from multiple devices, 

leveraging Python's multiprocessing to maintain low-latency and high-throughput performance 

across concurrent data streams. The Figure 3.6 illustrates the telemetry payloads being 

dispatched to the selected northbound plugins. 

 

Figure 3.6: Application output showing data delivery to various message brokers and time series databases. 
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3.1.6 OpenROADM Agent 

In the framework of the SEASON project and in line with its objectives, the OpenROADM agent 

developed for the control of advanced optical pluggable module (ZR/ZR+), already described in 

[D41], has been enhanced for managing also spatial optical matrices. To this purpose, the 

OpenROADM <roadm-connections> concept has been extended to create connections between 

OTS interfaces. Basically, the optical matrix is modeled as a peculiar ROADM device able to 

switch the whole Optical Transport Section. Consequently, the <source> and <destination> 

containers of the <roadm-connection> one, besides Network Media Channel interfaces as for 

άŎƭŀǎǎƛŎŀƭέ wh!5aǎ, can also reference OTS interfaces, as shown in the following snippet. 

 
<org - openroadm - device xmlns=" http://org/openroadm/device "  

xmlns:nc="urn:ietf:params:xml:ns:netconf:base:1.0">  
  <roadm - connections nc:operation="merge">  
     <connection - name>OTS- CTP- DEG1- TTP- to - OTS- CTP- DEG1-

TTP</connection - name> 
     <opticalControlMode>off</opticalControlMode>  
     <target - output - power>0</target - output - power>  
     <source>  
        <src - if>OTS - DEG1- TTP</src - if>  
     </source>  
     <destination>  
        <dst - if>OTS - DEG1- TTP</dst - if>  
     </destination>  
   </roadm - connections>  
 </org - openroadm - device>  
 

Moreover, to interact with real hardware, exploiting agent flexibility, it has also been developed 

a driver for a GlimmerGlass G300 48x48 optical switch. 

The agent has been integrated and tested with the CTTC FlexOpt optical controller and will be 

employed in the FiberCop demo foreseen for early autumn 2025. 

3.2 SDN CONTROLLERS 

3.2.1 MBoSDM Optical Controller 

CTTC FlexOpt SDN framework has been used as an SDN controller for MBoSDM networks. During 

the first reporting period, the main aspects were defined, including its usage in single domain 

emulated scenarios. The second period has focused on polishing the implementation, better 

support north bound interfaces and TAPI extensions for SDM and to integrate control of the 

actual node agent prototype, as described earlier in the document. 

http://org/openroadm/device
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We present the overall architecture and main challenges, the proposed protocol extensions and 

the implemented path computation and resource allocation algorithm. We illustrate the 

solution with a proof-of-concept using CTTC FlexOpt SDN controller, which includes an ongoing 

multiband over SDM (MBoSDM) optical node prototype. 

3.2.1.1 Background 

When using SDM, in single level optical networks, parallel links are deployed either as bundles 

of fibers (BoF) or as multi-core fibers with fan-in / fan-out systems. To date, such SDM systems 

are mostly point-to-point and switching only happens at the media channel (DWDM) level and 

SDM or spatial layer is systematically terminated at each node and transported OTSi signals are 

switched (their media channels, referred to as DWDM switching). Although systematically 

terminating spatial layer connections and switching at the DWDM layer has potentially the best 

efficiency in terms of blocking probability and network capacity -- given the fine granularity of 

switching at the upper layers -- in practice, this approach has multiple drawbacks when scaling 

to required capacity involving many fibers and/or spatial cores. For example, the required 

Wavelength Selective Switches (WSS) may become a bottleneck or simply unfeasible due to the 

number of required ports to ensure contention-less, color-less and contention-less nodes or not 

being able to cover the whole optical spectrum with the required granularity, which requires 

more complex node architectures introducing e.g. per-band filtering and dedicated planes. 

On the other hand, multi-level networks extend single level networks by introducing different 

switching granularities (levels), and these may encompass, for example, WDM switching (media 

channel switching, either in fixed- flexi- grid) and Fiber / Core switching in single nodes. Efficient 

path computation algorithms and control plane architectures are required to operate such 

networks. 

3.2.1.2 Overall architecture 

The control plane architecture relies on a single SDN controller that is responsible for the Optical 

Line System (OLS). This OLS controller exports a North Bound Interface that extends the 

transport application programming interface (TAPI) to support the provision of media channels 

or SDM connections as seen in Figure 3.7. Main entities such as Connectivity Service End-Points 

(CSEPs), Connection End Points (CEPs) and Node Edge Points (NEPs) have been augmented to 

convey information about the status of e.g. fibers or cores within a single traffic engineering link. 
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Figure 3.7: Graphical Representation showing the TAPI context and the modelling of the network showing the 

extensions to SDM related to core allocation, es exposed by the MBoSDM OLS SDN Controller. 

 

3.2.1.3 Path Computation Algorithm 

The path computation function is a key function of the OLS controller. The objective is to find a 

path between two endpoints (Service Interface Points) and allocate a continuous media channel 

(frequency slot) in a multiband context. For this, the function may decide to allocate lower layer 

connections (SDM connections) that become higher layer links. The complexity of such 

algorithms is high, and in this work, we have devised an algorithm that works as follows: upon 

the arrival of a connection, try to find a path in the DWDM layer, ensuring sufficient QoT based 

on predefined parameters such as reach. A given DWDM link has a pool of the C, L and S bands. 

If this path computation fails, the algorithm shall look for additional SDM connections ς with or 

without core/fiber continuity constraints, based on hardware limitations and capabilities) and 

given the additional DWDM links they induce, try again the DWDM allocation. If the algorithm 

cannot find a WDWM frequency slot and cannot create a SDM connection directly between the 

end nodes, the algorithm fails. 

3.2.1.4 Control Plane Workflow 

The operation of the SDN control plane starts with the onboarding of the controlled topology. 

In this work, we have considered different topologies with real or emulated hardware. For 

example, one of the topologies is based on the Telefonica topology with 65 nodes, and 270 links 

with 5 cores per MCF. The Operator Support System or Client may retrieve the TAPI context and 
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available resources, including the different nodes, links and their switching capabilities as well 

as available resources.  

At some point, the user proceeds with media channel service provisioning S1 between nodes. 

Upon request, the path computation algorithm finds a path which may or may not involve the 

provisioning of SDM connections (with continuous core between endpoints in the case of core 

continuity constraint) and the subsequent instantiation of virtual link(s). Such DWDM links are 

managed in virtual network topology (VNT) and keep track of both the underlying supporting 

connections as well as the client services. Note that links induced by SDM connections can be 

reused by different DWDM services (grooming). When the service connections are released if a 

SDM connection is no longer used by a WDM connection, the supported DWDM link is removed 

and the SDM connection is released. 

As part of the provisioning process, the OLS controller interacts with the SDN agents within the 

network elements to configure the optical nodes. Based on a high level abstraction there are 

different operations that can be done: ADD or DROP operations of a media channel between an 

add/Drop port and a degree port, cross-connect a given media channel given its frequency slot 

and input/output ports and, for the SDM layer ADD or DROP a client port of the SDM layer into 

the SDM fiber or cross-connect a core between an input and output core. The next section 

details the SDN agent developed in our prototype. 

 

Figure 3.8: Network state after batch of service requests: 336 connectivity services:110 SDM core - supporting 110 

virtual DWDM links (purple) and 226 flexi-grid services. Links show core allocation (SDM) and freq. slots (DWDM). 

Let us note that when the data plane is emulated, the controller can be used to evaluate the 

performance of the system and the algorithm, by either using Markovian processes or evaluating 

the accepted traffic load (network capacity) to reach a blocking rate of e.g.1%. The Figure 3.8 

shows the network state retrieved via the RESTCONF/ TAPI interfaces after batch of service 

requests: 336 connectivity services:110 SDM core - supporting 110 virtual DWDM links (purple) 
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and 226 flexi-grid services. Links show core allocation (SDM) and freq. slots (DWDM). Links are 

either physical (SDM links) or logical WDWM links supported by a connection in the SDM layer. 

3.2.1.5 Integration with the MBoSDM node prototype 

For the integration of the actual node protype, an SDN agent has been implemented and a Yang 

model defined. The yang model supports the dynamic creation of cross-connections across 

different layers and this is mapped to low level interfaces (see Figure 3.9 ). Further details of the 

performance will be reported in WP5. 

 

Figure 3.9: High Level messages between the SDN controller and the SDN agent, based on the pre-defined operations. 

3.2.1.6 Usage as Network Orchestrator 

In the context of Demo 1 with WP5, the FlexOpt SDN controller has also been used to act as a 

network orchestrator for the optical domain, providing overarching control for the MBoSDM 

and Adtran OLS domains. This will be detailed in WP5 deliverables. 

3.2.1.7 Conclusion 

SEASON has implemented a control plane for single domain MBoSDM networks, exporting a 

standard north bound interface. control plane for MBoSDM networks, showing the main 

challenges and design choices. We have demonstrated its applicability in MBoSDM nodes both 

at the control plane level with large topologies as well as the ongoing proof-of-concept being 

done in the ADRENALINE CTTC testbed. The summary of this work has been published in [Cas25] 

and will be subject of upcoming presentations at iPOP2025 in Tokyo, Japan. 
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3.2.2 Ensemble OLS controller  

The optical controller proposed in SEASON for OLS control is based on the Adtran Ensemble 

Network Controller (ENC) software solution and provides a northbound ONF Transport-API 

(TAPI) v2.1 interface. OLS components are managed through southbound interfaces using native 

YANG models and protocols such as NETCONF and SNMP. The controller handles optical service 

provisioning, including port configuration, channel frequency assignment, and other OLS 

operations. On the northbound side, ENC supports TAPI v2.1 for integration. Details on OLS 

service provisioning, service lifecycle management, and API integration are provided in previous 

deliverables D4.1 and D4.2. 

Based on the proposed work, two key innovations have been implemented: 

¶ End-to-End Cross-Border Service Provisioning and Monitoring, and 

¶ Network Automation using NetDevOps. 

 

3.2.2.1 End-to-End Cross-Border Service Provisioning and Monitoring 

We demonstrated an end-to-end cross-border service provisioning and monitoring approach 

using Eclipse Dataspace Components (EDC) Connectors. This solution improves scalability, 

performance, and regulatory compliance while removing the need for traditional manual 

contracts between international network operators and transit gateway providers. 

As network demands grow rapidly, automating cross-border service provisioning has become 

essential. Our demonstration applies SDN principles to dynamically provision network routes, 

ensuring optimal performance. By integrating the EDC Connector, the system enables policy-

driven interactions between different network operator domains, allowing automated end-to-

end service provisioning in line with contractual requirements and predefined policies. 

3.2.2.1.1 Software Defined Networking 

The OLS controllers connect northbound via TAPI to the multi-domain controller or network 

orchestrator. This setup enables dynamic route management across two operator domains. In 

our work, we integrate the TeraFlowSDN controller with the EDC Connector so that different 

TeraFlowSDN instances can share network service details securely and in compliance with 

policies, while autonomously provisioning resources and creating end-to-end service paths. 

3.2.2.1.2 Data Sovereignty and Compliance 

Data sovereignty is key to our solution, ensuring stakeholders keep control of their data through 

strict access and usage policies. Since network data is sensitive, sharing it across operators and 

the transit provider requires a framework that protects ownership. We use the EDC Connector, 
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part of the open-source EDC framework, to manage data exchange while enforcing policies. 

Dataspace connectors have already proven effective in regulated sectors like healthcare. In our 

work, the EDC Connector automates data-sharing agreements and enables secure, policy-based 

interactions between TeraFlowSDN instances. This protects shared information (e.g., service 

descriptions) and supports performance monitoring within each domain, ensuring compliance 

with agreements. 

 

Figure 3.10: Overall Architecture: End-to-End Cross Border Service Provisioning. 

3.2.2.1.3 Cross-Border Service Provisioning and Monitoring 

When a customer requests an end-to-end cross-border service (as shown in Figure 3.10), the 

EDC Connector coordinates provisioning and monitoring between the local operator, transit 

provider, and target operatorτremoving the need for manual negotiations and paperwork. 

3.2.2.1.4 Implementation and Working 

The work demonstrates automated end-to-end cross-border service provisioning. When a 

customer requests a cross-border service (as shown in Figure 3.11ύΣ ǘƘŜ ƭƻŎŀƭ ƻǇŜǊŀǘƻǊΩǎ 95/ 

Connector sends a service request to the transit gateway, which forwards it to the destination 

operator. After approval, TeraFlowSDN instances in both domains share service details via the 

EDC Connector. The TeraFlowSDN controllers then provision resources and activate the service 

through OLS controllers using TAPI. Customers can monitor service performance through their 

ƻǇŜǊŀǘƻǊΩǎ 95/ /ƻƴƴŜŎǘƻǊΣ ǇǊƻǾƛŘŜŘ ǇƻƭƛŎȅ ǊŜǉǳƛǊŜƳŜƴǘǎ ŀǊŜ ƳŜǘΦ aƻǊŜ ŘŜǘŀƛƭǎ ƻƴ ǘƘŜ 

components and experiment workflow are provided in Milestone 5.2 of WP5. The work has been 

published and demonstrated and published  in OFC 2025. 
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Figure 3.11: Interaction between different demo components at various stages of service provisioning and monitoring. 

 

3.2.2.2 Network Automation using NetDevOps. 

We implemented an automated NetDevOps pipeline for configuration management, version 

control, and deployment validation in optical transport networks. The pipeline integrates 

Ansible playbooks, Python based NETCONF clients, and TAPI RESTCONF APIs for device 

configuration and end-to-end service provisioning. With Git based version control, automated 

rollbacks, and dynamic resource utilization, it ensures scalability, reliability, and efficient 

management across diverse network devices. By leveraging digital twin environments, the 

proposed approach enables pre-deployment testing to ensure error-free configurations before 

live implementation. Performance evaluation highlights significant improvements in 

configuration time, resource optimization, and error reduction compared to traditional 

methods, addressing key challenges in managing large-scale optical network infrastructures. 

Adopting the NetDevOps approach offers significant advantages over traditional methods, 

addressing key areas, (a) Scalability is enhanced through automated pipeline, which efficiently 

manage increased number of dynamic device and service configurations. (b) Reliability is 

improved with consistent automated pipeline jobs and network state management using 

version control. (c) Latency is improved effectively by automating routine tasks, leading to faster 

deployment cycles and quicker responses to dynamic network demands. Traditionally, DevOps 

practices have been primarily associated with software development, with limited adoption in 

network management. By extending NetDevOps methodologies, we bring automation and 

agility where such practices have not been extensively explored in optical network. Our 

approach leverages industry standard protocols, such as NETCONF and RESTCONF for 

configuration in a partially disaggregated network architecture. Additionally, we ensure 

seamless integration with optical controllers and orchestration platforms by adhering to ONF-

TAPI in the northbound. 
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3.2.2.2.1 Implementation and Working 

We implemented an automated workflow for managing network device configurations and 

service provisioning in optical networking, focusing on version control and Continuous 

Integration/Continuous Development (CI/CD) operations. The implementation leverages a 

NetDevOps approach to streamline complex network adjustments, improve deployment 

accuracy, and reduce manual errors through automation. 

 

Figure 3.12: NetDevOps Demonstration Architecture in Optical Network Digital Twin. 

A digital twin of the optical network is used that mirrors the actual infrastructure, enabling safe 

testing of configurations before deployment as shown in Figure 3.12. By replicating devices and 

network conditions, engineers can validate changes, identify potential issues, and ensure 

everything works as expected. The pipeline executes configurations in the digital twin which 

emulates an actual device, applying changes to virtual devices and verifying their impact. If 

successful, the tested configurations are then pushed to the actual network environment. This 

approach reduces the risk of errors, minimizes disruptions, and ensures reliable deployment, 

enhancing the overall efficiency of network management. 

The proposed approach achieves scalability and reliability by integrating Git-based version 

control for automated rollbacks, significantly reducing human error and downtime. Performance 

evaluations demonstrate improved operational efficiency and time savings compared to 

traditional methods, and the results are presented in Section 4.2. 

3.2.3 Optical Controller for P2P and P2MP pluggable devices 

(OpenXR) 

One of the novel aspects that SEASON is addressing is the control of the point-to-point (P2P) and 

point-to-multipoint (P2MP) pluggables in support of emerging and constrained connectivity 
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services. A promising technology is OpenXR, and the Open XR Optics Forum 

(https://openxropticsforum.org/)  is the multi-source agreement (MSA) working group for XR 

ƻǇǘƛŎǎΣ ǘƘŜ ƛƴŘǳǎǘǊȅΩǎ ŦƛǊǎǘ Ǉƻƛƴǘ-to-multipoint coherent pluggable transceiver technology, with 

solutions to scale from the network edge across metropolitan, national, long-haul networks, 

simplifying network operations to build smarter, more automated networks.  By enabling 

services such as 5G and packet services, supporting new service speeds of 400G, 800G and 

beyond, and the scale of C+L solutions to enable network scale with more efficient network 

architectures. 

Point-to-multipoint (P2MP) coherent optics based on digital subcarrier multiplexing (DSCM) 

[Welch21] has the potential to provide connectivity in access, aggregation and metropolitan 

networks at a low cost. P2MP technologies use DSCM to split the bandwidth into multiple 

Nyquist digital subcarriers (SCs) at a lower symbol rate. Each individual SC can be treated 

independently of all others, including modulation, management, power, aggregation, etc., and 

thus can be routed to different destinations, allowing a greater degree of flexibility with respect 

to classical fixed point-to-point (P2P) transceivers. In [Her23] the authors proposed that P2MP 

can be dynamically assign bandwidth providing extra resources to an end-user during the peak 

hours and re-assigning that extra capacity to other clients whose peak hours occur later on.  

In summary, one of the activities that SEASON has developed within WP4 is the integration of 

the control of XR pluggables in the overall SEASON control architecture. This has been 

accomplished by extending the functional element of the CTTC FlexOpt optical controller to 

control P2MP services. The chosen model is based on delegating low level details of the 

pluggable configuration to the IPM (Intelligent Pluggable Manager) while the Optical controller 

provides a network view and a standard and open north bound interface. 

3.2.3.1 Control Architecture 

The P2MP programmable pluggables implement a dual management interface as described in 

[Hand24]. The FlexOpt Optical Network Orchestrator is able to process user requests for P2P 

and P2MP services. The FlexOpt exports a TAPI based north bound interface and delegates the 

configuration of the pluggables to a dedicated controller (the XR Intelligent Pluggable Manager 

or IPM) and the configuration of the optical line to a dedicated OLS controller. The main task of 

FlexOpt is to process the user request, to perform path computation and resource allocation 

(with optional path validation with external entities) and to manage the lifetime of services. 

3.2.3.2 Pluggable device Discovery 

The first step involves the discovery, from the Optical Controller, of the available pluggable 

devices, hosts and Network Demarcation Units. This involves several API calls to the underlying 

IPM module, once a token has been obtained during an initial authentication phase. In 

particular, the FlexOpt orchestrator periodically obtains the IPM OpenID token and proceeds 

https://openxropticsforum.org/


  D4.3 SEASON - GA 101096120 

 
 

 
© SEASON (Horizon-JU-SNS-2022, Project: 101096120)                                                    page 29 of 132 

Dissemination Level PUB (Public) 
 

 
 

with the discovery of hosts (routers) and pluggable devices (modules) using a REST interface 

over HTTPs. Discovered network elements are mapped to TAPI network nodes and module 

Ethernet client ports are mapped to TAPI DSR Service-Interface-Points (SIPs) as shown in Figure 

3.13. The Optical Line System is modelled as a single TAPI abstracting media channel switching 

and can represent a ROADM based network controlled by e.g. a TAPI-enabled OLS controller 

node or a transparent optical splitter. In this case, 7 modules are discovered.  

 

Figure 3.13: Scenario and Network Topology for the control of P2MP pluggable devices. 

3.2.3.3 Service provisioning workflow 

One of the key features is the proposal of a standard north bound interface (NBI) based on 

Transport API (TAPI) that allows the provisioning of P2MP services. For this we have used the 

ƎŜƴŜǊƛŎ ά5ƛƎƛǘŀƭ {ŜǊǾƛŎŜ wŀǘŜέ ƭŀȅŜǊ ǇǊƻǘƻŎƻƭ ǉǳŀƭƛŦƛŜǊΣ ƛƴ ǎǳŎƘ ŀ ǿŀȅ ǘƘŀǘ ŘƛŦŦŜǊŜƴǘ ǇƻǊǘǎ ƻŦ ǘƘŜ 

pluggable modules have been given a Service Interface Point, so thanks to the Graphical User 

Interface (see Figure 3.14) the operator can select up to 4 x 100 Gb/s services from the HUB 

module to each of the available modules. 

The FlexOpt receives the request from the northbound interface (NBI) and, as part of the 

process: (1) it computes the nominal central frequency for the DSCM and requests the creation 

of an XR network or constellation to the IPM; (2) it configures the optical line system as needed; 

and (3) as well as the creation of the service between the Ethernet ports in the router available 

breakouts. For this, the creation of the XR network involves selecting the frequency of the 

constellation (e.g., 191375000), the modulation (i.e., 16QAM) as well as the selection of the XR 

hub module (configured in L1 mode). Once the XR network is created, it proceeds to connect 

additional leaves to the XR network selecting the leaf modules. Finally, ǘƘŜ άǇƻǊǘ ƳƻŘŜέ 

connection is requested with a third call specifying the Ethernet endpoints (client AIDs). 
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Figure 3.14: Provision of a 100G service between the XR Hub and one of the leaves, using a standard TAPI North Bound 

Interface. 

The establishment of a 100 Gb/s service between breakout port 1 of the Cisco router and port 1 

of the UfiSpace router necessitates a specific configuration process. To facilitate the 100 Gb/s 

service, it is imperative to configure the breakout mode on the interfaces involve in the service, 

specifically those utilizing a 400G pluggable. This configuration results in the creation of four 

subcarriers, each capable of supporting an individual link. The procedure entails: 

I. Activation of breakout mode on the 400G QSFP-DD ports of both the Cisco and the 

UfiSpace router. 

II. Allocation of one of the four available subcarriers (in this instance, subcarrier 1) for the 

requisite 100 Gb/s service. 

III. Configuration of appropriate frequency and modulation parameters for the selected 

subcarrier to accommodate the 100 Gb/s data rate. 

IV. Establishment of the logical connection between the designated breakout ports on each 

router. 

V. Verification of link status and performance metrics to ensure the operational integrity 

of the 100 Gb/s service. 

The frequency is obtained through the optical controller, which performs the corresponding 

frequency assignment to the involved equipment. This method enables efficient utilization of 

the 400G pluggable capacity, facilitating the provisioning of multiple high-speed services on a 

single physical port. This methodology enables efficient utilization of the 400G pluggable 

capacity, facilitating the provisioning of multiple high-speed services on a single physical port. 
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The remaining subcarriers may be allocated for additional services or reserved for future 

capacity expansion, thus providing flexibility in network resource allocation. 

As previously mentioned, the processing of the TAPI request involves correlating with the 

Optical Line System status, obtaining a reference to the underlying XR network/constellation 

and creating the services. The first time that the network is instantiated, the Optical controller 

must select a central frequency and instantiate the XR network, whose payload is shown in the 

following snippet/capture in Figure 3.15. 

 

Figure 3.15: Interface Optical Controller / IPM to create the XR network, selecting the HUB module and the 

constellation central frequency and the selected modulation format. 

3.2.3.4 Experimental Setup 

¢ƘŜ ŜȄǇŜǊƛƳŜƴǘŀƭ ǎŜǘǳǇ Ƙŀǎ ōŜŜƴ ƛƳǇƭŜƳŜƴǘŜŘ ƛƴ ¢ŜƭŜŦƻƴƛŎŀΩǎ CǳǘǳǊŜ bŜǘǿƻǊƪ [ŀōƻǊŀǘƻǊȅ (see 

Figure 3.16 and Figure 3.17, utilizing two IPoWDM routers: a Cisco NCS 57B1 running IOS 24.3.1 

and an Ufispace router with Drivenets software. Both were equipped with 400G QSFP-DD ports 

and 400G and 100G P2MP programmable pluggables. The interconnection between nodes is 

achieved through a fiber optic structure incorporating a 1:4 splitter and a 1:8 splitter. 

In terms of system management, intelligent pluggable manager (IPM) has been deployed on a 

virtual machine, connected to the routers via a switch. Additionally, an intermediate router 

serves as a management interface; this device is a whitebox router running ADVA software, 
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enabling centralized and efficient management of network components, thus facilitating the 

programming and control of P2MP pluggables within the experimental environment. 

For service configuration, a hierarchical controller is employed, which communicates with both 

an IP SDN controller and an optical SDN controller. The optical SDN controller is located in the 

CTTC laboratory and connected ǘƻ ǘƘŜ ¢ŜƭŜŦƻƴƛŎŀΩǎ ƭŀōƻǊŀǘƻǊȅ Ǿƛŀ ŀ ±tbΣ ŜƴǎǳǊƛƴƎ ǎŜŀƳƭŜǎǎ 

integration and control across the distributed experimental setup. 

 

Figure 3.16: Control of P2MP pluggables, experimental setup. 

 

Figure 3.17: GUI of the established P2MP service with the hub and the leaves, showing the centered optical spectrum. 

3.2.3.5 Conclusions 

We have practically demonstrated the integration of the P2MP pluggable devices into the overall 

SEASON control plane, showcasing the provisioning of 100 Gb data services in a P2MP scenario 

by dynamically configuring the XR network parameters and constellation and dynamically 
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attaching additional leaves to the hub, thanks to the efficiency and flexibility of the digital sub-

carrier multiplexing. 

This solution was shown during the OFC2025 exhibition demonstration, and the resulting video 

is available at https://www.youtube.com/watch?v=rbjGV4mpGHU 

3.2.4 SDM Passive Optical Network (PON) Controller 

The SDM Passive Optical Network (PON) Controller is a dedicated component within the SEASON 

control plane responsible for managing and configuring advanced PON infrastructures that 

employ Space-Division Multiplexing (SDM) techniques. This Software-Defined Networking (SDN) 

controller acts as an intermediary between high-level orchestration systems and the underlying 

PON hardware, providing a programmable interface that abstracts the complexity of the physical 

devices and enables flexible service configurations. 

From a functional standpoint, the controller supervises optical devices such as Optical Line 

Terminals (OLTs) and manages spatial aggregation/disaggregation elements. It addresses 

capacity scaling by exploiting spatial switching by activating or deactivating spatial channels 

based on traffic demand, while simultaneously maintaining energy efficiency. This dynamic 

adaptation ensures that PON resources are scaled in line with fluctuating traffic patterns, 

balancing throughput and sustainability. 

3.2.4.1 Architecture and Design of the SDM PON Controller 

The SDM Passive Optical Network (PON) Controller is an SDN-based component of the SEASON 

control plane tasked with managing and configuring PON infrastructures enhanced by 

spaceȤdivision multiplexing. It presents a programmable interface to highȤlevel orchestrators, 

abstracting the underlying optical hardware and spatial switching elements to enable flexible 

service provisioning. As part of its remit, the controller supervises optical line terminals (OLTs), 

optical network units (ONUs) and aggregation/disaggregation devices, scaling spatial resources 

according to traffic demand and network policies. Detailed mechanisms for multiȤdomain 

resource allocation and energyȤaware operation are described in the following subsections. 

3.2.4.2 Interfaces 

To provide seamless interoperability between orchestration platforms and the PON equipment, 

the controller defines two distinct categories, northbound and southbound, each tailored to its 

respective integration needs. These interfaces are summarized below: 

¶ Northbound Interface (NBI): The controller exposes a REST-based API that allows 

integration with higher-level controllers (e.g., the TeraFlow SDN controller) and 

orchestrators. This API is documented using OpenAPI/Swagger and supports standard 

https://urldefense.com/v3/__https:/www.youtube.com/watch?v=rbjGV4mpGHU__;!!D9dNQwwGXtA!VSxpEysxVJetahoIxIGACxKVAjdkObOMWvztx7EEsYBYGbFbJEihRCBhhTkST4hMUXigKXVxTFwCGHC-TXRweKhVA82-$
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CRUD operations on network configuration objects, service definitions, and energy 

monitoring data 

¶ Southbound Interface (SBI): Configuration and monitoring of PON devices are 

performed via NETCONF over SSH, leveraging vendor-specific YANG models (such as 

Calix) extended with custom models tailored to SDM-PON control. These models 

encapsulate features such as ONU identification, Ethernet and ONT-Ethernet interfaces, 

VLAN mapping, traffic profiles, and dynamic bandwidth allocation mechanisms. 

3.2.4.3 Models 

To enable fine-grained service provisioning over the PON, the controller uses a dedicated YANG 

schema known as PonCosProfile. This classȤofȤservice model specifies the parameters required 

to configure VLANȤbased service profiles on the PON. The model includes attributes such as a 

name (string) to identify the profile and a priority (integer) to define its precedence. It also 

captures a bandwidth_type field, constrained to the value explicit, which indicates that 

bandwidth allocations are explicitly defined. Upper and lower bandwidth limits are expressed 

through maximum_bw and min_bw (both integers). Finally, the cos_type (string) designates the 

classȤofȤservice and can take one of two values: expedited for low-latency, high-priority traffic 

or assured for guaranteed but less timeȤsensitive traffic. 

PonCosProfileModel {  

name string  
The name of the PonCosProfile.  

priority  integer  
The priority to assign.  

bandwidth_type  string  
example:  explicit  
The cos_type to assign.  
Enum:  
[  explicit  ]  

maximum_bw integer  
The maximum bandwidth  

min_bw  integer  
The minimum bandwidth.  

cos_type  string  
example:  expedited  
The minimum bandwidth.  
Enum:  
[  expedited, assured  ]  

}  

The REST API implemented by the SDM PON Controller exposes a set of endpoints for managing 

classȤofȤservice profiles, retrieving and modifying the controllerΩs running configuration, and 

instantiating services. Table 3-1 summarizes the most relevant endpoints, indicating the HTTP 

method, resource, and corresponding URI. The first block of entries in the table refers to 

operations on PonCosProfile objectsτallowing their retrieval, creation, modification, and 

deletionτwhile the subsequent entries relate to queries and updates of the running 



  D4.3 SEASON - GA 101096120 

 
 

 
© SEASON (Horizon-JU-SNS-2022, Project: 101096120)                                                    page 35 of 132 

Dissemination Level PUB (Public) 
 

 
 

configuration and service provisioning via unique service identifiers. These endpoints 

encapsulate the CRUD functionality described above and form the programmatic entry points 

through which higherȤlevel orchestrators interact with the PON controller. 

Table 3-1:REST API endpoints. 

S.No Interface Description 

1 REST 

PonCosProfile 

METHOD: GET 

URL: https://IP:PORT/api/v1/pon-cos-profile/{NAME} 

2 REST 

PonCosProfile 

METHOD: POST 

URL: https://IP:PORT/api/v1/pon-cos-profile 

BODY EXAMPLE: 

{  
  "name": "string" ,  
  "priority" : 0,  
  "bandwidth_type" : "explicit" ,  
  "maximum_bw": 0,  
  "min_bw" : 0,  
  "cos _type" : "expedited"  
}  

3 REST 

PonCosProfile 

METHOD: PUT 

URL: https://IP:PORT/api/v1/pon-cos-profile/{NAME} 

BODY EXAMPLE: 

{  
  "name": "string" ,  
  "priority" : 0,  
  "bandwidth_type" : "explicit" ,  
  "maximum_bw": 0,  
  "min_bw" : 0,  
  "cos_type" : "expedited"  
}  

4 REST 

PonCosProfile 

METHOD: DELETE 

URL: https://IP:PORT/api/v1/pon-cos-profile/{NAME} 

5 REST 

RunningConfig 

METHOD: GET 

URL: https://IP:PORT/api/v1/running-config 

6 REST 

RunningConfig 

METHOD: POST 

URL: https://IP:PORT/api/v1/running-config 

7 REST 

RunningConfig 

METHOD: DELETE 

URL: https://IP:PORT/api/v1/running-config 

8 REST 

RunningConfig 

METHOD: POST 

URL: https://IP:PORT/api/v1/service/{SERVICE-ID} 
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3.2.4.4 Control Functions 

¶ Resource Allocation: The controller dynamically allocates resources across time, 

spectrum, and space based on service requirements and network policies. This includes 

time-domain scheduling for low-latency services, spectrum assignment to match OLT 

capabilities, and spatial channel selection to balance capacity and power consumption 

¶ Energy Monitoring: To support energy-aware operation, the controller monitors the 

power consumption associated with activating spatial channels and reports this 

information via the REST API. This enables higher-level systems to make informed 

decisions about service placement and resource scaling 

¶ Service Provisioning: The controller supports the creation, retrieval, updating, and 

deletion of PON services. A specific YANG model, PonCosProfile, defines class-of-service 

profiles with parameters such as name, priority, bandwidth type (e.g., explicit), 

maximum and minimum bandwidth, and class-of-service type (expedited or assured). 

Through the REST interface, operators can push these profiles to configure services with 

precise performance guarantees. 

 

3.2.4.5 Implementation and Demonstration 

The SDM PON Controller has been realized as a fully functional SDN-based system that exposes 

a RESTful northbound API. This interface, documented using the OpenAPI specification and 

accessible through Swagger, allows administrators and higher-level systems to perform create, 

read, update and delete (CRUD) operations on network configurations and service profiles. 

Leveraging the same interface, the controller dynamically adjusts the number of active spatial 

channels in response to real-time traffic demandsτdeactivating unused resources during low-

load periods and reactivating them when traffic increasesτthus optimizing energy consumption 

without compromising service performance. 

On the southbound side, the controller communicates with the PON hardware via NETCONF 

over secure SSH connections. To ensure interoperability with commercially available equipment, 

it leverages the Calix YANG model, which identifies optical network terminals (ONTs) by serial 

number, defines Ethernet and ONTȤEthernet interfaces, and specifies ingress/egress rules and 

VLAN mappings. Additional custom YANG models extend these capabilities to support SDM-

specific operations such as configuring traffic profiles and dynamic bandwidth allocation. Service 

provisioning is handled through NETCONF using class-of-service profiles; for example, expedited 

forwarding services are configured by pushing PonCosProfile parametersτname, priority, 

bandwidth type, maximum and minimum bandwidth, and class-of-service typeτto the OLT, 

ensuring precise traffic shaping and quality of service. 
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Figure 3.18: Overview of the controller architecture. 

Figure 3.18 illustrates this control architecture. The PON Controller interacts via its REST API and 

NETCONF interfaces and is energy-aware of the OLT. A reconfigurable spatial splitter/combiner; 

the fanȤin/fanȤout modules connect the multiȤcore trunk to remote nodes and ONUs. This 

dynamic spatial aggregation and disaggregation framework optimizes energy consumption. 

Using NETCONF-based control and continuous telemetry collection, the system dynamically 

manages OLT port activity by aggregating or disaggregating spatial channels in response to traffic 

load. This mechanism allows the PON to switch between low-power/low-capacity and high-

power/high-capacity configurations, achieving measurable energy savings without degrading 

performance. A demonstration using commercially available hardware visualizes power and 

ǘǊŀŦŦƛŎ ƳŜǘǊƛŎǎ ƛƴ ǊŜŀƭ ǘƛƳŜ Ǿƛŀ ŀ DǊŀŦŀƴŀ ŘŀǎƘōƻŀǊŘΣ ƛƭƭǳǎǘǊŀǘƛƴƎ Ƙƻǿ ǘƘŜ ŎƻƴǘǊƻƭƭŜǊΩǎ ǊŜŀƭ-time 

decision-making can optimize both energy usage and throughput in SDM-enabled passive 

optical networks. 

3.2.5 -IPoWDM Controller 

This section summarizes the work done in the SEASON project on the SDN Control of IPoWDM 

networks, also considering the emerging network architectures leveraging on degree-1 ROADMs 

(also called ROADM-free). Furthermore, this section reports on the novel development to 

support L2 VPNs within the ETSI TeraFlow (TFS) SDN Controller, thus providing integrated IP and 

Optical control of the underlying disaggregated network infrastructure. Indeed, TFS is not only 

responsible for the configuration of the packet layer (IP address configuration, VLAN setup, 

enforcement of routing protocols and policies) but it is also able to perform the configuration of 

the optical transmission parameters of the pluggable modules. The TFS IP SDN Controller is able 

to communicate with IPoWDM devices through NETCONF relying on OpenConfig model. On the 
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device side, a specific NETCONF agent has been adopted (see Sect. 3.1.2 in this document), in 

order to enable the control plane communication towards the SDN Controller and to perform the 

physical resources configuration through CMIS/Sonic APIs. The new functionalities have been 

experimentally validated in a multi-layer testbed encompassing IPoWDM boxes for the complete 

deployment of a L2VPN service.  

 

Figure 3.19: Reference ROADM-free scenario with multiple POPs. 

Figure 3.19 shows the details of the reference scenario, considering three POPs (i.e., POP1, 

POP2, and POP3). Each POP is adopting a pair of IPoWDM boxes to act as gateway for the inter-

POP connections. Other than grey 100G Ethernet interfaces for the local connections to the 

EdgeDC LAN devices, the boxes are equipped also with coherent pluggable modules ZR/ZR+ at 

400G. The interconnection among the POPs is performed with point-to-point links with the 

coherent pluggable modules multiplexed together by means of simple AWGs (or ROADMs on 

blade devices where reconfigurability is needed). Each IPoWDM node is equipped with a 

NETCONF agent, running in a container and relying on the SONiC-based OS, able to expose a 

NETCONF interface towards the SDN Controller and relying on CMIS APIs for the communication 

with the underlying physical resources. The NETCONF agents adopt OpenConfig YANG modeling 

for the representation (and abstraction) of the node, being capable of performing both the 

packet (IP addresses, BGP protocol, VLAN assignment) and the optical (frequency, TX-power-

level and application code) configuration. At the control-plane, an instance of an IP SDN 

Controller (relying on ETSI TFS open-source initiative) is considered to perform the configuration 

of all the IPoWDM nodes of the network. The communication is realized by means of the 

NETCONF protocol, relying on the OpenConfig model. In the reference scenario, AWG devices 

are envisioned for the multiplexing over the point-to-point fiber of the coherent channels among 

POPs. In case of ROADM on blade devices, that require the spectrum (re-)configuration, two 

main different options are possible: (i) relying on a specific instance of Optical SDN Controller 

(following the TIP MANTRA approaches), or (ii) following the state-full distributed approach, 

avoiding the adoption of the Optical SDN Controller. 
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ETSI TeraFlow is emerging as a strong candidate for the open-source implementation of SDN 

controller. In particular, this framework proposes a cloud native platform for the deployment of 

network services, enabling closed loop operations and automatic configuration of the devices. 

In the context of this activity, novel functionalities have been proposed. Following a bottom-up 

approach, novel contributions have been proposed at driver, service routines and north bound 

interface (NBI). 

At the driver level, the NETCONF OpenConfig driver has been extended to support IPoWDM 

scenario. The novel driver includes the automatic discovery of the components required for the 

activation of the network services, including interfaces, ports, pluggable transceivers, optical-

channels. For each component, the relevant details/parameters are automatically discovered 

during the onboarding of each device, parsing the reply of the NETCONF get RPC. The collected 

data is then stored in the context database, available during the lifecycle of the system.  

From the IP service view, the existing service handler has been expended to support L2VPN 

activation. This has been achieved by considering a new vendor for the IPoWDM boxes and 

implementing the required configuration routine. 

At NBI level, a new API has been designed for the configuration of the optical parameters of the 

coherent pluggable modules. In fact, following the single approach of the TIP MANTRA the IP 

SDN controller is responsible for the full configuration of the IPoWDM boxes, including both the 

IP stack and the optical parameters of the modules. The API has been conceived to support the 

control of one or more pluggable modules with a single request.  

A payload as shown in Figure 3.20 sent to the NBI REST API to configure a device object related 

to the pluggable connected to the interface Ethernet192 of node IPoWDM1 with frequency 

193.2THz, operational mode 7 and TX-power level 0dBm. The payload can include more than 

one device object, enabling the possibility to activate more than one pluggable (i.e., configuring 

the two endpoints of an end-to-ŜƴŘ ŎƻƴƴŜŎǘƛƻƴ ƻǊ ŎƻƴŦƛƎǳǊƛƴƎ άǎǳǇŜǊ-ŎƘŀƴƴŜƭǎέ ŎƻƳǇƻǎŜŘ ƻŦ 

multiple pluggable modules). 

 

Figure 3.20: Data model of the TFS NBI. 
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3.2.5.1 Experimental Validation 

In order to validate the proposed solution, an experimental testbed including two POPs 

interconnected with a point-to-point link has been considered. Each POP exploits an IPoWDM 

EdgeCore box as gateway for the remote connections. Each box has been equipped with two 

QSFP-DD ZR+ pluggable modules at 400G with coherent capability. Two AWG with 100GHz 

granularity have been adopted to perform the multiplexing of the channels along a point-to-

point link among the two POPs, composed by a spool of SMF fiber with length 45km. The 

adoption of the AWG allows to filter the signals, still guaranteeing the coexistence of multiple 

channels with viable quality of transmission. Each IPoWDM box has been equipped with a 

containerized NETCONF agent and the REST driver for the configuration of the hardware. A TFS 

IP controller instance has been adopted to control the two IPoWDM boxes. 

The TFS controller has been adopted to configure a L2VPN service encompassing the IPoWDM 

boxes. With the considered hardware (EdgeCore switches with Sonic OS) the MPLS tunneling is 

not supported. For this reason, the L2VPN is realized by relying on a different tunneling solution 

(i.e., VXLAN) still adopting BGP exchange of remote MAC addresses and VNI. 

 

Figure 3.21: complete activation of the L2VPN service. 

Following, the overall procedure (as seen in Figure 3.21) for the complete activation of the 

L2VPN service is described. 
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1) Initially, the TFS IP controller discovers the IPoWDM components, including ports, 

interfaces, transceivers, optical-channels and logical-channels, the discovery is 

automatically performed by the OpenConfig NETCONF driver after the onboarding of 

the device. 

2) Then, relying on the NBI previously described, the TFS controller exposes an API to 

perform the configuration of the two selected pluggable modules, i.e., the modules 

attached to port Ethernet192 (associated with component channel-192). In this way 

frequency, TX-power levels and operational mode are configurated in the two coherent 

transceivers at 400G. All the time that the pluggable frequency is changed, around 60s 

are needed for the activation of the packet link among the two interfaces. 

3) Once the Ethernet link is ready, an IP address is assigned to the two interfaces (point-

to-point network address space). Since only pure BGP-based routing is available in the 

EdgeCore boxes (no OSPF is implemented in the FRR routing instance) a static route is 

then configured to enable the Loopback interface reachability. This steps takes around 

10. 

4) The real L2VPN configuration is then performed. This includes the activation of a vxlan 

tunnel, with local IP the Loopback interface. The vxlan is configured to act as Network 

Virtualization Overlay (NVO), supporting the Ethernet Virtual Private Network (EVPN). 

Then, the BGP instance for the exchange of data related to the L2VPN capability is 

configured (in our case an iBGP neighboring is activated with AS number 65001). This 

configuration is performed by the agent relying on the vtysh virtualized cli exposed by 

the FRR routing instance and takes around 15s for the complete adjacency setup. 

5) A VLAN instance is then created (i.e., VLAN 10) on the client interfaces (in the 

experiment the 10Gbps interfaces of the EdgeCore switches Ethernet256 and 

Ethernet257 have been considered). To avoid traffic disruption on the other existing 

interfaces attached to the VLAN, this step performs the shutdown of the interface, the 

inclusion in the VLAN and again the interface activation. This step takes around 10s.  

6) Finally, each local VLAN that will be participating to the L2VPN are mapped to a VXLAN 

Network Identifier (VNI), being able to perform later the route target for the data 

exchange among the nodes (in the experiment VLAN 10 is mapped to the VNI 1000 in 

both the nodes). 
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Figure 3.22: L2VPN configuration. 

Figure 3.22 shows the status of the L2VPN configuration at the end of the procedures. Two BGP 

nodes are involved IPoWDM node1 (1.1.1.1/32) and IPoWDM node2 (2.2.2.2/32), with different 

route distinguisher, able to distribute the learned MAC addresses belonging to the L2VPN. In 

general, the overall L2VPN activation (considering the effective end hosts able to communicate 

over brand new established data plane packet layer), including coherent pluggable modules 

frequency reconfiguration, takes around 110s (<2 minutes). In case the configuration of the 

frequency is not needed, the overall time shorts to 50s. 

Conclusions 

This work demonstrates that the evolution of control plane solutions is crucial for the efficient 

deployment of point-to-point IP over DWDM (IPoWDM) architectures, driven by the growing 

demands of hyperscale cloud services. We have shown that modern IPoWDM nodes in ROADM-

free scenarios can be effectively managed by a single IP SDN Controller, which centrally 

orchestrates both the packet layer and the optical transmission parameters of coherent 

pluggable modules. The ETSI TeraFlow framework now supports NETCONF protocol with 

OpenConfig YANG models for IPoWDM devices equipped with NETCONF agents and CMIS/Sonic 

APIs. The proposed control solution has been experimentally validated in a testbed scenario, 

demonstrating full automation and correct operation of an end-to-end L2VPN service across two 
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IPoWDM nodes. Experimental results show that the overall data plane ready configuration time, 

including optical tuning (frequency and TX power configuration) and IP configuration, requires 

around 110s, with around 50s needed only by the optical tuning of the coherent pluggable 

modules. These results confirm the feasibility and operational efficiency of a simplified, ROADM-

free IPoWDM network controlled through a unified SDN-based control plane. This work has been 

published in [Sga25].  

3.2.6 RAN Intelligent controller 

This section provides a brief overview of the RAN Intelligent Architecture and describes how the 

RIC, through the deployment of xApps and the use of the E2 interface, is able to monitor the 

telemetry coming from RAN nodes and then take action based on that telemetry.  

The section also provides details of the configuration of the network that was deployed at the 

SEASON trial sites and gives some sample performance metrics. 

3.2.6.1 RIC Architecture and the telemetry to action workflow 

Figure 3.23, below shows the ŀǊŎƘƛǘŜŎǘǳǊŜ ƻŦ !ŎŎŜƭƭŜǊŀƴΩǎ w!b LƴǘŜƭƭƛƎŜƴǘ /ƻƴǘǊƻƭƭŜǊ όwL/ύ ǘƘŀǘ 

was deployed at the SEASON trial sites.  

 

Figure 3.23: Accelleran RIC Architecture. 
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The RIC supports the deployment of xApps that collect telemetry and can then, based on that 

telemetry, decide to perform actions on the deployed network. This telemetry to action 

workflow happens over the E2 interface. In the O-RAN architecture, the E2 interface connects 

the Near-Real-Time RIC (Near-RT RIC) to RAN O-CU and O-DU nodes and is responsible for both 

telemetry collection and control actions. It supports the collection of real-time network data and 

enables RIC applications (xApps) to make decisions based on live telemetry, such as traffic load, 

signal quality, or resource usage. 

The following sequence describes, in a high-level way, the general telemetry to action workflow.  

1. Telemetry collection: The RAN node sends real-time performance data (e.g., user load, 

interference, throughput) to the Near-RT RIC via E2SM-KPM or other telemetry service 

models.  

2. Decision-making: xApps running on the RIC analyze this data and determine whether 

action is needed e.g., to reduce congestion, improve QoS.  

3. Action triggering: The RIC sends an E2 control message containing the defined E2SM 

action e.g., initiate handover, adjust transmit power.  

4. Execution: The RAN node receives and applies the command and may optionally report 

back status or acknowledgment. 

Further details of the E2 telemetry that is available in the RIC can be found in Section 5.3. 

3.2.6.2 Network Configuration and Performance Metrics 

The 5G network what was deployed used the following configuration: 

¶ Bandwidth: 50 MHz  

¶ Duplexing Technique: TDD 

¶ TDD pattern: DDDDDSUUUU 5D1S4U  

¶ ARFCN: 641660 (Frequency 3624.9 MHz)  

¶ Frequency Band: n78 

¶ PLMN: 00101 

Two RUs were deployed with PCIs of 1 and 2 respectively. 

The following figures (Figure 3.24, Figure 3.25, Figure 3.26, Figure 3.27, Figure 3.28, Figure 3.29), 

taken from the RIC dashboard, provide a representative snapshot of system performance. In all 

cases a single UE was deployed and active during metrics collection. 
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Figure 3.24: Downlink Bitrate (Mbps). 

 

Figure 3.25: Maximum and Minimum Downlink Bitrate (Mbps). 

 

Figure 3.26: Uplink Bitrate (Mbps). 
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Figure 3.27: Maximum and Minimum Uplink Bitrate (Mbps). 

 

Figure 3.28 Downlink MCS (Modulation and Coding Scheme). 

 

Figure 3.29: Uplink MCS (Modulation and Coding Scheme). 

3.3 MULTI-DOMAIN ORCHESTRATION 

3.3.1 Transport Network Orchestration 

The Transport Network Orchestration (TNO) in SEASON is provided using the Open Source 

TeraFlow SDN Controller framework and the IETF Network Slice Controller (NSC). TNO maintains 

a layered view of the transport network, from PON to metro-core, based on the information 

received by the domain controllers. It can assist in the creation of end-to-end services with the 

aid of the domain network controllers, which take care of the service creation in their respective 
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scopes. In the context of SEASON, the main connectivity service that is going to be provided is 

ǘƘŜ άǎƭƛŎŜέ ǎŜǊǾƛŎŜΦ Figure 3.30 shows the TNO workflow. 

 

Figure 3.30: Transport Network Orchestration Workflow. 

3.3.1.1 Use Case 1: Create/Delete optical slice 

The creation and deletion of slices in the optical layer is the task of the NSC. This component is 

in charge of managing the services in IETF or 3GPP format associated to Optical Slices. These 

slices must be translated into 3GPP format for the optical controller to make the necessary 

configurations. To do this translation, the NSC interacts with the TFS Orchestrator to obtain the 

necessary optical parameters. Figure 3.30 shows an example of an optical slice to be sent to the 

optical controller. 
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3.3.1.2 Use Case 2: Create/Delete Connectivity Services 

Once the preconfigured optical slices are available, the connectivity services are configured. The 

services arrive at the NSC in IETF or 3GPP format and are managed to generate different services 

per domain. Once the domains involved in the configuration have been identified, TFS takes care 

of talking to each domain controller. 

The services are divided into three types of subservices: Optical, IPoWDM and IP: 

¶ Optical: performs the configuration of the media channels and assigns the 

corresponding optical slice. 

¶ IPoWDM: performs the configuration of the pluggables in the IPoWDM routers, 

assigning port, frequency, etc. 

¶ IP: performs the connectivity configuration at level 2 or 3. 

3.3.2 Cloud-native Service Orchestration 

The SEASON service orchestrator is a Kubernetes-native control layer that converts high-level 

service intents into concrete compute, storage and network resources while shielding 

applications from the heterogeneity of the underlying optical and packet infrastructure. It is 

ƛƳǇƭŜƳŜƴǘŜŘ ŀǎ ŀ ƭƛƎƘǘǿŜƛƎƘǘ ŎƻƴǘǊƻƭƭŜǊ ǘƘŀǘ ǿŀǘŎƘŜǎ ŦƻǊ άǎŜǊǾƛŎŜ-ƛƴǘŜƴǘέ ƻōƧŜŎǘǎ ƛƴǎƛŘŜ ǘƘŜ 

cluster, decides where each workload should run, and coordinates with the transport SDN 

infrastructure to ensure that the required connectivity exists before traffic is released. A small 

REST North-Bound Interface (NBI) replaces ad-hoc terminal commands. An operator or an OSS 

component posts a YAML document that names the container image, the number of replicas, 

and any environment-specific parameters; no explicit knowledge of the physical network is 

needed at this level. The orchestrator persists the request and immediately begins 

reconciliation.  

During reconciliation the controller obtains a live view of the underlay network through its 

south-bound interface to the TeraFlow SDN. It receives a stream of network metrics such as 

bandwidth capacity and current link latency; those figures are continuously joined with pod-

level CPU, memory and traffic counters scraped by Prometheus and fed into a short-horizon 

predictor. When the service orchestrator foresees that, within the next telemetry cycle, 

throughput or latency will outgrow it instructs HorizontalPodAutoscaler to add replicas and, in 

parallel, requests the SDN layer to reserve the extra bandwidth or to switch to a lower latency 

path that those replicas will require. 

3.3.2.1 Case Study 1: Automated recovery from an optical fiber failure 

This section presents the results of a simulated network failure scenario designed to evaluate 

the resilience and automated recovery capabilities of the SEASON architecture. The experiment 
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focuses on a fiber cut event affecting a critical primary path and measures the system's 

performance in detecting the failure, activating a protection path, and restoring service. 

Scenario Overview 

The network under test consists of interconnected optical nodes and links, as depicted in Figure 
3.31. This topology includes a gNB, Mellanox, edge compute nodes, ROADM ring, MBoSDM and 
a central office. 

 

Figure 3.31: Network Topology. 

The simulation establishes ten distinct services (SRVC001-SRVC010). These services can be 

conceptualized as application workloads or microservice instances which require reliable 

underlying network connectivity. Initially, each active service contributes to a cumulative traffic 

load on the primary optical path. The scenario unfolds in the following stages: 

1. Stable operation: All services operate normally on the primary path with an end-to-end 

latency of 0.200 ms. 

2. Path degradation: At t=79s, traffic load reaches 200 Gbps, causing the primary path to 

enter a DEGRADED state, shown in Figure 3.32. The system correctly identifies the 

quality-of-transmission (QoT) drop but maintains service on the primary path as it is still 

functional. 

 

Figure 3.32: Transition to DEGRADED condition. 

3. Hard failure: At t=184s, a FIBER_CUT is simulated on the L_ROADM_MBoSDM link, 

inducing a total service outage, output shown in Figure 3.33. 
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Figure 3.33: Transition to FAILURE condition. 

4. Automated rerouting: The failure is first detected at a low level, for instance, by an 

Optical Line System (OLS) controller like the Ensemble OLS Controller, which registers a 

Loss of Signal alarm from the affected ROADM. This alarm is propagated upwards as a 

telemetry event to the network orchestrator. The orchestration layer detects the failure 

and initiates a failover procedure, rerouting affected services to a pre-configured 

protection path, showing in Figure 3.34 and in Figure 3.35. 

 

Figure 3.34: Rerouting of the streams due to failed link. 

 

Figure 3.35: Service restored logs by using the protection path. 

5. Path repair and normalization: After a period, the failed link is repaired, and services are 

automatically switched back to the primary path. 
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Figure 3.36: Information about the new state of the link experiencing outage. 

 

Figure 3.37: Service is rerouted from the initial path after the fix. 

Key Performance Indicators (KPIs) 

Failover Time: The time elapsed from the hard failure (t=184s) to the successful restoration of a 

service on the protection path. 

¶ First service restored (SRVC001): 10 seconds (at t=194s). This initial 10-second interval 

includes the time for failure detection at the physical (ROADM/OLS) and protocol layers, 

propagation of this information to the network orchestrator, orchestrator processing to 

identify affected services and available protection paths, and signaling the path change 

to network elements. 

¶ Last service restored (SRVC010): 100 seconds (at t=284s). The results show a sequential 

restoration process. After the initial 10-second overhead for the first service, 

subsequent services were restored at approximately 10-second intervals. This 

sequential approach is a common strategy to manage control plane load, ensure 

resource stability on the protection path, and allow for monitoring during a mass 

failover event. Thus, the total service restoration window for all ten services spanned 

90 seconds (from t=194s for SRVC001 to t=284s for SRVC010). 

Service Switchback 

Following the repair of L_ROADM_MBoSDM (completed at t=349s, Figure 3.36), services were 

seamlessly switched back to the primary path at t=354s. The 5-second delay between link repair 

validation (t=349s) and the initiation of switchback (t=354s, Figure 3.37) represents a Wait-to-

Restore (WTR) timer to ensure the repaired path is stable before reverting traffic, preventing 

potential service flapping if the repair were intermittent. Upon switchback, the original E2E 

latency of 0.200 ms was restored for all services, as shown in Figure 3.38. 



  D4.3 SEASON - GA 101096120 

 
 

 
© SEASON (Horizon-JU-SNS-2022, Project: 101096120)                                                    page 52 of 132 

Dissemination Level PUB (Public) 
 

 
 

 

Figure 3.38: Latencies experienced by the services. 

Integrated Orchestration and Network Control 

The SEASON architecture is designed for seamless interplay with higher-level service 

orchestrators, such as Kubernetes and TFS. This integration is key to achieving agile and resilient 

end-to-end service delivery.  

¶ Facilitating rapid service creation and upscaling: The prompt provisioning of network 

paths by SEASON is a critical enabler for the overall service creation time. When a new 

application service is requested or an existing one needs upscaling, SEASON rapidly 

establishes the necessary underlying network connectivity. 

¶ Ensuring stability for orchestrator decisions: During network events like the failover 

(t=184s to t=284s), SEASON's automated network restoration minimizes the disruption 

perceived by the orchestrator. While Kubernetes health checks might detect temporary 

unreachability for some pods, the network's quick self-healing (first service restored in 

10s) prevents the orchestrator from triggering premature or unnecessary drastic actions 

like widespread pod rescheduling or downscaling. This network stability allows the 

orchestrator to make more informed decisions based on actual application state rather 

than transient network issues. 

¶ Streamlined operations through layered automation: By autonomously managing 

network path selection, failure recovery, and QoT assurance, SEASON allows the service 

orchestrator to focus on its core responsibilities: application deployment, scaling, and 

lifecycle management. Kubernetes can operate with the assurance that the underlying 

network is intelligent and responsive. This layered automation simplifies operations and 

reduces the need for complex, cross-layer control logic to be embedded within the 

orchestrator itself. For example, the WTR timer (t=349s to t=354s) is a network-level 

decision by SEASON that ensures path stability before Kubernetes would observe the 

primary path as fully restored for its managed pods. 

¶ Holistic resilience and performance: The synergy between SEASON's network 

automation and the orchestrator's service management capabilities results in enhanced 

end-to-end resilience and performance. Network path optimization and rapid recovery 

directly benefit application pod connectivity and user experience. The data-driven KPIs 
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from this simulation confirm that the SEASON architecture provides a robust foundation 

for such integrated, orchestrated service environments. 

3.3.2.2 Case Study 2: Proactive resilience under RAN-initiated demand surge 

This section evaluates the architecture's performance under a demand-surge scenario, a 

common operational challenge in 5G networks. Unlike the reactive failure recovery detailed 

previously, this experiment tests the system's proactive capabilities. It assesses the complete, 

automated workflow from demand detection in the RAN, through cross-domain orchestration, 

to the coordinated scaling of both application and network resources to prevent service 

degradation. 

Scenario Overview 

The experiment utilizes similar network topology (Figure 3.39) but focuses on a different 

operational sequence. The network initially supports a baseline traffic load from four distinct 

gNBs (gNB1-gNB4). In this stable state, only one Ten UEs per gNB are active, each generating a 

steady 100 Mbps data stream. This results in a predictable, low-level aggregate throughput of 

approximately 1 Gbps, with a stable end-to-end latency of 0.200 ms for all associated services. 

 

Figure 3.39: Network topology. 

The simulation unfolds through the following critical stages, which are visualized in the 

dashboard plots referenced throughout this section: 

1. Stable operation (t=0s to t=78s): The system operates under normal, low-load 

conditions. Per-gNB traffic is stable at 1 Gbps, and latency is nominal, as shown in the 

initial phase of the plots in Figure 3.40a (Link Traffic Load) and Figure 3.40b (Per-Service 

Latency). 
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Figure 3.40: Throughput (a) and latency (b) experienced by the services before the traffic surge. 

Sudden demand surge (t=79s): A coordinated surge event is triggered, simulating a flash-

crowd scenario where ten UEs at each of the ten gNBs begin streaming high-bandwidth 

content simultaneously. The RAN Intelligent Controller (RIC) controller at each gNB instantly 

detects this ten-fold increase in local demand. It immediately sends a 

RAN_DEMAND_SURGE_DETECTED  report to the service orchestrator (visualized in the 

communication timeline). This message is critical, as it serves as the trigger for the entire 

cross-domain scaling response. 

2. Transient bottleneck and congestion (t=79s to t=90s): The aggregate traffic demand 

abruptly jumps to 20 Gbps. The existing optical path, sized for the previous load, 

becomes a bottleneck. During this transient interval: 

¶ Throughput: The aggregate throughput is constrained by the available capacity, 

plateauing at the physical limit but exhibiting significant jitter as network buffers 

absorb the excess traffic (Figure 3.41a, aggregate throughput). 

¶ Latency: End-to-end latency for all services begins to climb smoothly from 0.200 ms 

toward a peak of approximately 0.6 ms (Figure 3.41b). This controlled increase, 

rather than a sharp spike, reflects the system's ability to manage congestion 

through buffering while the scaling solution is being orchestrated. 

  

Figure 3.41: Throughput (a) and latency (b) experienced by the services after the traffic surge. 

3. Automated, Multi-Layer Resource Scaling (t=80s to t=95s): The orchestrator, having 

received the surge alerts, executes a coordinated, multi-layer scaling strategy: 
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¶ Optical network reprovisioning (t=80s - t=90s): The transport-layer orchestrator 

immediately processes the surge reports. It calculates the required additional 

capacity and, at t=80s, begins the required provisioning. This involves the TFS 

commanding the underlying OLS controller to light up additional wavelengths or 

instructing an MBoSDM controller to allocate an additional fiber core to the path. 

This process completes at t=90s, marked by a RESOURCE_SCALE_UP  event, at 

which point the underlying network capacity is significantly expanded ( Link 

Capacity). 

¶ Service-layer autoscaling (t=92s): Concurrently, the service orchestrator 

(simulating a Kubernetes Horizontal Pod Autoscaler, or HPA) responds to the 

increased application load and CPU/memory pressure. At t=92s, it triggers 

a POD_SCALE_UP  event, increasing the number of replicas for the media-edge 

service from to handle the additional processing demand (Figure 3.42). 

 

Figure 3.42: Actions taken during the sudden traffic surge from the network and service orchestrators. 

4. System stabilization at new capacity (t > 95s): With both network and application 

resources scaled, the system reaches a new, stable equilibrium. Latency for all services 

recedes and stabilizes well within typical performance thresholds. The per-gNB 

throughput remains at a steady 10 Gbps, now comfortably accommodated by the 

expanded infrastructure. 

Integrated orchestration and cross-layer synergy 

This experiment highlights the critical importance of synergy between the service orchestrator, 

the transport network orchestrator, and the RAN: 

¶ RAN as a sensor for proactive scaling: The architecture leverages the RIC not just for 

connectivity, but as a critical real-time sensor of user demand. By translating local UE 

activity into a standardized RAN_DEMAND_SURGE_DETECTED event, it provides the 

transport layer with the predictive insight needed to act before severe congestion leads 

to widespread packet loss and a collapse in application performance. 
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¶ Decoupled but coordinated scaling: The simulation demonstrates a highly effective, 

decoupled scaling model. The transport network focuses on its core competency: rapidly 

provisioning bandwidth. The service orchestrator focuses on its own: scaling application 

instances. The success of this approach lies in the timing as rapid optical provisioning 

ensures that by the time the new pods are ready to accept traffic, the underlying 

network infrastructure is already in place to support them.  

 

3.3.3 Integration with Transport Network Orchestration 

TeraFlowSDN (TFS) provides transport-layer orchestration across multi-domain, 

multi-technology networks, including packet and optical layers. In SEASON, Kubernetes governs 

the service plane while TFS governs the transport plane, and the integration between them 

translates service intents into concrete transport configurations. The project adopts the IETF 

Network Slice model so highȤlevel requirements, such as bandwidth guarantees and latency 

budgets, can be expressed as intents, without embedding transportȤspecific details into the 

service layer. TFS then maps these intents into path computations and device configurations 

across the transport infrastructure, providing the endȤtoȤend connectivity properties required 

by applications such as enhanced Mobile Broadband. 

The current proofȤofȤconcept uses a pragmatic REST integration to bridge the orchestrator with 

TFS. TFS exposes simple endpoints to the dashboard and control logic, forwarding topology and 

telemetry requests to service orchestrator based on IETF slice semantics. The adapter includes 

a minimal HTTP client configured by environment variables so it can target the appropriate TFS 

instance and authentication scheme. Although this initial bridge relies on REST, the target 

architecture anticipates gRPC for low-latency, bi-directional interactions once the requisite 

ƴƻǊǘƘōƻǳƴŘ ǎŜǊǾƛŎŜǎ ŀƴŘ ǇǊƻǘƻōǳŦ ǎŎƘŜƳŀǎ ŀǊŜ ŀǾŀƛƭŀōƭŜΦ Ǝwt/Ωǎ ǳǎŜ ƻŦ I¢¢tκн ŀƴŘ ŜŦŦƛŎƛŜƴǘ 

binary serialization is well suited to streaming telemetry and event notifications from TFS to the 

service orchestrator, while also supporting rapid intent acknowledgments and status updates in 

the opposite direction. As these interfaces stabilize, the system can shift from periodic polling 

to event-driven control loops, closing latency gaps and improving responsiveness under 

fluctuating network conditions. In effect, SEASON achieves a clean separation of concernsτ

Kubernetes scaling and healing services, TFS provisioning and assuring transport, and Kafka 

carrying real-time signals between them while maintaining a tight, standards-aligned feedback 

loop that delivers the performance and adaptability required by advanced applications. 

A) IETF Topology Interface 

The IETF topology interface allows the TNO to retrieve and manage network topology using 

standard IETF models, such as Network Slice. TNO exposes REST endpoints so that orchestrator 
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dashboards and control logic can request information on network nodes, links, and connectivity 

metrics. 

Example: 

Service orchestrator sends a GET request to /restconf/data/ietf-network:networks to obtain a 

graph of all active optical and packet nodes, formatted according to IETF YANG models. This data 

is used for path computation and network visualization. 

B) IETF Intents Interface 

The IETF intents interface enables services to define network requirements using abstract, high-

level statements (intents), following IETF Network Slice semantics. TNO receives these intents 

and autonomously computes paths and configures devices to meet the specified connectivity 

guarantees. 

Example: 

An orchestrator transmits an intent with parameters such as "bandwidth": 1000 Mbps, 

"latency": 5 ms, "slice-type": "eMBB" to /nsc/slice. TNO interprets this request, performs multi-

domain path computation, and allocates resources across optical and packet domains to fulfill 

the application's needs without exposing underlying technology details. 
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4 OPERATIONAL, PLANNING AND RESOURCE ALLOCATION TOOLS 

4.1 OCATA DIGITAL TWIN FOR MULTIBAND 

C+L+S multiband (MB) optical transmission has the potential to increase the capacity of optical 

transport networks, and thus it is a possible solution to cope with the traffic increase expected 

for the years to come. However, the introduction of MB optical technology needs to come 

together with the needed tools that support network planning and operation. In particular, 

Quality of Transmission (QoT) estimation is needed for provisioning optical MB connections. In 

this section, we concentrate on modelling MB optical transmission to provide fast and accurate 

QoT estimation and propose Machine Learning (ML) approaches based on neural networks, 

which can be easily integrated into an Optical Layer Digital Twin (DT) solution. We start by 

considering approaches that can be used for accurate signal propagation modelling. Even 

though solutions like the Split-step Fourier method (SSFM) for solving the non-linear Schrödinger 

equation (NLSE) have limited application for QoT estimation during provisioning because of their 

very high complexity and time consumption, they could be used to generate datasets for ML 

model creation. However, even that can be hard to be carried out on a fully loaded MB system 

with hundreds of channels. In addition, in MB optical transmission, the Inter-channel Stimulated 

Raman Scattering (ISRS) becomes a major effect, which adds more complexity. In view of that, 

the Fourth Order Runge-Kutta in Interaction Picture (RK4IP) method is evaluated as an 

alternative to reduce time complexity, which is complemented with an adaptive step size 

algorithm to further reduce the computation time. We show that RK4IP provides an accuracy 

comparable to that of SSFM with reduced computation time, which enables its application for 

MB optical transmission simulation. Once datasets are generated using the adaptive step size 

RK4IP method, two ML modelling approaches are considered to be integrated in the OCATA DT, 

where models predict optical signal propagation in the time domain. Being able to predict the 

optical signal in the time domain, as it will be received after propagation, opens opportunities 

for automating network operation, including connection provisioning and failure management. 

In this section, we focus on comparing the proposed ML modeling approaches in terms of 

ƳƻŘŜƭǎΩ ŀƴŘ vƻ¢ ŜǎǘƛƳŀǘƛƻƴ ŀŎŎǳǊŀŎȅΦ 

4.1.1 Numerical Methods for C+L+S Optical Signal Propagation 

In this section, we consider a C+L+S MB transmission system as the one illustrated in Figure 4.1, 

where a lightpath of total distance d connects sites A and Z using channel p˂. The transponders 

(TP) include a transmitter (Tx) and a receiver (Rx), and we assume that it may operate in the 

different transmission bands. The generated signals are multiplexed and transmitted over the 

optical fiber, where MB optical amplifiers (OA) amplify the optical signal at every span. Two 

optical spans of length l1 and l2, respectively can be observed in Figure 4.1. We consider a MB 
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OA as a system with one OA per band, e.g., an EDFA for the C and L bands and a thulium-doped 

fiber amplifier (TDFA) for the S band, together with waveband (de)multiplexers. 
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Figure 4.1: General scenario of C+L+S MB transmission. Illustrative example of a lightpath. 

The propagation of the MB WDM optical signal travelling through the optical fiber can be 

modelled using the NLSE. In this regard, it is worth noting that channels in each of the C+L+S 

bands are impacted differently by not only linear effects like dispersion and fiber attenuation, 

but also by the ISRS effect, that potentially increases non-linearities.  

In the next subsections, we first introduce the NLSE and then present the SSFM, which is 

probably the most popular approach for solving the NLSE. In view of the high computational 

complexity of using the SSFM on fully-loaded MB systems, we propose the RK4IP method, as an 

alternative approach for solving the NLSE faster. Finally, an adaptive step size algorithm is 

presented to further reduce the computation time. 

C) Split-Step Fourier Method 

The NLSE is the most accurate tool for modeling the propagation of optical signals along the 

optical fiber and includes both linear and non-linear transmission effects. We concentrate in the 

most relevant effects, like chromatic dispersion and fiber attenuation linear effects and self-

phase modulation and cross-phase modulation non-linear Kerr-effects. In addition, the energy 

transferred from incident photons to the vibrational modes, results in the generation of new 

photons with different frequencies, which originates the ISRS and the self-steepening effect.  

In this case, the NLSE modeling the signal propagation in the time domain (t) can be written as 

eq. (1), where ̟ 0 is the carrier frequency, coefficients ̡(·) represent the different order of 

dispersion, A(z,t) is the field of the optical signal at propagation distance z, R(t) is the non-linear 

ǊŜǎǇƻƴǎŜ ŦǳƴŎǘƛƻƴΣ ŀƴŘ ʴ ƛǎ ǘƘŜ ƴƻƴ-linear coefficient. 

Ὠὃᾀȟὸ

Ὠᾀ

‌

ς
ὃᾀȟὸ ‍

Ὠὃᾀȟὸ

Ὠὸ
Ὥ‍
Ὠὃᾀȟὸ

Ὠὸ
 ‍
Ὠὃᾀȟὸ

Ὠὸ

Ὥ‎ρ
Ὥ

‫

Ὠ

Ὠὸ
ὃᾀȟὸ Ὑὸ !Úȟ Ô ὸ Ὠὸ 

(1) 



  D4.3 SEASON - GA 101096120 

 
 

 
© SEASON (Horizon-JU-SNS-2022, Project: 101096120)                                                    page 60 of 132 

Dissemination Level PUB (Public) 
 

 
 

R(t) can be computed as equations (2)-(5), where hR(t) is the Raman response function, fR is the 

peak Raman gain, and parameters f(·) and ̱ (·) adjust the Raman response function. 

Ὑὸ ρ Ὢ ὸ‏ ὪὬ ὸ (2) 

Ὤ ὸ Ὢ ὪὬ ὸ ὪὬ ὸ (3) 

 Ὤ ὸ † † † Ὡ ϳ ÓÉÎὸ†ϳ  (4) 

 Ὤ ὸ ς† ὸ †ϳ Ὡϳ  (5) 

In equation (1), we observe that the amplitude of the optical signal depends on both 

transmission distance and time. In consequence, two sources of numerical error can be 

identified when solving the NLSE coming from the size of the related steps. The numerical error 

coming from the time derivative (which also depends on the distance step size) can be 

circumvented by re-writing eq. (1) ƛƴ ǘƘŜ ŦǊŜǉǳŜƴŎȅ ŘƻƳŀƛƴ ό˖ύ ŀǎΥ 

Ὠὃ

Ὠᾀ
ὭὃϽ‍ʖ ‍ ‍ ʖ

Ὥ‎ρ
ʖ

‫
Ὂ ρ Ὢ ὃ ȿὃȿ Ὢ ὃ Ὂ Ὤ Ὂȿὃȿ  

(6) 

where, 

ὃᾀȟʖ ὊὝὃᾀȟὸ  (7) 

Ὤ ὊὝὬ ὸ  (8) 

and FT denotes the Fourier Transform operator. 

The Split-Step Fourier Method (SSFM) is the most common method for solving the NLSE. SSFM 

relies on computing the solution in small steps, while computing the linear and the nonlinear 

parts separately; the linear part is solved in the frequency domain, whereas the nonlinear part 

is solved in the time domain. 

D) Fourth Order Runge-Kutta in Interaction Picture Method 

The RK4IP method can be expressed in the time domain as: 

ὃᾀȟὸ Ὂ Ὡὼὴ
Ὤ

ς
Ὀ Ὂὃ ὑȾφ ὑȾσ ὑȾσ ὑȾφ (9) 

ὃ Ὂ Ὡὼὴ
Ὤ

ς
Ὀ ὃᾀȟÔ  

(10) 

ὑ Ὂ Ὡὼὴ
Ὤ

ς
Ὀ ὊὬ ὔὃᾀȟὸ  

(11) 
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Ὤ

ς
Ὀ Ὂὃ ὑ  

(14) 

where D is the dispersion operator, K(·) are the RK method coefficients, and N(·) is the non-linear 

operator. 

The RK4IP method can also be applied in the frequency domain, as: 

ὃᾀȟʖ Ὡὼὴ
Ὤ

ς
Ὀ ὃ ὑȾφ ὑȾσ ὑȾσ ὑȾφ (15) 

ὃ Ὂ Ὡὼὴ
Ὤ

ς
Ὀ ὃᾀȟʖ  (16) 

ὑ Ὡὼὴ
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Ὀ Ὤ ὔ ὃᾀȟʖ  (17) 

ὑ Ὤ ὔ ὃ
ὑ

ς
 (18) 

ὑ Ὤ ὔ ὃ
ὑ

ς
 (19) 

ὑ Ὤ ὔὩὼὴ
Ὤ

ς
Ὀ ὃ ὑ  (20) 

E) Adaptive step size algorithm 

An adaptive step size algorithm can be defined to further reduce the computation time required 

by the SSFM and the RK4IP method. Algorithm 4-1 sketches the pseudocode. The algorithm 

receives as input the current step size (ɲz) and the global error/tolerance (ɻG) and return the 

new step size. The algorithm first computes the signal waveform error ()ɻ (line 1 in Algorithm 

4-1) and then updates the step size accordingly (lines 2-4). The algorithm ensures that the step 

size does not exceed a maximum value specified by MAX_ɲz (line 5) and returns the new step 

size (line 6). 

Algorithm 4-1 Adaptive Step Size algorithm for MB WDM signal propagation. 

INPUT : ȹz, ŭGf 

OUTPUT: ȹz 

1: 

2: 

3: 

ŭ Ŷ LEM(Ŀ) 

if  ŭ < ŭG /2 then ȹznew Ŷ ȹz * 2ɖ 

else if ŭ > 2 ŭG then ȹznew Ŷ ȹz / 2 
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4: 

5: 

6: 

else ȹznew Ŷ ȹz 

if  ȹznew > MAX_ȹz then ȹznew Ŷ MAX_ȹz 

return ȹznew 

 

We consider the Local Error Method (LEM) approach to estimate  ɻat each step. LEM estimates 

the step size at each iteration by using two solutions of equation (15), the coarse Ãc(zΣ ˖ύ ŀƴŘ 

the fine Ãf(zΣ ˖ύ ƻƴŜǎΦ {ƻƭǳǘƛƻƴ Ãc(zΣ ˖ύ ƛǎ ŎŀƭŎǳƭŀǘŜŘ ƻǾŜǊ ŀ ǎƛƴƎƭŜ Ŧǳƭƭ ǎǘŜǇ ƻŦ ǎƛȊŜ d, whereas 

solution Ãf(zΣ ˖ύ ƛǎ ŎƻƳǇǳǘŜŘ ōȅ ǘŀƪƛƴƎ ǘǿƻ ǎƳŀƭƭŜǊ ǎǘŜǇǎ ƻŦ ǎƛȊŜ d/2. It starts with the initial 

condition Ã1 and propagates the signal over the first half-step to obtain an intermediate solution 

Ãmid. Then, Ãmid is used as the initial condition to propagate across the second half-step. Finally, 

the two half-steps are combined to produce the fine solution Ãf(zΣ ˖ύΦ ¢ƘŜ ƭƻŎŀƭ ŜǊǊƻǊ  ɻ is 

computed as: 

‏ ὃ ᾀȟ‫ ὃ ᾀȟ‫ ὃ ᾀȟ‫  (21) 

4.1.2 Machine Learning models 

In this section, we focus on modelling optical signal propagation by applying ML techniques to 

produce estimate outputs in a fast way. The models can be integrated into the OCATA time 

domain digital twin and they can be used for network operation applications, like QoT 

estimation during provisioning and failure management. 

A) OCATA MB Time Domain DT Modelling and QoT estimation 

Figure 4.2 presents the OCATA DT architecture for MB, where incoming optical signals generated 

using modulation format m-QAM are processed in the time domain, i.e., IQ optical constellation 

samples X are used as inputs. Specifically, an input sample X consist of a set of symbols xɴX, 

where each x=[xI, xQ] belongs to one of the m distinct constellation points (CP). A features 

extraction (FeX) module computes a set of features Y characterizing each CP of the received 

signal by applying Gaussian mixture model (GMM) fitting. For such characterization, we assume 

that every CP follows a bivariate Gaussian distribution, so Y contains 5 features for each CP i, 

i.e., Yi = (y)i = (‘I, ‘Q, „I, „Q, „IQ)i, where: 1) ‘I and ‘Q represent the mean position for i over I and 

Q axes, respectively; and 2) „I and „Q are the variance of i over the axes and „IQ is the covariance 

between the axes. The dispersion of symbols belonging to each CP provides valuable insight of 

the level of both linear (LI) and NLI noise affecting the signal, which can be related to QoT-related 

indicators like pre-FEC BER and SNR. 
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Figure 4.2: Main building blocks of the OCATA-MB digital twin. 

Sample generation and FeX can be conveniently combined into a single Feature generation 

module. Algorithm 4-2 presents such feature generation that produces the initial features to be 

propagated afterwards. The algorithm receives as input the Tx model, the required Tx 

configuration, e.g., the modulation format, and the length of the PRBS to be generated. After 

generating the bit sequence (line 1), the initial IQ optical constellation X is obtained by sampling, 

shaping and modulating the bit sequence following the received Tx configuration (line 2). Next, 

GMM fitting is performed to compute the set of bivariate Gaussian distribution that better fits 

the generated optical constellation X (line 3) and the computed features are returned (line 5). 

Algorithm 4-2. Features Generator. 

INPUT : Txmodel, Txconfig, n_bits 

OUTPUT: Y 

1: 

2: 

3: 

4: 

bitSequence Ŷ PRBS(n_bits) 

X Ŷ Txmodel.generateIQConst (bitSequence, Txconfig) 

Y Ŷ GMMfitting(X) 

return Y 
 

The feature generation is then followed by a ML model that estimates the changes in the input 

features as a result of the propagation of the signal on the optical components in the route of 

the lightpath. In contrast to the classical OCATA DT for C-Band transmission, where ML models 

are assumed as independent of the specific channel, models need to be trained for the specific 

channel of interest (˂p) in the case of MB optical transmission. 

We evaluate two methodologies for modelling signal propagation: i) end-to-end lightpath 

models, which get as inputs features Y from the Tx and estimates the features at the Rx after 

the signal propagates along the route of the lightpath over a distance d; and ii) single optical 

spans that include an OA and an optical fiber of a given length. Span models receive a set of 

input features Y from the signal generated by the Tx or after the signal has traversed some 

previous optical spans, and produces as output the value of the features characterizing the IQ 

optical constellation of the optical signal after the propagation through the optical span. In this 

case, models for end-to-end lightpath are created by concatenating span models as defined by 

the route of the lightpath. 

Two ML-based approaches are considered: i) FLANN, which because of their simplicity can be 

used to model end-to-end lightpaths; and ii) DNN that produce accurate models but, being more 

complex than FLANNs, are proposed for modeling optical spans. 
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To reduce the number of inputs and outputs, as well as to simplify the structure of the ML 

models, especially in the case of the DNNs, a subset of selected CPs (selCP) is considered for the 

propagation of the features. Precisely, two exterior and two interior CPs are and, from them, a 

Constellation Reconstruction block reconstructs the features for the non-propagated CPs with 

high accuracy (eq. (22)). Functions Fi(·) can be defined as linear combinations of the propagated 

features. 

ὣ Ὂ ὣȟᶅὮɴ ίὩὰὅὖᶅὭɴ ὅὖ (22) 

Finally, the QoT estimation block predicts the QoT of the lightpath from the features of the 

received signal. Specifically, the parameter ʊi
out is defined as: 

ɮ  ρ ὖ ὼṒὃ ὼͯ ﬞ ὣ  (23) 

where ʊi
out represents the probability of receiving a symbol originally sent as part of CP i, out of 

the detection area Ai assigned to that CP. Note that the estimated pre-FEC BER can be computed 

based on ʊi
out for all the CPs as equation (24). 

ÐÒÅȤ&%# "%2 ͯ
ρ

άϽÌÏÇά
ɮ   (24) 

In equation (24), the average ʊout probability is interpreted as an estimation of the symbol error 

rate (SER) and the pre-FEC BER is derived assuming that 1 symbol error causes only 1 bit with 

error (which is reasonable under Gray coding). 

For illustrative purposes, Figure 4.3 shows the building blocks for the QoT estimation of the 

lightpath represented in Figure 4.1 that traverses two optical spans, each of 80 km. In Figure 

4.3a, the FLANN end-to-end model predicts the features of the signal at the receiver in Site Z 

after the signal propagates on ˂p along d km. The constellation reconstruction block estimates 

the features of the non-propagated CPs and the QoT estimation block predicts the pre-FEC BER. 

In Figure 4.3b, two span DNN models trained to signal propagation on p˂ along l1 and l2 km are 

concatenated to model the end-to-end lightpath. All the blocks except the models themselves 

are common for both approaches.  
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Figure 4.3. End-to-end (a) vs per-Optical Span (b) modelling and QoT estimation. 
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B) End-to-end Lightpath modeling using FLANNs 

The FLANN feature model structure is presented in Figure 4.4. The complete FLANN model for 

end-to-end lightpath modelling consists of one feature model for each of the considered 

features {(‘I, ‘Q, „I, „Q, „IQ)i, i sɴelCP}. 

Each feature model consists of a functional expansion block, where each input feature y is 

extended to capture its non-linear behavior. In particular, we assume that the functional 

ŜȄǇŀƴǎƛƻƴ ƛǎ ōŀǎŜŘ ƻƴ ǘǊƛƎƻƴƻƳŜǘǊƛŎ ŦǳƴŎǘƛƻƴǎ ˒(·)(yύΣ ŜȄŎŜǇǘ ˒1(y)=y. Next, each output of the 

expansion block is multiplied by a weight w(·). Because no activation function is used, the 

estimated value of the feature is given by equation (25), where O is the order of the FLANN 

model: 

ώ ὦὭὥί ύ  z• ώ (25) 
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Figure 4.4. FLANN feature model structure for end-to-end modeling. 

The training of the model targets at finding the weights that minimize the error between the 

predicted value and the value from the training dataset. FLANN lightpath models can be trained 

with high precision for each channel and a specific total distance d, and stored in a model 

database ready to be used, e.g., during lightpath provisioning. 

However, even though FLANN lightpath models can be trained for every channel in the C+L+S 

bands, they cannot be trained for every arbitrary total distance d. A strategy is to pre-train 

models for incremental distances in steps of the most common span length, e.g., 80 kms. 

However, a real lightpath can traverse different span lengths, e.g., 65 and 75 km, so the models 

can present imperfections. In addition, variation over time of the behavior of optical devices, 

e.g., the noise figure of the OAs, new splices in the fiber, etc. can also impact the accuracy of the 
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models. For this very reason, the models should be tuned periodically, using the monitoring 

measurements collected from the TPs, once the lightpath is established. 

C) DNN-based Concatenated Model 

In this case, span DNNs are specifically trained for every channel and optical span configuration. 

This reduces the number of models that need to be pre-trained, as compared with the FLANN 

end-to-end lightpath modeling. In addition, NLI noise depends not only on the length of the 

span, but also on the accumulated distance that the signal has already traversed at the starting 

of the optical span on the route of the lightpath. In consequence, span DNNs require the 

accumulated distance z as additional input. 

The lightpath model is produced by selecting the most appropriate span DNN models from the 

model database and concatenate them in the order specified by the route of the lightpath. In 

addition, the traversed distance needs to be also propagated and connected to the related input 

of the span DNNs. Figure 4.5 represents the concatenated model for the lightpath represented 

in Figure 4.1. 
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Figure 4.5: Concatenated DNN model. 

As in the case of the FLANN models, the concatenated DNN model can present imperfections 

because of the accumulated error and variation of the behavior of optical devices over time. For 

this very reason, the concatenated DNN models need to be tuned periodically from the 

monitoring measurements collected from the TPs. 

4.1.3 Results 

In this section, we first describe the MB optical system under simulation and modelling. Next, 

we evaluate the performance of the RK4IP method with the adaptive step size w.r.t. the SFFM 

method in terms of both accuracy and computation time. The selected simulation method is 

used to generate a large dataset to be used for ML modelling MB optical propagation and 

ultimately, estimating the QoT. The evaluation is carried out on three different channels in each 

of the bands. 
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A) MB Optical System 

We assume that the optical transponders generate 16QAM@32GBd signals shaped by a root-

raised cosine filter with a 0.06 roll-off factor. For the C+L+S system, we consider 337 optical 

channels, with 50 GHz channel spacing for full spectrum usage. Table 4-1 summarizes the 

configurations used in the MB transmission simulator. 

Pseudorandom binary sequences are used as input of every channel. The signal is propagated 

through spans of standard single mode fiber (SSMF), ranging 70-100km, with a launch power of 

0 dBm. Gain flattening filters are used at the end of each fiber span to compensate for the power 

tilt induced by the ISRS effect. The attenuation factor, chromatic dispersion and non-linear 

ŎƻŜŦŦƛŎƛŜƴǘ όʴύ ǾŀǊȅ ǿƛǘƘ ŦǊŜǉǳŜƴŎȅΦ ¢ƘŜ ŦǊŀŎǘƛƻƴŀƭ ŎƻƴǘǊƛōǳǘƛƻƴ ƻŦ ǘƘŜ ŘŜƭŀȅŜŘ wŀƳŀƴ ǊŜǎǇƻƴǎŜ 

is 0.245. 

Propagation in optical spans is modeled by solving the NLSE. We consider: ̱1=12.2·10ς3 [ps], 

1̱=32·10ς3 [ps], ḇ=96·10ς3 [ps], fa=0.75, fb=0.21, fc=0.04, and fR=0.18. EDFAs and TDFAs are 

modeled as ideal OAs characterized by a single gain and noise figures. The adaptive step size 

algorithm defined in Section 4.1.1. E) to reduce the computation time is run with ɻG = 10ς4, ́  = 

5, and MAX_ɲz = 10m. Finally, at the Rx, a DSP block performs ideal chromatic dispersion 

compensation and phase recovery.  

Table 4-1. Considered MB optical systems. 

 S Band C Band L Band 

Wavelength range[nm] 1486.5 - 1530.0 1530.4 - 1568.4 1568.8-1621.5 

Bandwidth [THz] 5.7 4.75 6.2 

Num of Channels (Ids) 116 (1-116) 96 (117-212) 125 (213-337) 

Type of Amplifier TDFA EDFA EDFA 

Amplifier Noise Figure [dB] 6.5 5 5 

Non-linear coefficient range [(W m)ς1] 1.31 - 1.41 1.24 - 1.31 1.13 - 1.23 

Dispersion range [ps/nm/km] 12.55 - 15.58 15.60 - 18.02 18.1 - 21.69 

Attenuation range (dB/km) 0.19 - 0.21 0.18 - 0.19 0.18 - 0.20 
 

B) MB Optical System Simulation 

The MB system described in the previous section was simulated using the MATLAB-based 

simulator of a coherent WDM system. The simulator was executed on an Intel Core i7-6700 

processor with 16 GB RAM and running Windows 11 64-bit. For this very reason, pseudorandom 

sequences were limited to 214 bits length. 

We compared the traditional SSFM method with the RK4IP method enhanced with the adaptive 

step size algorithm (see Section 4.1.1). In addition, a fixed (2 m) step size approach is also 
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considered for comparison purposes. Specifically, four RK4IP methods have been evaluated: 1) 

RK4IP with adaptive step size in the time domain (A-RK_t); 2) RK4IP with adaptive step size in 

the frequency domain (A-wYψ˖ύΤ оύ wYпLt ǿƛǘƘ ŦƛȄŜŘ ǎǘŜǇ ǎƛȊŜ ƛƴ ǘƘŜ time domain (F-RK_t); and 

4) RK4IP with fixed step size in the frequency domain (F-wYψ˖ύΦ CƻǊ ǘƘŜ ŜǾŀƭǳŀǘƛƻƴΣ ǿŜ 

considered one single optical span of 80 km and all the channels with launch power of 0 dBm, 

i.e., a total launch power of 25.27 dBm. In addition, the SSFM method was executed with a fixed 

step size of 0.01 m. 

The comparison is carried out by comparing the ISRS gain S(i˂) computed by the RK4IP methods 

and SSFM for every channel, where S(i˂) is defined as the ratio between the channel power after 

fiber propagation and its value without the SRS, i.e., considering fR=0 (equation (26)). This 

approach allows to specifically analyze the feasibility of using the RK4IP methods for MB optical 

transmission. Comparison of the ISRS gain per channel is averaged using the Relative Squared 

Error (RSE) defined in equation (27). 

Ὓ‗
ὖ‗

ὖ  ‗
 (26) 

ὙὛὉ
ρ

ὔ

ȿὛ ‗ Ὓ ‗ȿ

ȿὛ ‗ȿ
 (27) 

Figure 4.6 plots the RSE, where we observe that all the considered RK4IP methods provide 

solutions leading to very small error compared to the SSFM method, which make them a valid 

approach for simulation of MB optical transmission. 

0.5

0.6

0.7

0.8

0.9

1

R
e
la

tiv
e
 E

rr
o

r w
rt

S
S

F
M

 (
%

)

Method

F-RK_t F-RK_̟ A-RK_t A-RK_̟

 

Figure 4.6. Relative error of RK4IP methods with respect to SSFM. 

Figure 4.7 shows the ISRS gain profile after fiber propagation by executing the A-wYψ˖ ƳŜǘƘƻŘ 

for launch power of -4, -2, and 0 dBm per-channel, i.e., 21.27, 23.27, and 25.27 dBm of total 

launch power, respectively. A decrease in the ISRS gain tilt from around 7 to just 3 dB is observed 



  D4.3 SEASON - GA 101096120 

 
 

 
© SEASON (Horizon-JU-SNS-2022, Project: 101096120)                                                    page 69 of 132 

Dissemination Level PUB (Public) 
 

 
 

as the total input power decreases. Note that even for launch powers as low as -4 dBm per-

channel, the impact of ISRS is still noticeable. 
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Figure 4.7 ISRS gain observed for different channel launch powers. 

Figure 4.8a plots the adaptation of the step size, as provided by Algorithm 4-1, and Figure 4.8b 

plots the error, computed as Equation (21), with the propagated distance. We observe that the 

adaptive step size algorithm provides good accuracy by fixing small step sizes during the initial 

propagation and then relaxing the step size when the propagated distance increases. 

 

Figure 4.8 Evolution of the step size (a) and error (b) with propagation distance. 

The adaptation of the step size is responsible for a reduction in the number of FFT operations 

that are needed. Figure 4.9a reports the number of FFT operations executed during the 

execution of the different RK4IP methods. We observe that the number of FFT operations 

heavily decreases when the adaptive step size algorithm is used. This translates into a reduction 

of the total computation time as observed in Figure 4.9b. In particular, the reduction in 

computation time enabled by the adaptive step size algorithm is over 90% (from over 3 hours to 

just 15 min). Interestingly, running the RK4IP methods in the frequency domain reduced the 
































































































































